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CHAFTER 1

INTRCDUCTICN

1«1 OVERVIEW

Ip a distrituted datakase management system it is often
desirakle to stcre copies of the same data on differant
backend machines., There are a nuakber of advantages that can
be gained from maintaining duplicate dataltases. Included
among these advantages are increased data accessalbility,
more Tresprcnsive access, and increased reliatrility of the
data.

Alcng with these benefits come certain penalties that
pmust ke paid for the convenience c¢f having duplicate
datatases, This report is ccncerned with the proklem of
insuring that the duplicate databases are consistent. The
design cf a system tc maintain redundant, duplicate
datatases 1is a challenging task tecause of the inherent
coemunicaticn tige delay ttetwean cocples of the datakase as
well as the —real world constraints of system crasaes,
operatcr error, compunicaticn channel failure, etc.

Several researchers have devised algerithes to insure
consistency among replicated datakases. 1Ic¢ date there has

not kteer a study undertaken to cowmpare the rerformance of
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the different algcrithms. This study was undertaken to
accogplish =such a comparison by «c¢cding five of the
algorithms in GESS-V and comparing their performance as
measurec¢ by the amcunt ¢f time taken to ccmpletely process

several sample request streaas.

1.2 EBACKGRCUND

Distrituted database management systees have evolved as
crganizaticns found the need to simultanecusly expand their
data prccessing power and increase their data accessakility.
An econcwical means of satisfying that need can te realized
ty use of a distributed data base ranagement systenm
comprised primarily of minicomputers., #aryanski et al. (7),
Maryanski (9) and Canaday et al. (2) have listed potential
benefits that car ke realized from using a wminicemputer to
perforn data tase functicns. The advantages cf a backend

Frocesscr are sugmarized telcw.

1) It may free the resocurces cf the hest machine.

2) It reduces software overhead on the hcst.

3) It provides additicnal concurrency in the system.

4) Tt permits additicnal applications to ke run cn the
host thus increasing through put.

5) It can provide additional security sincs the

rriveledge c¢f executing an applicaticn gregram on  the



backend can ke carefully quarded.

6) It can 1increase integrity =since the host and
backend each have the ability to verify the operation cf the
other.

7) It may ke an eccnomic alternative to upgrading the

host prccessor.

Maryanski and Kreimer (8) «conducted a si=sulaticn study
to determine the ccnditicns under which it 1is feasitle, in
terms cf perfcrmance, tc distribute the dataktase to
configuraticns of two or three processors. The simulaticn
results indicate that adding additicmnal fprocesssors yields
perfcroance benefits if the demands for the function are
high.

A gultiprocessor backend system is juite siamilar to a
distrituted data base management systen. The design is one
of a bhcst coupled to a Lackend coamputer with  nmultiple
processcrs, This ccnfiguraticn is shown ir Fiqgure 1.1. The
advantages of this configuration are that it can reduce
communicaticn ccsts, by elimanating the external channel
links tetween the tackends, and may te easiec tc keep tight
security <¢n as access tc c¢cnly cne machine must te
controlled. A multiprocessor backend should tehave like
several tackend machines with the excepticn that regquests
cannct criginate at the backend nodes.

Adéditicnal tenefits can be realized by assigning a copy
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of the data base to each Lackend processcr in the system.
The multiple cories of the datatase are referred to as

redundant or replicated dataktases. Jchnscn and Thomas (6)

enumerated several benefits that <can te gjained frem

maintairicrg duplicate datatases., These are:

1) Increased data accessability. TCata may be accessed
evén when scme of the machines are inoperative.

2) Mcre restonsive access., The host rrocessor can
access data that is 1located at the 1least tuzv cor closest
tackend.

3) Increased throughput. +The computaticnal 1lcad can
te shared ty several machines and

4) Increased reliatility of Jata. Multiple cofpies
assure a reliatle FEkackup in case cf softwarsshardware

malfuncticn on one of the machines,

Havirg cutlined the tenefits cf distritutad datatases
and redundant database ©rprocessing cne can envision a
situaticn where a multiprocessor tackeni 1linked tc fully
replicated databases might test serve the needs orf the user.
This is the environment that was simulated in this study.

Oone of the inherent rrcklems with <redundant datatases
is keering the copies consistent. There 1is an impcrtant

distinction between keeping the ccfpies ccnsistent and
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Xeeping the <cories identical. Identical 1is defined as
yielding the same result to a query regardless of which
tackend prccesscr recelves the reguest. Ccnsistant is
defined as having the copies 1identical after all of the
modificaticns have keen executed to ccepletion cn all cf the
machines (Jchnson and Thecmas, 1975). This study cozpares
the perfcrmance c¢f five models that =seek to maintain
ccnsistent databases.
The five m@mcdels simulated are the Ccdasyl model (%),
the Hyrrid model, the Bernstein model (1), the E1l1lis model

{(3), ané the Jobnscn and Thcmas mcdel (o). Each of these

models are explained in detail in Chapter =Z.



CHAETER 2

THE MCDELS

2.1 OVERVIEW

This chapter presents the five w@mcdels used in tais
study. For all rodels the -environment sigulated was cne of
fully rerlicated databases attached toc Ltackend processors.
The nurter of backend prccessors attacazd to the host was
either two, four, or eight, Eacn of the tackend machines
had twc partitions allccated to executing jcbs and a tuffer
to held gqueu=d jobs., The number of terminals attached to
the host prccesscr was eight and the speed of the terminal
tc host processor channel was 5¢ & Eaud. In all
simulaticns, fifteen users were simulated each issuing from
cpe tc sSeventesn requests with the averaje nurker of
requests teing eight. The requests were cf twc types, r=aa
cnly or 2odificaticn, HKodification requests were defined as
teing either the update, imsertion, c¢r deleticn of records.
The percentage c¢f anodification type rcauests was set at
either 20%, 354, cr 50%. The dependent mz2asurenment for
these mcdels was the time needed Ly the systex to sesrvice
all fifteen users and make all of the datatas=s identical.

&3

A tew terms need tc te defined tefcre 3detailing the
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actions cf each mcdel. A timestamp 1is the tagging of a

request with the absolute clock time of the systesn. A
primary backend is the Lackend selected to receive the
modificaticn commrand. A secondary Lackend is the Ltackend
selecteé to receive a modification reguest after it has been

completed at a primary backend.

2.2 CCLASYL MODEL

The Codasyl mcdel (4) is unique in its =implicity and
guarantees one up-to-date database and several day-old
datatases. Basically, this prcgcsal directs all
modificaticn commands to a single datatase (the primary
datatase) which is maintained up-to-date throujghout the day.
The modification ccmmands processed Lty the primary datatase
are locced and issued to 2ll the other dataktase nodes in the
netwcrk when second shift begins and processing in the
network has decreased.

The advantages of the Codasyl model are its simplicity,
guarantee of one ccrrect and current datatase, and nc chance
that the databases will ©te inconsistent after all c¢f the
modificaeaticns saved by the ©primary datatase have been
completed ¢n the secondary datakase,

The disadvantages cf the proposed <Ccdasyl model are
that sirce all modificaticn commands must ke sent to the

same prisary tackend there will ke a high likelihood cf the
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primary tackend becoming overloaded. Also, read-only tyge
requests issued during first shift will likely receive day-
old information. Finally, there is a tuffering problem
cqncerﬁing the receiving of modification <cormands ty the

secondary lackends.
2.3 HYERID MODEIL.

A model gquite siamilar to the Ccdasvl model was
developed ty the author. As with the Ccdasyl model, all
modificaticn type regquests are directed to 2 designated
primary tackend for processing after which they are logged
on the primary backend's aodification list, 'The differencse
tetween the Hybrid wmodel and the wmcdel prcposed by the
Codasyl grougp 1is the timing of when the wmcdifications are
sent to the other tackends. As menticned gieviously, the
Codasyl mwodel issues modification conmmands to the seccndary
backends during second =<shift., The Hykrid acdel forwards
mcdificaticn comrands to the secondary tackends whenever the
primary tackend encounters a lull in prccessinj as signified
by an empty tackend rpartition. Timestamping of the
modificaticns was carried out at time of execution Lty the
rrimary tackend so that a user can rsference th=
modificaticn list «c¢f the tackend he is using to determine
the currency of the referenced information.

The advantages of this model are 1its simplicity,

guarantee cf cne current and correct Jatakase, tke
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elimination of inccnsistency after all c¢f the modifications
saved 'y the primary dataktase have teen completed cn the
secondary databases, and the currency of the inforeation
stored in the seccndary datatases. Whern processing is light
cn the primary datakase, all of the seccndary datakases will
contain informaticn that 1is nearly current. The major
disadvantage of this model is the possikility cf overlcading

the prizary tackend with mcdificaticn reguests.

2.4 ELIIS MCDEL

Ellis (3) rresented a decentralized apprcach tc the
management of redundant databases. with his  model
pmodificaticn requests may originate at any nede 1in the
network. The node of origin broadcasts a request to podify
the reccrd specified to all other nodes in the system. The
node c¢f origin then waits, blocking cut ﬁther requests,
until it has received <rpositive ackncwledgerent from all
other rcdes 1in the network. If it receives positive
ackncwledgement from the other nodes, it executes the
modificaticn and sends the modificaticm tc the other nodes
in the retwcrk. If the ncde of origin receives a necative
acknowledgement frcz any of the other ncdes, it suspends
activity cn the modification anéd resutmits it again at a
later dcate. Pcsitive acknowledgement is given if the

seccndary tackend is not curr=sntly processing a mcdification
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request for the same reccrd.

Pcsitive acknowledgement was a necessary part cf the
Ellis mcdel Etecause meodification requests could originate at
any cf the databass nodes. In this study, all requests werse
first rcuted thrcugh the hcst machine sc the acknowledgement
prccess was not deemed necessary. - fHence, the model was
modified as detailed in the following paragraph.

When a modification request was recognized by the host
processcr, it was simultanecusly fcrwarded to all tackends
to jein their jor gueues. As all requests were first passed
to the hest processcr, there was nco chance cf requests being
sent ciEt w=f sequence, thus the datakases maintain
consistency. This algorithm demands centralized supervision
of the rrccessing of requests.

The advantages of this model are that all databasss are
current and correct, and that it is simple to crerate.

The disadvantages of this system are that the rackends
can lcck out all read requests if there 1is a spurt of
modificaticn requests and that it slcws down overall

processirg,

2.5 BEENSTEIN HCDEL

Bernstein et al (1) suggested a =m=thodology for
synchrcrizing ccncurrent transactions in a decentralized
distrituted datatase system. Following this mcdel, the host

processcr assigns the reguast to a primary tackend Lased
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upon its availability. Jron assigneent the request is
tagged with a timestamp. If +th2 request is a modification,
the rrimary backend locks out further prccessing while it
sends the record number and timestaesp to the seccndary
backends, The secondary Ltackends then 'vote! whether to
accert cr reject the mcdification request. Acceptance is
granted 1if no currently executing Jjcks on the ackend
reference the reccrd nusker of the current modification
request, If there 1is another request that ccnflicts, then
the request is delayed and resutmitted later.

When the primary Lkackend has received positive
respcnses from all of the secondary Etackends, it completes
the wacdification request and forwards it to the otaer
tackends for processing.

The advantages of this model are that it guarantaes
consistency in the databases and provides correct and nearly
up-tc-date information at all tackends.

The disadvantages of this model 1is that it may reguire
substantial overhead and system tims in kackend to tackend
cosmunicaticn during the voting process and it lecks out all
requests at the primary Lkackend during the =ntire voting

sequence.

2.6 JCHNSCK AND THCMAS MCLEL

Jchnscn and Thomas (6) proposed a consistency mcdel for

requasts made in a decentralized data Lase envircnment
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incorpcrating the wuse of timestamps. With their model
requests were timestanped and then assigned tc a backend
processcr tased on a backend utilizaticn criteria. After
executicn of a modification command, the request, with its
tagged timestamp, is added to the tackends update list which
is <siepply a table of the modificaticns the tackend has
processed up to that time. The modificaticn is alsc marked
as a cardidate mcdification that needs to te executed cn the
secondary tackends when the primary tackend encounters a
lull in fprecessing.

When a backend is free {reccgnized Lty an empty
partiticn), it sends its oldest candidate wmcdification to
the other tackends. At the secondary tackend, the request's
reccrd rumber is compared to the wupdate list fcr that
secondary tackend for a match., If a match is found and the
request c¢n the secondary tackend's update list has a more
recent timestamp, the modification frce the primary Ltackend
is igncred, TIf, after comparison, the modification frcm the
primary tackend is found tc be the Ecst recent for that
record, it is prccessed and added to the secondary ltackend's
update list. A third case also exists. It may be that the
podificaticn from tae primary tackend 1is wmore recent than a
modificaticn in the secondary tackend's Jjct gueue. In this
case the mcdificaticn in the job queue is deleted in faver
of the mcre recert mcdification. 1his third case can cause
inconsistency between the duplicate datatases.

The advantages c¢f this model are that it attempts to
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keep all databases current ty amending them throughout the
day. Also, the timestamp prevents modificaticn of a record
by a mcédification clder than the most recent mcdification of
that reccrd at a particnlat tackend.

A disadvantage of this model is that it allows for

inconsistency amcng the datatases,
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CHAETER 3

SIMULATICN IMPLEMENTATICN

3.1 OVEERVIEW

Our simulation implementation of the acdels along with
general assumpticns and parameters used will te discussed in
this secticn. Additionally, the Bernstein mcdel will ke
described in detail to aid the readers comprehension cf the
code. Fcllcwing the explanation of the pernstein model will
be a detailing of the modifications necessary tc produce the

code for the other four mcdels.

3.2 MCLEL CESCRIPTIICN

Arpendix 1 contains the listings of the five simulaticn
models. The systems we mcdeled in GPESS-V and run on an ITEL
ASS. The programs required approximately 30 seconds CFU
time for each simulation, although this figure varied with
the model and proyram parameters., The Simulaticn runtime
varied retween 4C seconds and two minutes. This was felt to
be lcng encugh to obtain good randoam distrituticns and a
reasonatle measurement c¢f throughput. 1The Lkasic time unit
for the simulaticns was c¢ne millisecond.

Each mcdel was run varying the parameters twelve ways.
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For each parameter setting, six rums were okttained wusing
differert randor number seeds obtained froe the GESS V
User's Fanual (%) . Occasicnally, only £five runs could ke
obtained because <cne of the six rums would exceed GPSS V
limits ¢n ccmmon ccre. Fcr three cf the five models, GPSS
System (pticn C was needed which requires 178 K for stcrage,
For the other two models the 104 K prcvided Ly GPSS Systenm
Opticn E were sufficient,
The twelve different rarameter settings were of two
types. The following nine were run using a 506 K Baud lirne
between the host and rackend and Lketween the Fackenas

themselves, The environments were:

1) Twc backends with 20%, 355, and .- 507 modification
requests.

2) Four backends with 20%, 35%, and 50X modificaticn
requests.

3) Eight backends with 20%, 35%, and 503 modificaticn

requests.

Thrtee envircnments were simulated with nc time delay
btetween the hcst and tackends cr frcm the channel
connecticns between the backends, This envircnment
represerted the architecture of a single hest rachine with
attached prccesscrs (the tackends) and extended memery. The

three <system envircnments simulated fcr each model using
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this architecture were:

1) Twc backends receiving 50% modificaticn requests,
2) Four backends receiving 50% mecdificaticn requests,
3) And eight backends vrTeceiving 504 modification

requests.

BEach o¢of the five @models ¥as run in. all twelve
environrents six times. The random nuzker gensratcr seeds
were changed to rroduce different job mizxes.

The ccde c¢f all five of the mrodels was sieilar.
Therefore, cnly the Bernstein model, the mcst ccmplex model,
will e explained 1in detail. Followiny this -exvlanation
will be a detailing of the mcdificaticns of the Eernstein

model ttat were required to produce the other four mcdels.
3.3 EXELANATION OF THE BERNSTEIN MCDEL

Durirg the simulaticn, fifteen wus2rs sijn on tc the
system, The users sign on at approximatelv 1.5 =second
intervals. The users are rarndcmly assigned tc one <cf the
eight terminals attached tc the host processor. Each user
issues 1 to 17 reguests with the average being 8 reguests.

Transmission to the host from the terminals is Eky a 59

K Baud charnnel, Ninety percent of the requests fit in one
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tuffered transmissicn while the other ten parcent require
two tuffered transmissions. The data for these parameters
was supplied by researchers at Kansas State University based
upcn measurements of their distributed datalkase systenm,

After the user has typed in his requsst the message is
transmitted to the host where it is tagged with the record
numker and the atsclute clcck time (a timeétamp). Alsc, the
nunber cf I/C orperations required ky the regquest is
assigned. The number c¢£ I/0 operaticns ranges from a
minisum c¢cf 0 to a maximum of 14 with a mean of 8. The host
then searches each of the tackends until it £inds one that
is free. It accomplishes this by sending messages across
the host tc backend channels which run at 50 K Baud or
infinite sgeed, It assigns the reguest to the first free
machine or randcmly selects a backend if all of them are
busy.

At the chosen backand (hereafter referred to as the
primary tackend) EINT, the backend interface, unpacks the
message. It then stores the request, its tyrce, its
timestarp and a mark that indicates it is on the tackend's
request list pending execution. If the request is 23 read
cnly ccrrand, it is executed Ly the Lackend relinquishing
the precesscr during Iy/C. When the ccmmand has comapleted
executirqg, the entry for that command in the reguest list is
marksed dcne. The steps -executed up tc this point are
represented ty the flowchart in Figure 3.7, I£ the reguesst

is a mcdification request, the steps pressnted 1in the next
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section are executed.
3.4 ACTICNS TAREN IN PRCCESSING OF MCLCIFICATICN REQUESTS

If the request is a wmcdification, it seizes the primary
backend's CFU and prevents processing of any other requests
by that tackend. The primary backend them sends a request
to each of the cther backends (secondary tackends) 1in the
network asking fcr permission to mcdify the specified
record. This request is given priority over the execution
of any requests at the seccndary backends. Each seccndary
backend compares the request and its timestamp tc those
requests listed c¢n 1its —request 1list. If the current
modificaticn is the most recent request using that record,
then vpermission tc¢ modify that reccrd is granted by the
backend., TIf +there is an older request that accesses that
record which has not been fully processed Lty the seccndary
backend, permission for the current modificaticn is delayed.
Permissicn will te granted after all the older requests have
been prccessed.

When permissicn to mcdify has Ltecn granted by all of
the seccndary backends, the modification is executed Lty tke
primary tackend., After execution, it is marked done and the
modificaticn is sent to join the Jjot queue at each cf tha
other tackends in the network. Wwhen proccessing of the
seéondary mcdifications is completed, the request is rarked

done on the regquest list and the transacticn is terminated.
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These acticns are flowcharted in Figure 3.2.

3.5 MCLIFICATIONS NECESSAEY FOR THE CTEEZR MCDELS

This secticn will detail the <changes necessary to
progranm the four other models, Accompanying each
descrirpticn will be a flowchart of the actions rerformed.

Several changes were necessary tc prcgra® the Jchnson
and Thcmas (6) model as detailed in Figure 2.3, First,
timestanping was only done if, the ra2guest was a
modificaticn. Also, there is no votiny done for this model.
Requests are sirply processed by the primary ftackend and
placed cn the modification list (similar te tke request list
of the Bernstein model «c¢nly reserved for modification
requests), When the primary tackend has a lull in
processing it sends the cldest candidate mcdificaticn cn the
podificaticn 1list to the secondary Lackends where it 1is
compareé tc the secondary tackends wmcdification 1list.
Instead cf voting, the backends =2ither accept cr reject the
modificaticn Etased upon its timestamp compared tc the
timestasgs of the other modifications c¢n thke seccndary
backends modificaticn list.

The changes necessary for the Fllis amcdel (3) are
detailed in Figure 3.4. Assignment tc a Lkackerd is the sane
for read only requests Fkut differs for wmodificationm

requests. Modification requests are duplicated at the host
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