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Abstract

This research addresses the problem of code-mixing in speech-based cognitive services, and the
subtasks of language identification in multilingual speech commands, search, and named entity
recognition. According to the American Community Survey (ACS) published by the United
States Census Bureau, more than 20 percent of U.S. residents speak a language other than
English at home. Many bilingual speakers habitually and even subconsciously switch languages
in mid-sentence and mix them in successive sentences. For example, this happens when a user
wants to listen to popular music by artists from different countries and use the native
pronunciation of the artist's name. Misrecognition of these embedded named entities by an
automatic speech recognition (ASR) system can lead to wrong search results. For instance, when
a user wants to play songs by Chinese singers on Spotify, home assistants frequently play the
wrong songs because they only recognize English. When callers leave voicemail messages on
Google Voice that are transcribed to text, specific named entities (people, places, and things) and
the surrounding context of messages are often misinterpreted. Malfunctions of this kind are
inconvenient and detract from the holistic user experience for home assistant users.

To develop a machine learning-driven approach towards coping with such usability issues, |
developed a research test bed centered around code-mixed bilingual sentences. We collected
voice recordings from 40 individual participants for multiple commands, multiple streaming
music service names, and about 100 Chinese names. We segmented and recombined these
samples automatically using sound editing software to combinatorically enumerate a set of
utterances, each of which is a short command phrase. Instead of traditional ways to use Hidden
Markov models (HMMS), | used a deep learning model which is part of the Baidu DeepSpeech
Project and developed by contributors to the Mozilla DeepSpeech open source repository on
GitHub. This narrows the focus of our code-mixing task, and the associated supervised learning
task, to language identification and segmentation of utterances in different languages at the
phrase level. This facilitates development of a prototype web application through which users
can contribute their voice data to improve the system. In current and continuing work, I am
improving the phrasal model using deep learning to develop a working prototype that integrates
with cognitive service APIs (e.g., Amazon Alexa, Google Home) for Chinese/English music
search.
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Chapter 1 Introduction

This chapter will present the problem that I address in this thesis, the motivation for
studying it, a formalization of the problem statement, and the objectives and significance of my

approach.

1.1. Overview

According to the web site Languages.org, 40% of the present world population consists
of individuals who speak only one language, while 43% of the world population can use two
languages with equal fluency and more than 16% of the world population can use three
languages or more. [1] As a new generation of users grows up, more multilingual speakers are
emerging, generating increased interest in mixed language in speech communications. Mixed-
language speech, which contains more than one language within an utterance, can also be called
code-mixing. This thesis deals with the problem of automatic speech recognition with code
mixing, which is often used by multilingual speakers and is a naturally emergent phenomenon
among multilingual users of cognitive services which defined as using a set of machine learning
algorithms to solve problems in the field of artificial intelligence and signal processing,
encompassing machine self-learning and human-computer interaction, such as the skills of home

assistants

Today there are many home assistant products on the market, such as the Google Home
and Amazon Echo. The purpose of such home assistants include home automation is supplying
users’ convenience; for example, users can turn on their bedroom lights by giving spoken
commands to home assistant devices placed throughout their homes, or you can play music by
speaking the appropriate commands and the titles of specific works and albums, or names of artists.
However, there are also open technical challenges in the design and implementation of cognitive
services for home assistants; for example, if a multilingual speaker wants to listen to a song from
a non-English-speaking country, home assistants have a much higher failure rate in practice. [2]
This is because the commands that users give to assistive devices in such use cases is often code-
mixed speech, and the cognitive services they employ do not support the ability to recognize such
speech, specifically Chinese, for it has many different dialects. This Al phenomenon fails to



provide a proper method to incorporate bilingual users and defies the primary achievement of
worldwide automation. Therefore, it is important to do research that aims to improve current

speech recognition systems that can also be embedded in code-mixing speech.

1.2. Motivation

Code-mixed speech recognition faces many of challenges, which include the lack of training
data for language modeling [3], co-articulation effects which denotes instances where two
successive sounds were articulated together [4]from one language that may influence the other
[5], and the need for expert linguistic knowledge. Moreover, language models need to combine
with Hidden Markov Model (HMM) which is statistically Markov model with unobservable
states, so they can be able to predict transition points between two languages [6]. One main
challenge is that the size of the vocabulary for an automatic speech recognition (ASR) task may
be up to twice that of a monolingual system, and the predominant language of the system (e.g.,
that used to give commands) might be very different from the client language (e.g., that used
only to specify embedded named entities). One such language pair, which this thesis focuses on,
is Chinese and English. In written Chinese, complex ideogrammic characters form the words of
the lexicon, while English uses alphabetic characters to form words. This results in
morphological differences such as in the formation of homonyms in the spoken language. There
are also many differences in speech units, some of which result from the pronunciation of words

and some of which are based on other syntactic differences between Chinese and English.

Named entities are often translated in ASR tasks in order to simplify the task domain from
multilingual to monolingual. When this is done, however, some regional information may be
lost; for example, accents and dialects within the native language might cause synonymous

names to be spuriously distinguished. One example of this is £, the last character of which

can be read Yé or Hua, so that some speakers might read the name as either Yang Qianhua (the
canonical dictionary reading) or Yang Qianyé (a more popular alternate reading). Since
individuals’ dialects and accents affect their way that they pronounce words, phrases, and
specifically named entities, this entails a need for contextualized ASR. However, there is a
general lack of large speech corpora for different language pairs, presenting another challenge

for code-mixed ASR, where embeddings of named entities and other phrases and lexical units is



commonplace. This is one reason it is difficult to develop a good ASR system that can handle

code-mixing in human speech in general and particularly in cognitive services.

These challenges are reflected in our main motivating use case: cognitive services for playing
music. An example of the limitations of existing work on multilingual cognitive services is seen
in services for the Amazon Alexa virtual assistant, which drives the Amazon Echo line of
devices. Alexa is unable to properly recognize commands to play songs by Chinese singers, such

as: “Play #T# [Yang Qianhua] on Spotify”. Similar examples are also abundant among

Google Voice transcripts of voicemails as noted by Hsu (2019). [7] When Chinese speakers call
his Google VVoice number and leave voicemail messages, the text transcripts produced using
Google Voice’s speech-to-text service admit a high error rate. For example, if a person says
“Yihong will pick you up later”, Google might mis-transcribe that statement as “U-Haul will
pick you up later”. Hsu reports that this is a very frequent occurrence with bilingual students in
our lab and bilingual family members. In my initial informal survey of the state of the field, I

found that this is a common problem that needs to be studied more. [8] [9]

This led me to formulate a project idea that centers around detection of Chinese names
embedded in English speech. From a literature review on this topic, | found some research on the
problem of detecting code-mixed speech and properly recognizing the words of its constituent
languages. This task has been studied for English words in Chinese sentences [8] [9] [10];
however, there has not been much research on recognizing Chinese names in English sentences.
[11] [12] This raises the following questions regarding how to approach the problem and
formulate concrete tasks that can advance the state of code-mixed ASR in multilingual cognitive

services:

1. How will I construct our corpora? (On what home assistant skill, and underlying
ASR task or tasks, will it be based?)

2. Should the corpus be automatically synthesized from isolated word recordings or
collected by having human participants (training and validation speakers) read pre-
enumerated phrases?

3. Can | use open source corpora?

4. How many Chinese names should I use in a sentence?



5. How can | prepare transcripts that human participants can read aloud to represent
an appropriate range of task instances?

6. How can I prepare an interest survey to recruit participants, inviting them to record
their voices?

7. To achieve the objective of training a sufficiently accurate model, how many
participants suffice to attain a desired threshold Word Error Rate (WER)?

The biggest challenge of this project is getting the appropriate data, as it is hard to find more
than 100 hours of code-mixed conversation from any source, for any task. The Linguistic Data
Consortium (LDC) has conversation recordings of nearly all-Chinese sentences interspersed with
infrequent English words or phrases. However, | could not find any sources that consist of
mostly English mixed with Chinese named entities. Therefore, | decided to build our own speech
corpus by synthesizing custom phrases and collecting recordings of multiple speakers reading
these phrases. These speakers are volunteer participants, recruited using a survey that asks for
code-mixed bilingual Chinese and English speakers to help produce training data to improve an

experimental bilingual cognitive service.

The traditional approach to code-mixing is to use Hidden Markov Models (HMM) to
detect transitions from one language to another, then use an automatic speech recognition (ASR)
pipeline to convert speech to text. The ASR pipeline usually breaks the problem into several key
components, which extract features from an audio recording (e.g., a Microsoft wave file) and
then use an acoustic model and a language model to decode the original audio into units of text,
such as words, phrases, or sentences. The acoustic model usually builds a sequence of phonemes
which are primitive units of differentiable sound in a language and can be mapped to the symbols
of a phonetic alphabet. For example, “hello” can be represented as “HH AH L OW” in the
International Phonetic Alphabet (IPA). Mandarin Chinese has at least four different phonemic
tones, 21 initials (consonants) and 35 finals (vowels and vowel-nasal pairs); this adds complexity
due to the need to translate many more phonemes in training and applying a language model.
With this added complexity, a larger training data set is needed to insure the error rate is reduced

to usable levels, perhaps Baidu DeepSpeech used thousands of hours of data to train [13].



Another approach applies end-to-end ‘deep learning 2which is an idea of outputting
complex data types from raw features, using recurrent neural networks, which takes advantage of
the capacity of deep learning systems to learn from large datasets to improve overall
performance [13]. Baidu has created a model that is called DeepSpeech, which is trained end-to-
end to produce transcriptions from code-mixed. With enough data and computing power, it can
also learn to filter noise and improve multilingual speaker-adaptive recognition [13]. This
approach does not use traditional phonemes; instead, the model contains a merged multilingual
character set (e.g., Roman alphabet and Hanzi) that are included in the training data. This
approach should result in an increase in accuracy rate than other methods. We study this model

to investigate whether | can modify it to develop code-mixed language models.

1.3. Problem Statement

As stated above, | usually approach the problem by creating a phoneme table for a
multilingual language model; however, Chinese proper nouns (e.g., personal names) are not as
redundant as most English ones. For instance, there are many common given names in English,
such as “Tommy” or “Mary”, Tommy is a diminutive form of Tom, which in turn is a short form
of Thomas, and thus the formation of names is governed by etymological rules that do not have
analogues in pictographic Asian languages. Because Chinese names are constructed from
thousands of characters based on very little structure or rules, different people can have names
consisting of combinations of (usually 2-4) individual characters each chosen from among
thousands. For example, by contrast with the family name (e.g., “Wang”), a given name can be
any character that exists in Chinese, or in some cases a pair of characters, which makes personal
names more individualized and sometimes unique. This is a part of why current speech
recognition systems fail to recognize Chinese names. When most collections of phonemes are
created, many of the phonemes needed to translate Chinese names are left out because of the
large number needed as well as their added complexity. An ASR corpus consists of both audio

recording of speech and the ground truth text transcript (which is usually produced by hand

! End-to-end means that a machine learning model provides the full sequence of operations convert an input data
into an output, subsuming or bypassing the intermediate stages that are differentiable and accessible in a traditional
pipeline [101].

2 Deep learning is part of a broader family of machine learning methods based on artificial neural networks, learning
can be supervised, semi-supervised, or unsupervised [102] [103] [42].
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annotation). In multilingual ASR, it may be important to recognize embedded words in their
native language rather than transliterate them. Therefore, | need to seek a better approach to
isolate Chinese characters from English words in the text transcript. Mozilla has created open
speech corpora based on Baidu DeepSpeech. However, the model has not been trained using
code-mixed corpora; all their lower word error rates are based on pretrained English models.
Therefore, there currently exists no research on, or related source for, code-mixed training data
for ASR systems such as DeepSpeech that are built as capable of multilingual transfer learning?®.
The training of recent models is based on English, French, and Chinese; even though
DeepSpeech includes a transfer learning module, no one has researched code-mixed speech
recognition training. We will attempt to use code-mixed speech without segmenting or
translating words in situ. Part of my central hypothesis is that this naturalistic treatment of speech
corpora will help improve the current process of model creation, in terms of representation and
learning, especially for multilingual cognitive services. Traditional model creation uses a
pronouncing dictionary of existing words, but personal names are among named entities that
such dictionaries rarely include. To cope with this problem, | take a deep learning-based
approach of aligning voice patterns with a text transcript of speech, with the aim of decreasing

loss due to named entity detection failures.

1.4. Objectives and Significance of the Thesis

This section talks about the objective of the thesis and its significance, while introducing

the overall goal, technical objectives, central hypothesis, and desiderata of this work.

1.4.1. Objectives

Code-mixed speech recognition is intrinsically more complex than typical monolingual
speech recognition, or even multilingual use cases of ASR where language changes are at the
sentence level or higher. It adds complexity by needing to detect when the speaker switches
language. Code-mixed systems that represent, reason with, and learn any kind of grammar model
also needs to be able to switch between grammars for each language and change context in

recognizing phrase and sentence structure. In a traditional use case, researchers might ask around

3 Transfer learning is a research problem in machine learning that focuses on storing knowledge gained while
solving one problem and applying it to a different but related problem [105].
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15 people to have a conversation and freely mix languages during this conversation. During such
a conversation, each person has their own way of speaking, and | cannot guarantee that these 15
people would represent other bilingual speakers in a learnable or generalizable way. Some
bilingual speakers will use a loan word from another language instead of a longer word in their
native language. Some speakers will use a foreign word or phrase in a sentence because they
know that is the best one they know to express their meaning. To start to improve solutions to the
problem of recognizing and understanding code-mixed speech, | want to take a closer look at
when users naturally tend to use Chinese names in English sentences. These are mostly
monolingual utterances that any bilingual speaker would use in their everyday life. For cognitive
services, these utterances would tend to be commands or queries. In cognitive services, there are
about 25,000 commands that a system such as Amazon Alexa can recognize [14]; meanwhile,
the complexity of a conversational transcription system can be measured in the number of hours
of training data for a task, which can number in the thousands [15]. Because current monolingual
cognitive assistant services fail to detect the right Chinese name, the primary goal of this thesis is
to try to improve detection of Chinese names in English sentences. Unlike other research that
focuses on full code-mixed conversations, | developed our own corpus by asking volunteers to
record themselves reading fixed content. Our goal is not to create a model to encompass a broad
sampling of conversational Chinese and English code-mixed sentences, but to analyze the
phonetic accents and transitions observed when reading aloud a representative set of names in
English sentences used to operate a cognitive service for a particular skill — in this case, playing
music on different services. | also intend to compare existing and new approaches to this
problem, with an emphasis on improving measures of quality for code-mixed speech recognition,
such as import a different, more appropriate language model in order to achieve a lower word

error rate for the task.

1.4.2 Significance

In this thesis, I did not use traditional LDC data, but instead prepared imperative
command sequences with variable named entities in English and Chinese, instead of asking
people to hold a conversation. These sentences were of the form action entity on service, where
action ranged over terms such as “play”, “search”, “find”, and “who is”. In this way, | was able

to focus a controlled experiment on raising the number of different speakers and automatically



generating combinations of these words (especially actions and entities) to form specific
sentences. This test bed, consisting of sample text to be read by human speakers, phrase and
unigram recordings, scripts for segmenting and recombining words, and the specifications used
to produce experimental corpora, can help future researchers to do further work on named entity
recognition in bilingual speech. We also conducted different experiments using a variety of
evaluation criteria and methods to test what would be an effective way to detect name entities in
bilingual speech. For example, one approach is to use machine learning to treat the Chinese
singer name as an English name, which can get complicated because of the different pitch and

tones used in Chinese.

Because the novel contribution of this research is in improving multilingual code-mixed
recognition in an ASR-based cognitive service rather than advancing the state of ASR itself, |
needed to find an open speech model to serve as a basis for developing a mixed speech
recognition system and test bed. | explored CMU PocketSphinx, the Google Cloud Speech API
and IBM Watson. These systems are very inflexible for multilingual uses: PocketSphinx only
allows developers to edit the phonemes used, and not to modify the actual speech recognition
system; moreover, Google Cloud Speech and Watson do not allow researchers to augment or
modify phoneme sets at all. Therefore, | need to develop a new and extensible experimental
framework to help us easily connect two or more language systems using a unified or hybrid
model. For this purpose, | found that the Mozilla DeepSpeech platform is a suitably flexible one
for developing my framework and implementing a prototype system within it. The significance
of this thesis is to investigate how deep learning and a corpus-based approach can meet the
representation, learning, and inference (decoding) needs of a code-mixed cognitive service task,

and help future researchers advance research on code-mixed speech recognition in general.



Chapter 2 Background

This chapter talks about a paradigm shift in speech recognition from conventional ASR to
the deep learning methodology that is currently prevalent. It consists of two sections: the first, on
conventional ASR, including Hidden Markov Models, phonemes, and language models; and the
second, on deep learning ASR, which briefly discusses deep neural networks, recurrent neural

networks, and transfer learning.

2.1. Conventional ASR

Conventional ASR using Hidden Markov Models (HMM) was first explored in the 1970s [16],
leading to the back-off family of models that allowed language models to use multiple length n-
grams in tandem with HMM to recognize large-vocabulary, speaker-independent, continuous
speech (the original Sphinx system) by Lee, Hon, and Reddy in 1987 [17, 18]. Then 1990s, the
CMU Sphinx-I1 system was developed by Reddy’s former student Huang [17]. This section will
talk about how HMMs, language models, and phoneme recognition work in conventional ASR.

2.1.1. Hidden Markov Models

A Hidden Markov Model (HMM) is a stochastic process model, represented by a directed
graph whose vertices represent states that are not directly observable [14], and whose edges
represent transitions that are governed by the Markov property on state sequences (n >
1,xq, ..., x,) [19]:

P(Y,€A|X; = xq1,... X, = x,) = P (Y, € AlX,, = x,). (2.1)

HMM edges are decorated with output distributions, which allows them to represent
filtering®, smoothing?®, and prediction® tasks [20]. HMMs provide a simple and effective
framework for modeling time-varying spectral vector sequences. They can be used in a large-

vocabulary continuous speech recognition system [18]. Since speech has temporal structure and

4 Filtering is the task of computing the given model’s parameters, a sequence of observations, and the distribution
over hidden states of the last latent variable at the end of the sequence [20].

5> Smoothing is similar to filtering, but it is aimed at estimating the distribution of a latent variable somewhere in the
middle of a sequence [20].

6 Prediction is the task of predict a sequence of unknown (hidden) variables from a set of observed variables [20].
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can be encoded as sequence of spectral vectors spanning the audio frequency range, HMMSs can
provide a natural framework for solving models for the forward (matching)’, backward
(decoding)®, and forward-backward (learning) problems®. States in an HMM for ASR represent
units of speech for the language to be recognized, such as phonemes?® [21].

HMMs form the core of a basic framework for modern speech recognition because they
provide a representation for the inference and learning tasks above and thereby allow a variety of
Bayesian inference methods and specific algorithms to be applied [21]. For example, the
forward-backward algorithm which is used to find the unknown parameters of an HMM model.
Let X, be a discrete hidden random variable with N possible values; in an HMM, it is assumed
that P (X;|X,_1) is independent of time t, which can be a definition of the time-independent

stochastic transition matrix [22]:

A={ay}=P&X, =j|Xe—y = D). (2.2)

The initial state distribution as given in [22] is:

;= P(X, = 0). (2.3)

The observation variables Y; can take one of K possible values, assuming that the “hidden state”
is time-independent. The probability of a certain observation y; at time t for state X; = j as given
in [22] is:

bi(y;) = P(Y, = yilXe—y = D). (2.4)

An observation sequence is given by Y = (Y; = y1,Y, = y,, .. ,Yp = yr). The forward

stochastic process «a;(t) is the probability of seeing the observations y,, y,, ..., y; and being in

" The forward algorithm is used to calculate a ‘belief state’: the probability of a state at a certain time, given the
history of evidence [106].

8 The backward algorithm is used to calculate the probability that observation x; in the sequence came from state k
[106].

9 The forward-backward algorithm is an inference algorithm for hidden Markov models which computes the
posterior marginals of all hidden state variables given a sequence of observations [106].

10 A phoneme is one of the units of sound that distinguish one word from another in a particular language.
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state i at time t [22]. The backward stochastic process B;(t) is the probability of the ending

partial sequence y;,1, ..., yr,continuing from state i at time t [22].

The architecture of an HMM-based ASR system is illustrated in Figure 2.1, which shows
the input, an audio waveform which is in the time-amplitude domain where the independent axis
is time, the dependent axis is amplitude, and oscillations occur within a fixed window of time.
By contrast, audio data from a microphone has undergone a Fourier transform into frequency-
amplitude domain, which consists of a histogram of frequencies observed in the waveform. All
audio features can be extracted from different methods; for example, a short-term Fourier
transform can be used to convert sound described in one domain to the other domain [23]. This
process, called feature extraction , converts input into a sequence of fixed-size acoustic vectors

Y ;= Y1i,..,yr, Where y; are observation variables and ¢ is the time as shown in Figure 2.2

HMM-based phone model. These feature vectors use a function called a decoder to try to find

the sequence of words wy.;, = wy,..,w;, which is generated from Y,

w = arg,, max{P(w|Y)}. (2.5)

However, because the entire conditional P(w|Y) is difficult'! to model directly by HMMs,
which are generative models'?, a Bayesian approach to inference and learning is taken that
exploits conditional independence - specifically, the Markov property given above [21].
This provides a way to update beliefs based on the arrival of new, relevant pieces of

evidence to refactor (2.5) into the following equation:

w = arg, max{p(Y|w)P(w)}. (2.6)

As shown in Figure 2.1, an acoustic model can determine (2.1) p(Y|w), and the
prior P(w) can be determined by a language model, where the acoustic model is not
normalized, the language model is often scaled by an empirically determined constant, and

1 Some systems can be based on discriminative models [108] where p(w|Y) is modelled directly, rather than
generative models, such as HMMs, where the observation sequence p(Y|w) is modelled. Generative algorithms
make some kind of structural assumptions on the model which might influence the independence of the features.

12 A generative model is a powerful way of learning any kind of data distribution suing unsupervised learning and it
a static model of the joint probability distribution [107]
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a word insertion penalty is added. In the decoder structure, the pronunciation dictionary
consists of each distinct unit, or phone, that can be represented by the acoustic model. For
instance, the word “bat” is composed of three phones /b/ /ae/ /t/ [21]. There are about 40
such phones in English. In summary, given any word w, the acoustic model concatenate
phone models to form words as defined by the pronunciation dictionary. The phone models
include training data consisting of speech waveforms and their corresponding text
transcripts. Language models are typically N-gram models which include the probability of
each word conditioned only on its N — 1 predecessors [21]. The N-gram parameters are
estimated by counting N-tuples from each of waveform transcripts [21]. In the end, when
the decoder searches through all possible word sequences using pruning to remove unlikely
hypothesizes thereby keeping the search tractable” and the end of the utterance is reached,

the most likely corresponding text (recognized speech) is generated (Figure 2.1). [21]

Feature
Vectors Words
Speech
|:||:| H|:| e Hbatll
AN Feature S
=  Extraction > "
¥z w

Acoustic Pronunciation Language
Models Dictionary Model

Figure 2.1 architecture of an HMM-based recognizer [21]

The objective of feature extraction is to provide a compact representation of the speech
waveform, preserving information that helps discriminate between words such that acoustic units
of speech map well to recognizable features. For example, many ASR systems use a variant of

clustering called vector quantization to map packets of speech waveform data to their closest

13 A phone is a speech sound considered as a physical event without regard to its place in the sound system of a
langauge [109].
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associated phoneme [21]. Feature vectors can be encoded by mel-frequency cepstral
Ycoefficients (MFCC), one of the simplest and most widely-used encoding schemes [24]. They
were introduced by Davis and Mermelstein in the 1980s and remain the state of the art to the
present day. Before MFCCs were introduced, Linear Prediction Coefficients (LPCs) and Linear
Prediction Cepstral Coefficients (LPCCs) were the main feature type for automatic speech
recognition (ASR), especially with HMM classifiers [24]. MFCCs use short windows for the
digital signal, then calculate the periodogram estimate, an estimation of the spectral density of a
signal. The mel scale is used for non-linear frequencies to provide smooth spectral estimates; it
applies a truncated discrete cosine transformation (DCT), which expresses a finite sequence of
data points in terms of a sum of cosine functions oscillating at different frequencies [21]. The

formula for converting from frequency to mel scale is:

f
M(f) = 11251n(1 +ﬁ)' (2.7)

An HMM consists of states g4, q5, .., g, With associated transition probabilities
{a;;},forming the linguistic component of the model, and output emission probabilities {b;; (k)}
with k ranging over elements from the codebook (VQ output) *°defined above. The linguistic
model is based on a sequence of basic states (phones) q(t), each occurrence of which comes
from the decomposition of a sequence of spoken words. Figure 2.2 illustrates how each phone g
corresponds to a state in a continuous density HMM model, the probability parameters {a;;}
correspond to successive pairs related by a transition, the output observation distribution {b;;(k)}
corresponds to the set of possible ways in which a transition can generate or be interpreted as, a
sound y(t). The underlying assumption that is enforced as a constraint throughout the HMM is

that the states are conditionally independent of all other states given the previous state, and each

14 Mel-frequency cepstra are a representation of the shot-term power spectrum of a sound, based on a linear cosine
transform of a log power on a nonlinear mel scale of frequency.

15 Vector quantization (VQ) can be used in signal compression, speech and image coding, and it is based on standard
clustering algorithms. The individual cluster centroids are called codewords, and set of cluster centroids is called a
codework. Among the most common and basic VQ algorithms is K-means clustering [110].
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observation is conditionally independent of all other observations given the state that generated it
[21].

Markov
Model
Fi 1 1 I \
J 1 1 I \\
Acoustic ,"’ ! ! | .
Vector /] ! ! ! '
Sequence  ba(y1) lbz(}’z) H b3(y3) ! by(ya)  ~Dba(ys)
D% Dn D%

Y= D}’l

[
N

Figure 2.2 HMM-based phone model [21]

2.1.2. Phonemes

As discussed above, many modern speech recognition systems are based on HMMs, which
must be trained using labeled corpora as with other supervised learning models., This requires a
high volume of data to train each parameter to increase the probability of recognizing the right
phoneme when the trained model is applied to new speech input. These parameters
{a;;}and{b;;(k)} correspond to inter-phoneme transition and per-transition output emission
probabilities. Because different speakers have different fundamental speaking frequencies and
noise within each audio recording may influence the recognition of phonemes, the learning phase
of ASR system development may require on the order of hundreds of hours of recorded speech
(on the order of one hour of speech per training speaker) [25]. For instance, the phoneme [s],
which occurs in the word “sing” or “song” (Figure 2.3), also occurs in many other words. For
example, there are about 50 phones in English, and the possible count of triphone could be in the

order of 50”3, which is a very large high number and causing recognition failure [26].
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Figure 2.3: a two-word vocabulary: "sing" and "song" [25]

In this case, a combination of Gaussian Mixture Models 8(GMM) can be used to find the closest
phoneme after clustering similar sounds based on observed inter-phoneme transitions and
emitted outputs. As Figure 2.4 shows, “the GMM can be viewed as a hybrid model between
parametrict’ and non-parametric'®” [27]. The GMM density can be defined as the sum of
weights of Gaussian densities given the Gaussian component of the graphical model and
corresponding component probabilities [28]. The GMM-HMM has the ability to find the joint

maximum probability among all possible reference words W given the observation sequence O

16 A Gaussian Mixture Model (GMM) is a parametric probability density function represented as a weighted sum of Gaussian
component densities.

17 A parametric model captures all information of the data within the parameters, and it is predicting a future data
value from the current state of the model by its parameters, such as knowing two parameters will enable to predict a
new value [25].

18 A non-parametric model captures more subtle aspects of the data, and it allows more information to pass the
current state to predict the further data [25].
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[28]. These likelihood values are passed to the decision block, where they can be transformed

into the new combined likelihood L' (W):

L'w) = (1—x(W))LiGMM + x(W)LiHMM (2.8)

where LiIGMM is the production of i word-independent GMM (for i € {1, 2, ..., W} where W is
the size of the lexicon), and LIHMM is the production of ith word-independent HMM. The
x(W) denotes a weighted coefficient [28]. “GMMs are commonly used as a parametric model of
the probability distribution of continuous measurements or features in a biometric system, such
as vocal-tract related spectral features in a speaker recognition system” [29]. Figure 2.5 shows

the variations in the vowel space for a set of distinct speakers (in this case, three).
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Figure 2.4:GMM-HMM model [28]
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Figure 2.5: Modeling phoneme [ae] using multiple occurrences of phoneme [ae]. [25]

The general definition of a phoneme is “any of the perceptually distinct units of sounds in
specified language that distinguish one word from another”, Examples include p, b, d and t in the
English words pad, pat, bad, and bat. [30] There are 26 letters corresponding to approximately
44 unique sounds, which are categorized as consonants (Table 2.1:) and vowels (Table 2.2) in
English. [31]

Phoneme IPA Symbol Graphemes Examples

1 b b, bb bug, bubble

2 d d, dd, ed dad, add, milled

3 f f, ff, ph, gh, if, ft fat, cliff, phone,
enough, half, often

Table 2.1: Example of English consonants [31]
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Phoneme IPA Symbol Graphemes Examples
25 ® a, ai, au cat, plaid, laugh
26 a, ai, eigh, aigh, ay, er, et, ei, | bay, maid, weigh, straight,
er au, a_e, ea, ey pay, foyer, filet, eight,
gauge, mate, break, they
27 e e, ea, u, ie, ai, a, €o, ei, ae end, bread, bury, friend, said,

many, leopard, heifer,
aesthetic

Table 2.2: Example of English vowels [31]

Mandarin Chinese, however, has 7 vowel phonemes in, short (2-3 phone) sequences of which

form generally monosyllabic words whose structure in Mandarin consists of an optional initial

phone, followed by a vowel (accompanied by tone) and, for some words, an optional final

consonant (n or ng) (Table 2.3). Mandarin consists of 22 consonant phonemes (Table 2.4) and 4

different tones that determine pronunciation. The government of the People’s Republic of China

adopted the romanization system called Pinyin which represents tones by diacritical marks over

vowels (Table 2.5) [32].

Front Central Back
Unrounded Rounded Unrounded Rounded
Close i y u
Mild e 9 0
Open a
Table 2.3: Mandarin Vowels [32]
Bilabi | Labiodent | Alveola | Retrofle | Alveolopalat | Vela
al al r X al r
Stops unaspirate | p t k
d
aspirated | p" th K"
Fricatives f S s e
Affricates unaspirate ts ts te
d
aspirated ts" tsh teh
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Nasals m n n
Lateral I
Approximan w 1
ts

Table 2.4: Mandarin 22 consonant phonemes [32]
1%t tone high-level ma ‘mother’
2"d tone rising ma ‘hemp’
3" tone Falling-rising mi ‘horse’
4" tone falling ma ‘scold’

Table 2.5: Mandarin different tones [32]

Modern research studies mostly use the pronouncing dictionary published by Carnegie

Mellon University (CMU) as part of their language model [33]; it consists of over 134,000 words

and their pronunciations [34]. The current set has 39 phonemes and is based on the ARPAbet

symbol set *for speech recognition. Table 2.6 shows how the CMU pronunciation dictionary is

represented. Because Chinese and English pronunciation are distinct, some systems define a

subtask of tagging contiguous word sequences by language in code-mixed sentences. These

sequences are then treated using different pronunciation dictionaries; for example, THCH30 is an

open source Chinese speech database published by the Center for Speech and Language

Technology (CSLT) at Tsinghua University [35]. Table 2.7 shows three examples of how

Chinese phonemes are represented in THCH30 dictionary.

Phoneme Example Translation

AA odd AA D

AE at AET

AH hut HHAHT
Table 2.6: Example of CMU phoneme dictionary

Phrases Translation

Z1HE (love country)

aa ai4 z u3 g uo2

B F] (Austria)

aaaod didlid

19 ARPAbet symbol set is a set of phonetic transcription codes developed by Advanced Research Projects Agency
(ARPA) as a part of their Speech Understanding Research project in the 1970s
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J\B (August) bal vv ved

Table 2.7: Chinese pronunciation dictionary [35]

2.1.3. N-Gram Language models

Language models (LMs) are functions that allow one sequence of language units to be
recognized from another parallel sequence. For example, translation models map words and
phrases in a source language to those of a target language. In ASR the goal is to map sounds to
units of speech, from phones to syllables, to words (unigrams), to phrases, and finally to full
sentences. Probabilistic LMs are among the most important types; they use conditional
probability functions to represent possible sequence-to-sequence mappings, for example
P(next word | previous sequence). An N-gram is a sequence of N words, 2-gram is a two-
word sequence of words like “please turn”, “turn your”, or “your homework”, and a 3-gram is a
three-word sequence of words like “please turn your”, or “turn your homework” [36]. LMs are
important to speech recognition because that they represent the order of words in a sentence in
order to support inference (reasoning) tasks predicting the next word in a sequence of arbitrary
length [37]. Furthermore, a fundamental task in developing an LM is learning: choosing or

iteratively refining the architecture of the LM and training using an appropriate, prepared corpus.

The main goal of LMs in speech recognition is to recognize spontaneous speech by
creating general models for some specified domain of recognition, comprising the group of
users, languages and vocabulary of words recognized, and context of speech that defines the
recognition task. This is divided into a learning process that results in a trained LM, and a
continuing use case where this trained LM is used to perform the inference task of ASR. For
instance, the backward LM is that finding the probability of each word by estimating on the
following words, and the backward LM can be estimated on the same training texts as the

forward LM, but with the words in each sentence in reverse order [38].

In order to prepare training data for the most common kinds of LMs, short n-grams (2-

grams or bigrams, 3-grams or trigrams, and up to 4 or 5--grams) are generally used. The n-gram
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language model represents every possible sequence?® of units that occurs in a sequence. Based on

Equation (2.6) above, the n -gram assumption would be,

P(wg|wy, wa, w3, .. wg_1) = P(WK|WK—(N—1)JW2K—(N—2)' - Wg_1) (2.9)
To explain the details of how n-grams helped LMs define unit probabilities, take an example
sentence such as “the little girl is so beautiful”, for which I need to compute the probability of a
word w given some history h (a preceding sequence). n-gram frequencies can be used to estimate

for probability that the word “that” will occur next in the sentence:

P (that]| the little girl is so beautiful). (2.10)
Because we wish to find the most probable next word (i.e., compute the maximum likelihood
prediction), the system needs a large enough corpus to estimate the frequency (count) of word
sequences ending in that and get the estimate the probability as a frequency, and hence

likelihood, ratio:

P(that | the little girl is so beautiful) =

C(the little girl is so beautiful that) (2.11)
C(the little girl is so beautiful)

In order to predict further words in a sequence, | use a sliding window: the current n-gram
context, which is advanced as next-word candidates are enumerated, in order to estimate desired
probabilities using a frequency model compiled from our existing corpus. This model estimates
the probability of a next-word candidate by treating that word as a random variable X;,,

e.g.,P (Xi = “that”), abbreviated P(that) [36]. The sequence of N words is denoted w; ...w,, or
wl (where the expression wi*~1 means the string wy, w,, ..., wy,_) [36]. P (Wy, Wy, ..., wy,)
represents the joint probability of each word in a sequence having avalue P (X = w;,Y =

Wy, Z = ws,...,W = wy):

P(Xl "'Xn) = P(X1)P(X2|X1)P(X3|X12)--P(anql_l)

= ITRoy PCIXE™)
Bayes’ rule of conditioning allows us to compute estimates of the conditional probability of a

(2.12)

word given previous words from frequency estimates of the joint probability of sequences. By

20 The possible sequences includes zero-frequency N-grams and what the default or contextually inferred
probabilities are, while the observed sequences are those which generate the frequencies.
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using it with sliding windows, | can estimate the joint probability of an entire sequence of words
as a product of conditional probabilities as shown in Equation (2.12), an application of the chain

rule? on word sequences using a Markov LM [36].

Pw{") = P(w)P(wz|w;)P(wz|wi).. P(wyIwi™)

. 2.13
= [ [powcwi 219
k=1

Markov language models are defined as a formalism for reasoning about states over time [39].
They employ two assumptions in order to tractably reason about time series: one is the limited
horizon assumption which is that the state at time t depends only on the state at time t — 1, and
the other one is the stationary process assumption which states that the conditional distribution
over the next state given the current state dues not change over time [39]. For example, for
bigram LMs estimate the probability of each word given all possible previous words
P(wl|wi*~1) by using only the conditional probability of the preceding word P(w; |w,_1). In
this case, bigrams are used to generate n-gram by looking n-1 words into the past. Thus, the

bigram approximation of the conditional probability of the nest word in a sequence is:
P(wi|wi™) = P(Wn|WiZN+1) (2.14)

2.2. ASR in Deep Learning

Deep learning is a family of machine learning methods based on artificial neural
networks, which can be supervised, semi-supervised or unsupervised [40] [41] [42]. Deep
learning architectures such as deep neural networks (including the major subcategories of
recurrent neural networks and convolutional neural networks) and deep belief networks, have

been applied in many fields such as speech recognition and natural language processing [43].

21 The chain rule permits the calculation of any member of the joint distribution of a set of random variables using
only conditional probabilities.
Random two events for the chain rule:
P(ANnB) = P(A|B) - P(B)
More than two events:
P(A,N..A) =PAlAp_1N..NA) P(Ap_1N..NAY
which by induction turned into: P(A4, N ... Ay) = [1%=1 P(Ak] ﬂ}‘_‘llAj) [117]
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2.2.1  Deep Neural Network (DNN)

As mentioned above, HMMs are used in some modern speech recognition systems to deal
with speech variability and GMMs, as defined above in Section 2.1.2, in turn are used at each
state of an HMM to fit a frame?2 or short window of frames for the acoustic input. With the rise
of deep learning in recent years, deep neural networks were introduced into speech recognition
that have many hidden layers (often more than two) and are trained using new methods that
outperform HMMs with GMMs on a variety of speech recognition tasks. Hinton et al. (2012)
compared the performance of HMM-based models and DNN-based models and found that
monophone DNN-based models achieve a better phone accuracy rate than HMM-based models
[44].

As Yu et. al proposed in their paper, “A deep neural network (DNN) is a feed-forward,
artificial neural network that has more than one layer of hidden units between its inputs and its
output” [44]. This means DNNs allow data to flow from the input layer to the output layer
without looping back. Figure 2.6 from the book by Yu et al. on ASR deep learning approaches,
depicts a DNN with a total of five layers, which include input layer and output layer as well as

three hidden layers.

22 A frame is an acoustic feature vector estimated on a 20-30ms signal window [115]
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Layer 2

Hidden
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Figure 2.6: An example deep neural network with an input layer, three hidden layers, and an output layer [45]
The three hidden layers consist of non-output units which have trainable weights associated with
connections that synapse upon them; these originate with the input units or with preceding
hidden layers. The input layer, whose input consists of the incoming data vectors, is needs
treated as layer 0, making the output layer the L™ for an L+1-layer network [45]. The first L
layers can be represented as follows:

vl = f(z!) = f(Wlv!=1 + b), for0 < 1 < L, (2.15)
where z! = Wivt1 + bt € RNixa  ple RNixt Wl e RNNi-1 pl € RNix1 and N! € R,
which represents: the excitation vector z*; the activation vector v  whose components are the
activations vjl; the weight matrix W; the bias vector b* whose elements b} express the bias of the
7t neuron in the I" layer; and 1, the number of neurons at layer L [45]. The purpose of a neural
network is to map an input vector into an output vector, and the non-linear units’ “neurons”,
which are organized into one more layer. The interested reader is referred to Upadhyay [46] for
background on DNNs feedforward networks used to approximate a target function, in which the
flow of information is forward from inputs to network-approximated outputs, as x is used to

calculate some intermediate function in the hidden layer which in turn is used to calculate y.
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Linear combinations of weighted inputs pass through an activation function within each hidden
unit (hidden layer neuron), thus determining the overall activation that is transmitted to all
neurons to which that hidden unit is connected. The weight matrix represents the DNN’s map of
artificial® neurons and assigns random numerical values to the parameters associated with each
interconnection, initializing the weight matrix. Furthermore, DNNs use the error
backpropagation (EBP or backprop) algorithm to compute the gradient of the cost function [47].
EBP is a gradient descent algorithm used to update the neural network’s weights and biases
given a loss function computed using the current network’s approximating output and the target
output values in supervised training data. The primary beneficial feature of EBP is its iterative,
recursive, and efficient method for calculating weight updates to improve the network until it is

able to perform the task for which it is being trained [48].

The training criterion of a DNN is based upon multiple design parameters, such as the
network architecture (expressed by the number of layers, number of units per layer,
interconnection density, etc.), learning rate, and distribution of initial weights (which may be
specified by hyperparameters of a prior) [49]. Typically, DNNs are more efficient at speeding up
computation using small batches *of input data for a large training set [49]. The advantage of
using small batches as opposed to the full dataset goes back the fundamental idea of stochastic
gradient descent. The full dataset will take lots of memory to do when computed the gradient
over the entire dataset. In this case, DNN can have the best performance on mini-batch that can

reduce the noises when updating the parameters and running efficient [48].

DNN can also interface with deep belief networks (DBN). DBNs are a class of deep neural
network, which is composed of multiple layers of hidden units with full interconnections
between successive layers but between units within layers. DBNs help DNNSs scale well because
they can be trained greedily, one layer at a time, speeding up the training process. However, it is
difficult to use the parallelism of cluster systems effectively when training on DBN-DNN.
Furthermore, DNNSs use the EBP algorithm and are hence susceptible to which might cause
features with low weights to be spuriously eliminated in hidden layers given small labeled

training data sets (a form of underfitting) [44]; DBNs can help mitigate this problem by

2 All DNNSs are artificial neural networks (ANNSs), as opposed to NNs, which by default are biological. ANNs
simulate some aspects of the behavior of NNs.
24 Batch means a group of training samples.
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reformulating these features from layer to layer using autoencoders. An autoencoder is a type of
artificial neural network used to learn efficient data codings in an unsupervised manner [50],
which can also denoise the input and reduce the dimensionality of output logits [51]. Figure 2.7,
a reproduction of Hinton et al.’s deep neural network paper, shows the stepwise process of
training DBN-DNN models; first, a stack of models is trained which has one hidden layer;
second, they are composed into a single DBN; third and finally, outputs are added and a full

DNN is trained using backpropagation.

DBN-DNN
=0
RBM DBN Wa
RBM Wa W3 wi
Copy
—
WZ T
GRBM W2 it
Copy
—
Wy wy XWI

Figure 2.7: How DBN connects DNN [44]

The general benefit of using a DNN is that it learns intermediate representations (by
training autoencoders) that are useful to prediction of the overall supervised target (an HMM
state sequence) from a sufficiently large corpus of sequences (training speech). The implicit
tradeoff of this approach is that the intermediate representation does not necessarily align
naturally with the target sequence. A deep belief network-based deep neural network (DBN-

DNN) might learn a discriminant® that predicts HMM states corresponding to the central frame

% Discriminant function is a statistical procedure that classifies unknown individuals and the probability of their
classification into a certain group [116]
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of each input window in a forced alignment. A less constrained representation is needed that

supplies a mapping to the HMM states.

Toward this objective, it can interface a generic DNN with HMMs, replacing only the GMM to
form a GMM-HMM hybrid with longer mel-frequency cepstral coefficient (MFCC) windows,
omitting the DBN transformation [44]. The difference between a DNN-HMM and a GMM-
HMM is the use of DNN instead of a GMM to estimate observation probabilities. Each output
neuron of a DNN is trained to estimate the posterior probability distribution over the states of a
continuous-density HMM, given acoustic observations. Using this approach, our HMM deals
with the dynamic characteristics of speech signal and the DNN is used to model the observation
probability [52]. The tradeoff of GMM-HMM is that it only fits a frame or a short window and
lacks flexibility; however, DNNs can use many hidden layers to solve the HMM monophone
training problem, and DBN-DNNSs can use a larger vocabulary than HMMs. When trained on a
data-parallel architecture such as a GPU, the clustering component of system does not perform
efficiently or scale well. DNN-HMMs have been used for code-mixed ASR: they use their HMM
component to detect language boundaries and then use their DNN component and phoneme
dictionary to align sequences of utterances with transcripts [53]; however, this makes the DNN a
black box, which only can detect in the phoneme dictionary word, not words that occur outside
the dictionary.

2.2.2 Recurrent Neural Network (RNN) and Long Short-Term Memory (LSTM)
RNN

Recurrent neural networks (RNN) are another type of artificial neural network (ANN) which
represents parameters as interconnection weights between nodes from a directed graph whose
input consists of vectors in a temporal sequence. This allows it to take time and sequence into
account. Unlike DNN, which are feed-forward neural networks that do not have a notion of order
in time, recurrent neural networks (RNNs) remember the past and its inferences, such as
classification and prediction outputs, are computed based on what it has learned from the past. In
other words, RNNs can remember temporal patterns learned from prior sequential input which is
fed through them to calculate outputs and a loss function for supervised training. Furthermore, it
also can retain contextual representation in the form of hidden state vectors. Figure 2.8 is a

diagram that shows how RNNs with hidden layers work, the outputs are o(®, the hidden layer
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activations are h(®, the targets are y®, and the loss is L(); under each time step t, it aligns
parallel sequences with three inputs x and three target y at each hidden layer; in addition, it
stored the trained output to o and o is the only information that is allowed to send to the future
[48].

In detail, let t be the time index, x; the K x 1 vector of inputs for that time unit, h; the
N x 1 vector of hidden state values, and y,be the parallel L x 1 vector of outputs inputs aligned
with x,. Forward propagation begins with a specification of the initial state (%), then for each

time step fromt = 1andtot = 7, then it can apply the equations as follows:

a® = b+ Wh D 4 Uxt (2.16)
h® = tanh(a®) (2.17)

0® =c+Vh® (2.18)

he = f (Wynxe + Whphe_1) (2.19)
e = g(whyht) (2.20)

where b and c are the bias vectors that along with the weight matrices U,V and W; in other

words, for input-to-hidden, hidden-to-output, and hidden-to-hidden connections [48]. W,

represents the matrix L x N of weights connecting the hidden units to the corresponding L
outputs at every time step [44]. Because next outputs can aggregate from previous the sate

vector, the state equation becomes

hy = £ (Wynxe + Whnheoq + Wynye1) (2.21)
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ﬁ
o Unfold

Figure 2.8: A Recurrent Neural Network, with a hidden state that is meant to carry pertinent information from one input item in
the series to others. [48]

Even though RNNs go beyond DNNs to provide a solution to the time representation
problem, one problem of RNN is that they sometimes cannot capture the information needed to
model long-term dependencies, such as in the sentence “I grew up in China... I speak fluent
Chinese.”. RNN could not predict the final word in this sequence because it is the name of a
language, so the prediction model needs to look back at multiple preceding words in the
sentence. RNN do not represent sufficient depth (length of the preceding sequence) [48] when
the gap between the relevant information and the point where it is needed to become very large.
Toward this goal, long short-term memory networks (LSTMs) are a specialized type of RNN
adapted from the basic model described thus far in this thesis, which are capable of learning
long-term dependencies. Unlike basic RNNs, LSTM-RNNSs are better at learning mappings
between aligned input sequences when they are related by very long-time lags of unknown
lengths [44].

30



2.2.3 Transfer Learning

Transfer learning is a machine learning method which was developed for scenarios where
one task is reused as the starting point for a model on a second task. Transfer learning involves
the concepts of a domain and a task. Task can be defined that a model is asked to perform many
tasks that related to but not the same as the task it was trained for [54]. A domain D consists of a
feature space X and a marginal probability distribution P(X) over the feature space, where X =
Xq, ..., Xn, € X [54]. The knowledge contained in a program, which based on viewing computer
programs as rational gents at a knowledge level [54]. The purpose of the knowledge level is to
provide a toll for describing systems and predicting their behavior [54]. Procedure knowledge
refered to the knowledge of how to perform a specific skill or task, and is considered knowledge
realted wo methods, procedures, or operatino of equipment [55]. Morover, declarative
knowledge defined as the facts or information stored in the memory,which is considered static in
nature [55]. Task-to-task learning defined as the model for each joint independently rather than
the whole body ar one time to edffectively transfer knowledge between tasks [56]. Predictive

model is a process that use data mining and probability to forecast outcomes [57].

The general idea of transfer learning is inspired by the process by which human learners
reuse and adapt source knowledge based on prior experience of one task or domain to accelerate
or otherwise improve learning of a related task or domain. This idea motivates the development
of algorithms to adapt knowledge between tasks or domains, which is expressed in procedural
(policy) or declarative form. This thesis focuses on task-to-task transfer using declarative
knowledge in the form of predictive models, learned using supervised and unsupervised methods
for one or more source tasks. [58] Figure 2.9 shows how transfer learning uses given data and a

source task to learn to perform a target task.
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Figure 2.9: Transfer learning used data and source task to perform [58]

Transfer learning can be used in many fields, such as speech recognition, where it is used
to adapt a trained acoustic model for one language to another language with little or no re-
training [59]. Because deep learning has been used to achieve significant gains in the flexibility
of learning representation for speech and language processing [51] [60] [61] [62], it can also be
applied to the formulation of methods of transfer learning speech, especially in cross-lingual and
multilingual transfer. Wang et al. (2015) mention that DNN-based multilingual approaches using
English to code-mixed English/Chinese transfer learning on speech from speakers identified as
having British/Chinese accents achieves greater improvement than just using DNN models on
only English/Chinese speech [59].

An abstract depiction of this adaptation process is shown in Figure 2.10, where y; and y,
represent two languages, and some data x, has been provided for the target task y, . The model
is adapted in a language-merging phase from M,, which is learned for an original distribution
P,(x),to M,’, which is based on new data following a different distribution P;(x) [36]. Wang et
al. demonstrated a language pair (English/Chinese) for which features for recognizing code-
mixed speech can be better learned using multiligual data, and for which each languge, training

only the langugage-specific part is much easier than training the entire network.
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Figure 2.10:Transfer learning on multilingual or cross-lingual speech [59]
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Chapter 3 Related Work

This section surveys directly relevant research on the central task of this thesis, code-
mixed automatic speech recognition (ASR) for cognitive services. It is divided into two
sections: one on approaches that adapt traditional multilingual ASR and use language

identification (LID) as a subtask, and one on modern deep learning approaches.

3.1. Conventional Code-mixed ASR

Code-mixed speech recognition has been studied in the context of modeling acoustics,
languages (text sequences), and pronunciation. As Section 2.1mentions, the most commonly
used traditional approach to ASR is based on HMMs, GMMs, and probabilistic language models
(e.g., Kalman filters based on text n-gram frequency). Thus, traditional ASR approaches to code-
mixed speech recognition usually fall into two categories: multi-pass and one-pass recognition
[63]. Multi-pass ASR performs the language identification (LID) task on code-mixed utterances
to determine the language of each speech unit (and the boundaries of contiguous-language
subsequences) before passing the result on to a language-dependent speech recognition module.
Lyu et al. (1988) used a three-stage, data-driven phone clustering method to train an acoustic
model for Mandarin-Taiwanese code-mixed speech [63]. Figure 3.1 shows how LID uses
language boundary detection to tag Mandarin-Taiwanese utterances and dispatch each one to the
either the Mandarin ASR module or the Taiwanese one to obtain the text of recognized speech.
Later, Chan et al. (2005) used CMU’s phone dictionary to detect English words and a separate
Cantonese phone dictionary to detect Cantonese words, then concatenated contiguous words in
the same language into phrases to mark the language boundaries between them [64]. Another
approach using LID extracts features from code-mixed utterances, then builds a language-
dependent recognizer for each language, and finally uses those two acoustic models to build a
bigram language model [65]. In [66], Zhang (2012) uses LID information and acoustic

information during the decoding process.
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Figure 3.1: ASR for code-mixed speech in a multi-pass approach. [63]

One-pass ASR ignores the distinction between two languages, and instead uses lexical
items between two languages. Considering the same use case from Lyu et.al of recognizing
Mandarin-Taiwanese code-mixed speech, Figure 3.2 shows that the ASR takes Mandarin-
Taiwanese utterances as input, then trains a bilingual acoustic model, a pronunciation model and
a Chinese character-based data structure for search [63]. Moreover, Hindi-English code-mixed
speech recognition also uses one-pass ASR that builds a model based on a language toolkit
developed by CMU; they do not need to segment the speech by language [67], because their task
objective is to express all words in English rather than as bilingual text. In [68], Sunit et al. used
a phone-merging method which merged phone sets and matched similar sounds in Hindi and

English words.

Mandarin-Taiwanese
Code-switching
utterances

Bi-ingual Chinese
(Acoustic model, Pronunciation model, > Character
Chinese character-based searching net) ASR (RE4)

Figure 3.2: One-pass ASR speech recognition [63]

3.2. Deep Learning Code-mixed ASR

Code-mixed speech can also be trained using deep learning methods; for example,
Yilmaz et al. use a DNN-HMM hybrid, as documented in Section 2.2.1, to train Dutch sentences
mixed with Frisian words. They first trained and applied a GMM-HMM model to obtain the
alignments for DNN training; they then use the DNN component to train on features obtained by

applying MFCC features, which were trained using a GMM-HMM system, to language-
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dependent phones [69]. The other approach is one that Wu et al. use to construct cross-lingual
articulatory features (AF) that are incorporated into the estimation of the distance triphone in the
training corpus. These AFs are extracted to construct an acoustic triphone HMM, then passed
into a DNN that extracts the feature from them. Zeng et al. improve the N-gram language model
by training a DNN with Mandarin sentences mixed with embedded English phrases [70].
Another relevant DNN architecture is the multilingual DNN (MDNN), which uses resources
from other languages to develop acoustic models for an under-resourced language?®, as shown in
Figure 3.3 [71].

Softmax Softmax L P Softmax
Language 1 Language 2 ‘ Language N
Shared Cross-Lingual

. Knowledge
Hidden Layers Transfe?

T

Input Layer

DA

Language 1 Language 2 ® ® ® Language N

Figure 3.3: General framework for Multilingual DNN acoustic modeling [71]

RNNs are another approach for improving code-mixed speech recognition; Adel et al.
[72] use a system consisting of an N-gram LM, RNN, and Part of Speech (POS) tagger, each
trained on Mandarin-English code-mixed speech. Scultz and Vu integrate part-of-speech (POS)
and language identification (LID) tags into RNN language models (RNN LMs) 2’components

26 Under-resourced languages are defined as those suffering from an availability of services or resources that is less
significant than that of other languages, for tasks such as text processing, speech processing, translation, and
compilation of bilingual dictionaries, and usability dictionaries [113].

27 RNN LMs are the result of integrating language identification and part-of-speech tagging over word sequences to
predict not only the next word, but also its language [73].
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each trained on Mandarin-English [73]. Furthermore, Hannun et al. proposed a new approach for
speech recognition, DeepSpeech, which uses an end-to-end RNN. This RNN needs sufficiently
large training labeled sets to get good results, and this method surpasses more complicated
traditional methods [13]. They later extended this method in DeepSpeech, one of whose
innovations is a Connectionist Temporal Classification (CTC) loss function that measures the
quality of speech transcriptions from audio [15]. The CTC loss function is shown to raise model
precision on the prediction task 2®for English and Mandarin speech recognition. A goal of the
open-source Mozilla DeepSpeech project is to facilitate the development of new ASR systems
for training many languages using new corpora and transfer learning. Third-party developers
have used DeepSpeech to train models for code-mixed speech recognition tasks. For example, in
unpublished communications (Mozilla forum posts), DeepSpeech users “Hamza” [74] and
“Alam” [75] reported that they used the DeepSpeech code library to train ASR models for on

Hindi-English or English-Urdu code-mixed speech using transfer learning.

28 CTC network “predicts only the sequence of phonemes (typically as a series of spikes, separated by ‘blanks’, or
null predictions)” [114].
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Chapter 4 Methodology

This chapter presents the underlying methodology used in this thesis research, and is
divided into three sections documenting: the language model, the acoustic model, and the deep

learning architecture.

4.1. Language Model

As discussed in Section 2.1.3, language models (LMs) are used to choose which sequence
of words make the most sense for a given use case. In Bayesian methods for multilingual ASR
and other cognitive service and NLP tasks, the decoding and learning tasks are framed in terms
of conditional probability as the basis of sense-making. In statistical language modeling,
probabilities are estimated by calculating sequence likelihood, whether using generative or
discriminative models®. In conventional ASR, GMM-HMM used discriminative model, while

DeepSpeech uses generative models which is an audio file input rendered on 16kHz [76].

Because this thesis uses Mozilla DeepSpeech to construct and train the basic bilingual ASR
model, it is necessary to generate the corresponding decoder files. These files include: (1) N-
grams for the text transcript; (2) a binary file that encodes the trained parameters of the LM; and
(3) a trie file encoding aligned sequence frequencies for the unified alphabets. This is a typical
export format for LMs such as Heafield’s KenLM, the one used in this research [77] [78] [79].
KenLM is a fast and compact language model toolkit and query engine for speech recognition
tasks. Other language models include: SRILM, which is based on tries used in several decoders,

and IRSTLM, a sorted trie implementation designed for lower memory consumption [80].

30K enLM’s trie uses a popular reverse trie, in which the last word of an N-gram is looked up
first. For example, as shown below in Figure 4.1 (the sentence is read leaf-to-root), for the phrase
“is one of” in a reverse trie, the order of each node is sorted by vocabulary identifier but not

alphabetically; thus, “is” always appears before “are”. Nodes are also sorted in column-major

29 In general, a discriminative model is used to approximate the decision boundary between classes, while a
generative model explicitly estimates the actual conditional distribution of each class [112].

30 A trie is defined as a search tree which stores a dynamic set or associative array by an ordered data structure that
usually contains the keys as strings. “A trie data structure is a trie with bit-level packing, sorted records,
interpolation search, and optimal quantization aimed at lower memory consumption” [80].
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order; for instance, nodes corresponding to these N-grams appear in this order: “are one”, “<s>

29 ¢y

Australia”, “is one of”, “are one of”, “<s> Australia is”, and “Australia is one” [80].

/is

of —— one

T are
<8§>
Zw is — Australia — <s>

P is — Australia

one
—_—

are
are

7

Australia — <s>

Figure 4.1: lookup of "is one of" in a reverse trie. [80]

In an N-gram language model, the next word is conditioned on a sequence of at most
N — 1 preceding words; thus, the model has states ranging over combinations of N — 1 words,
the maximum length of a prefix (node-to-leaf path). Because each word corresponds to a distinct
state, syntactic ambiguity in natural language (when te decoder prunes many low-scoring partial
hypotheses) may result in search errors (an encoder of a state has too many information to
influence the computation of language model scores, so the decoder will be slower and find
wrong result word). One technical contribution of KenLM is to provide a way to minimize these
distinct states, by precomputing a state function over word sequences wi* = (wWy, Wy, ..., Wy,).
Heafield (2013) defines the suffix function s(w{*) = w; where wj, is a suffix of wi* [80], for
example, as Figure 2.3 shown, the phoneme <s> can occur in two different possible words: sing
or song. The state function is applied to the query process then the application issues query
which returns s(w{*) [80]. Because all language model queries issued by machine translation
decoders follow a left-to-right pattern, starting with either the beginning-of-sentence token or
null context for mid-sentence fragments®! [80]. Thus, KenLM also extends word states to store

backoff information®? for the problem as shown below:

3L A null context for mid-sentence fragments is the set of phrases that are omitted from the middle of sentences.
32 Backoff information refers to the probabilistic terms memoized to make queries efficient given an already-
estimated model and minimal context.
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swil) = (Wi (b(w] D)L (4.1)

The computation of finding the longest matching entry wy* for query p(Wy |s(wi™1)) is:

-1
pwalwl™) = pOwalwp ™ | [ bowp )
= (4.4.2)

The probability p of the next word w,, conditioned on all previous words wl*~* can be factored

into a conditional factor of the next word w,, given the longest unique suffix w}“‘l times the

product of all conditionally independent factors for the prefix, where backoff penalties b(w* 1)
are given by an already-estimated model. Each visited w;* stores backoff b(w/*) [80]. These are

stored into the state s(w;*) and returned so that they can be used for the following query [80].

Thus, this thesis uses KenLM to prepare aligned corpora for training and then export the
corresponding parametric LM to be by operated on by DeepSpeech. In its learning phase,
DeepSpeech updates the parameters generated by KenLM, and in its inference phase, it and

decodes utterances into recognized text sequences (obtains transcripts from new utterances).

4.2. Acoustic Model

DeepSpeech is character-level speech recognition model, thus, a set of characters A (the
alphabet) that consists of lowercase English and Chinese characters (Hanzi), which has length of
|A|. Alphabetic characters are space-delimited, so that the character set is augmented: A" =
AU {blank character} with the length of n = |A’| [81]. A temporal classification method is
needs in order to properly insert blank characters for sequence alignment. Connectionist
Temporal Classification (CTC) is one such method [15]. The model is trained using the CTC loss
function to make sure all the audio aligns with the synchronous transcript, such that the correct
transcript has a higher likelihood of being generated within this alignment. [82]. The input can
be considered a sequence of T feature vectors {x,, x,, ..., x;}. Each feature vector in the sequence
is the result of extracting mel-frequency cepstral coefficients (MFCCs) from an audio sequence
that is typically about 20 milliseconds in length [81]. Figure 4.2 depicts a spectral file
corresponding to the mel-frequency cepstrum (MFC), which is extracted from the signal and
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provides a quantitative description of the audio that can also be used for symbol prediction [81].

The audio feature extraction stage that produces the MFC is the preliminary stage of the training

process shown in Figure 4.3.
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Figure 4.3:DeepSpeech Architecture [82]

4.3. Model Architecture

As Morais (2017) writes, “DeepSpeech is an end-to-end trainable, character-level, deep

recurrent neural network (RNN)” [82]. In other words, DeepSpeech uses an artificial neural

network with multiple recurrent layers which receives audio features as inputs and produces the

characters of a text transcript of the audio as outputs. As Section 2.1.2 discusses, some ASR use
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a phoneme-based pronunciation dictionary to build their language models; however, DeepSpeech
is trained from scratch using supervised learning, achieving the same effect as a grapheme-to
phoneme-converter to force alignment of the input sequences, without any explicit phoneme
representation. This ab initio approach replaces sources of background knowledge such as

phoneme dictionaries.

The RNN model contains five layers of hidden units: the input is fed into three fully-
connected layers, followed by a bidirectional RNN layer, and a fully-connected layer (Figure
4.3). The training input is a collection X = {(x™,y D), (x@, y@), ...} of utterances x(® and
labels y®. Each utterance, x| is a time series of length T(® where every time slice is a vector
of audio features, x”, t = 1,...,T®. For an input x'” to the RNN, the hidden units at layer I
can be denoted A with h(® as the input [13]. The first three layers are not recurrent; in the first
layer, at each time t, the output depends on the spectrogram frame x,, along with a context of C
frames on each side [13] (Figure 4.4). The remaining non-recurrent layers operate on

independent data for each time step. For each time t, the first 3 layers can be computed as

follows:

h = gwOh{™ 4 p®) (4.3)

where g(z) is the clipped rectified linear (ReLu)® activation function and W®, b® are the
weight matrix and bias parameters for layer [. The fourth layer is a bidirectional recurrent layer
[83], which includes two sets of hidden units: a set h") with forward recurrence, and a set h?)

with backward recurrence:

h = gw®r® + wPhL, + p®) (4.4)
KD = gWORD + WO, + b®) @5

In Equation (4.4), ) is computed from ¢t = 1 to t = T® for the ith utterance, and in Equation

(4.5), h® is computed in reverse from t = T® to t = 1. The fifth (non-recurrent) layer is the

33 RelLu is a unit employing the rectifier which is an activation function defined as the positive part of the argument.
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combination of the forward value hgf ) and backward value hEb) as inputs, and the output layer is
a function that yields the predicted character probabilities for each time slice t and character k in
the alphabet. After the model outputs candidate predictions in the decoding phase, it needs to
compute the CTC, which takes the probabilities of all candidate sequences found by the model
and returns the most likely text sequence, to measure the achieved prediction error. CTC trained
model’s decoding can be transformed to frame synchronous Viterbi beam search, so network
travers can be done for each frame in an overall optimized search space [84]. For example, as

Figure 4.3 shows, at time step 0, the letter “Z,“ is most likely, then “0” is most likely at time step

1, and “n” is most likely happen at time step “2”, so the output transcription will be given by the

simplest possible for code-mixed “Z, on”. The sole difference between Baidu DeepSpeech and

Mozilla DeepSpeech is that Mozilla DeepSpeech uses LSTM at the cost of greater running time,
but without achieving a comparably low word error rate. The Mozilla team attempted many fine-
tuning improvements before moving on to LSTM; these improvements included binary search
for the best-performing learning rate, and changing the priors for weight initialization and the
size of the hidden layers. With all improvements combined, Mozilla DeepSpeech attains a Word
Error Rate of under 10%, because Baidu DeepSpeech reached to Word Error Rate 5% [76].
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Chapter 5 Experiment Design and Results

5.1. Experiment Design

This section surveys the experiment design and setup for training the DeepSpeech model,

a process that includes corpus design, data collection, system setup, training, and validation.

5.1.1. Corpus Design and Data Collection

Some studies use data from the Linguistic Data Consortium (LDC) or collect corpora
from conversations between volunteer speakers. Due to the specialized needs and limited
resources of this project — specifically, the scarcity of English sentences mixed with Chinese
named entities - | decided to recruit volunteers by distributing a survey (Appendix A). A central
scientific purpose of this thesis is to assess the performance of multilingual ASR systems on
English sentences mixed with Chinese names. Furthermore, having a concrete test bed based on
a realistic cognitive service use case, with its own corpus and appropriate performance metrics,
allows technical innovations to be systematically developed to improve the quality and accuracy
of recognizing code-mixed speech in such services.

The first step of corpus design for this thesis was to create a survey which includes six
questions. Five of these are fill-in-the-blank, four of them demographic: the respondent’s age,
gender, education level, whether they speak more than one language. The fifth and most
important part of the survey is to ask participants to give their email address if they are interested
in participating by contributing voice recordings to the project. This allowed me, as
experimenter, to contact them by email to ask for them to participate. A sixth and final question
was open-ended and asked users whether they had any comments about the research project.
This question seeks to investigate the reflections of the audience about the project and curate a
record of participants’ opinions and remarks.

The corpus design also had to meet crucial participant constraints on this project: because
every participant was a volunteer, they might not have enough time to record or hold
conversations for hours. This indicated that transcripts needed to be generated from phrases
instead of complete sentences. Thus, to reduce participant fatigue and save each participant some
time, the audio component of the corpus was generated by recombining recorded phrases

automatically instead of having training speakers read every combination [85]. The primitive
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phrases (including single-word named entities) were manually created and consisted of: 100
Chinese names (chosen from Chinese popular singers on Kugou), 5 English commands (play,
search for, find, look up, who is) and 5 English-named services (Kugou, QQ, Pandora, Spotify,
LastFM).34

My preliminary attempt at corpus collection involved combinatorial enumeration of
scripts. Each training speaker would have to read 2100 sentences ((4 (commands) X
5(services) + (1(command: who is) X 100 (Chinese names) = 2100). As reading even
100 variations on “Play (Chinese name) on Spotify” would be tedious, this was soon deemed
infeasible. As the literature on modern ASR systems such as Mozilla DeepSpeech Baidu
DeepSpeech indicates [76], however, better results depend on having a corpus containing
sufficient length of recorded voice data. A typically reported elbow point is 100 hours of
recordings, which for tens of speakers means on the order of ten hours per speaker —an
infeasible speaking time for a volunteer participant pool. Therefore, | started to split sentences
(commands and services in the same sentence) into phrases or words, allowing each participant
to record their voices by using a phone app, in no more than 3 minutes. The full audio
recordings were then recombined using a script that enumerated the constituent phrases and
concatenated them using utilities from the PyAudio library [86]. The resultant audio files for
these synthesized sentences were then aligned with the text of the full sentences by DeepSpeech.

Distribution for the survey commenced in December 2018 after this thesis research was
approved by an Institutional Review Board (IRB), and was advertised via the Chinese social
media service WeChat, plus Facebook, Twitter, Kansas State University’s International Student
mailing list and personal social contacts, such as friends, colleagues, and classmates. The survey
was closed to end recruitment of participants in mid-April 2019 and the last voice recordings
were collected by the end of the month. This was to allow enough time to ask people to record
their voices and clean the data. The survey got around 80 responses. Not everyone finished the
survey, though: there were only 64 people finished and 45 people gave their email to indicate a

willingness to record.

34 To elicit voice recordings, the specifications of phrases to be read aloud were shared with participants as Google
documents.

35 All participants were asked to record their speech samples using their own devices. In most cases these were
voice memo applications of the type available on most smartphones, which produce .m4a (MPEG-4 audio) files.
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5.1.1.1. Speaker Information

There are 64 people for participating the survey with valid response, but 3 people
recruited from these 64 people, other 42 people recruited from friends or family. Among the 64
participants in the survey, 9 have high school degrees; 1, a trade/technical degree; 2, associate
degrees; 23. , bachelor’s degrees; 25, with master’s degrees; and 4, doctoral degrees. As Figure

5.1 shows, most participants’ highest education levels are bachelor’s and master’s degrees.

Education Distribution in Survey

Doctoral Degree

Trade / Technical / Associate Degree 6o
(+]

. - 3%
Vocational Training or ?

Degree \ |

2%

Figure 5.1: distribution of highest education level among 64 survey participants

Meanwhile, the survey also asked participants about their native languages and other
languages they can speak. All participants were able to read English as a native or foreign
language. Figure 5.2 shows that 21 respondents speak Chinese and English; 22 consider
themselves bilingual and speak one language in addition to English, other than Mandarin; and
13 people speak more than two languages, including English. The statistics showed that the
distributed survey included the right target group of people, and it also showed that there were
numerous bilingual speakers. This also provides evidential support for premise of need for this

thesis, stated in Section 1.4.2.
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Multilingual Distribution among Survey Participants
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Figure 5.2:Multiligual Speakers Distributions

5.1.1.2.  Age Information

The age distribution of the respondents to the survey varies, as shown in Figure 5.3, the
largest age group of respondents is from 18 to 35, but some respondents are older than 40. As the
literature indicates, multilingualism is becoming more common in younger generations (echo
from Figure 5.2) [87].

Age Distribution among Survey Participants
25
20
15

10
0 |

[18, 23] (23, 28] (28, 33] (33, 38] (38, 43 (43, 48] (48, 53] (53, 58] (58, 63]

Figure 5.3: age distribution

5.1.1.3. Gender Information
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According to the survey, because not every respondent was willing to record their voices,
the distribution of gender is different between initial survey respondents and the actual volunteer
pool from which the speech corpus was collected. As Figure 5.4 shown, 30 are female and 32 are
male, there were slightly more male participants than female participants who took the survey;
the set of participants who produced recordings, however, was gender-balanced (both are 21), as
shown in Figure 5.5. There are only 3 people collected from survey, other 42 people are from

friends with consent form though email or social media.

Gender Distribution among Survey Participants

Figure 5.4: gender distribution in taking survey
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Gender Distribution among Corpus Data

Figure 5.5:gender distribution in corpus

5.1.2. Data preparation

After collecting recordings through e-mail or online (via social media), | converted the
files from M4A to WAV. | received recordings from 45 distinct individuals; however, |
discarded three recordings due to: ambient noise or background voices; poor voice clarity,
volume, and phrasing; and incorrect pronunciation of multiple original words. For example,
some people recording their voices had a significant amount of background noises, were giggling
when they recorded, or they did not pronounce words correctly (even allowing for alternate
pronunciations) from the lexicon. Some recordings were recorded in low-pitched voices,
possibly because the speakers recorded in a large room or were trying lowering their voices from
normal volume (whispering or minimizing the sound of their voices in a workplace); an example
of a waveform for this scenario is shown in Figure 5.6. By contrast, Figure 5.7 depicts an
example of a good quality WAV file that has clear stops for pauses and clear frequencies for
each word in the sample.

x[WR34F w[ 1.0
Mute | Sob
- +

Figure 5.6: linear wave file
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The program that | used to trim each utterance is Audacity, a free software package for
audio editing. For a WAV file such as the one shown in Figure 5.7, it provides an “Analyze” tool
to segment sounds punctuated by silence (Figure.5.8). As shown in the dialog, this tool is
controlled by adjusting the parameters associated with “treat audio below this level as silence”
and “minimum duration of silence between sounds”. This method can automatically label
contiguous segments of sound from 1 to 110, so they can be exported as multiple WAV files,
named by their labels. As I experienced while reviewing these automatically segmented WAV
files to verify them by ear, some files need to be recut by hand if the speaker did not pause
enough between each word when they recorded. Figure 5.9 shows an example of this, which had
clear fundamental frequencies **for each word but pauses that were nonexistent or too short,

resulting in segmentation errors.

3% Fundamental frequencies mean the comparison of higher and lower point is clear to human eyes.
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Figure 5.9: no pause corpus

When | labeled each corpus during the segmentation phase, | gave an ID for each named
entity (musical performers in this test bed domain), numbered from 1 to 100, and wrote out the
command phrases and service names as shown in Figure 5.10. I then used Python scripts to
recombine them into 2100 sentences (an example of which is shown in Figure 5.11). The final
corpus consists of recordings from 42 individuals. The names are formatted as in the following

example: NRO1FFindQ1*', where N stands for Normal (can be used for training), R stands for

%7 The combinations is;: NRO1FSearchS1, NRO1FSearchK1, NRO1FSearchL1, NRO1FSearchP1, NRO1FSearchQ1,
NRO1FFindS1, NRO1FFindK1, NRO1FFindL1, NRO1FFindP1, NRO1FFindQ1, NRO1FLookupS1,
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Recording, 01 is a speaker identifier, F is for Female, Find is the command (Search, Lookup,
Play, Whois) Q is the QQ service (S for Spotify, K for Kugou, L for LastFM, P for Pandora), and
1 is the index of the Chinese name (Appendix B). Because each speaker has their own identity
and gender in the filename, it is easy to track how many females and males are in the corpus in

case | need to group any training data by gender to train models separately in future experiments.
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Figure 5.10: label data
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Figure 5.11:final code-mixed utterance

5.1.3. System Environment Setup and Training Process

Before | used DeepSpeech to train an RNN-based model, | explored DNN-HMM models as
part of my literature review. As mentioned in Section 2.1.1, a precursor to using a DNN-HMM
model is preparing pronunciation dictionary for GMM-HMM. For specific named entity task |
developed as a test bed in this thesis, the existing CMU English pronunciation dictionary does
not contain any of the named entities representing services, such as Spotify, LastFM, QQ, Kugou
and Pandora, nor does the Chinese pronunciation dictionary contain any of the 100 personal
names. Although it is possible to learn these from phonetic spellings or other feedback, as
systems such as NetTalk do [88], this task is orthogonal to and beyond the scope of this thesis.
The rationale is for monolingual tasks, upon which this work builds, RNN-based models such as

NRO1FLookupK1, NRO1FLookupL1, NRO1FLookupP1, NRO1FLookupQ1l, NRO1FPlayS1, NRO1FPlayK1,
NRO1FPlayL1, NRO1FPlayP1, NRO1FPlayQl, NRO1FWhoisS1
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DeepSpeech have already shown to outperform DNN-HMM model by a consistent margin of 3-
4% [89]on both the Switchboard [90] and CallHome [91]benchmark data sets.

A premise of this work is that the benefits of using an RNN-based model accrue at the sub-
phrasal level due to the learning representation that multi-layer temporal ANN implements. This
is demonstrated by the overall performance of the RNN. Testing the further hypothesis that the
margin of advantage over DNN-HMMs is maintained from monolingual tasks in previous work
to the multilingual task in this work is beyond the scope of this thesis. If one uses only the extant
framework of GMM-HMM or DNN-HMM by such these two pronunciation dictionaries,
without additional generalization from the sub-word (phone) level to the word level, the WER
would be 100%. This is not fair comparison; but the required implementations to make it a fair
comparison — either training a subword level pronunciation model or manually encoding

pronunciations of new named entities - are also not part of the main contribution of this work.

Mozilla DeepSpeech is based on the TensorFlow library, which is an end-to-end open
source platform for machine learning developed by Google. The basic environment setup is on a
clean instance of the Linux operating system with an edition of TensorFlow configured for
DeepSpeech. This environment is more compatible with Pip than with Anaconda. This thesis
used TensorFlow 1.13, CUDA 10.0, and cuDNN 7.4 as the base environment setup.
Furthermore, the computer hardware requirements include at least an Intel Core i7 processor and
a NVidia 1080 or better GPU; because the total corpus amounts to less than one hour of speech, |

only use a single GPU instead of multiple GPUs.

My original results were obtained using holdout validation and test sets. | divided the
data, consisting of 87,679 utterances, into three sets: train, dev®®, and test; the ratio was 70%,
20% and 10%. | split these data using a randomized sort command to get these three sets.
These three sets are organized into three folders within the DeepSpeech data folder, and each
folder contains a comma delimited file listing out the wav file path name, wav file size and
transcript for each utterance. | developed a script for finding the unique words within a
transcript, generating an alphabet file that is the one of configuration files in the training shell

script. As Section 4.1 explains, | need to use the KenLM language model construction tool to

3 Dev is the validation set, used as a criterion for stopping the training process.
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generate training hyperparameters, which are saved as binary and trie files. We first create a file
that would contain the transcripts corresponding to the utterances read by each speaker; | can

then use KenLM to generate the corresponding binary file and trie file.
The following hyperparameters allow us to fine-tune the training process:

1. n_hidden: The number of nodes in the hidden layers of the neural network. “It is
recommended that this parameter should be defined accordance with the amount and
variety of training data” [92]. “In Mozilla DeepSpeech, the default value was set at 2048
for the English language training model.” [81]

2. learning_rate: The standard learning rate in Mozilla DeepSpeech is 0.0001.

3. epoch: “The number of epochs, each of which is one complete forward pass and one
complete backward pass of all the training samples in a data set.” [81]

4. train_batch_size, dev_batch_size, test_batch_size: “The number of samples in each of
the batches used in training, validation, and testing. The maximum value allowed
depends on the available video memory (usually 8 to 64)” [81].

5. dropout_rate: the probability of node dropout in one training step. Dropout® is an
operation used to prevent the network from overtraining [93]. The default value is 0.3
[81].

5.2. Results

This section will mainly present the results from experimental evaluation of the system
described in Chapter 4, focusing on the collection of evaluation metrics that | previously adapted
and specified for this new speech recognition task. These results center around both loss
functions and the predictive accuracy of the model on the framing task, a multilingual cognitive
service for music retrieval. | present both experimental baselines and comparative analyses of

these baselines with variations on my experimental treatment.

5.2.1. Evaluation Metrics
Word error rate (WER) is the main metric applied in ASR evaluation [94]. The difficulty

of measuring the performance for the speech recognition lies in the fact that recognized word

39 Dropout is a simple and powerful regularization technique for neural networks and deep learning models, and it is
a technique where randomly selected neurons are ignored during training [111].
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sequence can have a different length from the reference word sequence. The WER works at the
word level instead of the phoneme level, and is computed as an edit distance between two
sequences: the reference sequence (ground truth sequence of words from the transcript) and the
output sequence from the recognizer [95]. The specific edit distance | use is the Levenshtein
distance metric over aligned word sequences — that is, words are the atomic units of the strings
being compared. This WER metric calculates the number of word-level transformations needed

to transform one sequence into another:

S+D+I1 S+D+I (5.1)
N S+D+C

WER = d(stranscript' Sactual) =

Where s¢ranscripe 1S the utterance of ground truth text, and s4¢4,,4; i the actual text the model
detects. As Table 5.1 shows, the WER counts the minimum number of substitutions, deletions,
and insertions of words needed to get from s, ..., t0 s,...., and divides this numerator the total
number of sequences to get the rate of the word inaccuracies (Figure 5.12). The WER is

calculated using dynamic programming [96] [97].

Parameters Denotations
S word substitution count
D word deletion count
I word insertion count
C correct word (alignment score) count
N=S+D+C Number of reference words

Table 5.1: Denotations of parameters for WER

Correct transcript  \who is ® %

Prediction transcript  \who is & % 75 R,

WER = 2 words (insertion) =0.50

T4 words(orignal legth of the sentence) -

Figure 5.12:example of WER
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A complementary evaluation measure to the WER, the word accuracy (WAcc) rate, is sometimes
reported. This is simply 1 minus the WER, the accuracy measure corresponding to this error

measure:

(5.2)
(N-S-D)—-1 C-1
N - N
Another measurement metric used in ASR is the character error rate (CER), which is

WAcc =1—-WER =

calculated in the same way as WER above but with character strings and edit distance units. The
CER is used as a more sensitive evaluation metric for the final performance instead of word error
rate because ASR outputs and ground truth can also be aligned and matched at the character
level, even if the language model was trained based on words only. This is useful because word-
based language models tend to achieve better-seeming performance in applications but do not
account for low-level errors that may lead to task failure (e.g., in a cognitive service). [98]. The
limitation of CER is that the length of words is correlated with the CER, so that more characters
in the alphabet will cause more recognition errors. This in turn is related to perplexity, which we
use as an estimate of task difficulty, and which Klakow and Peters (2002) showed is related to
WER (or CER for character-level alignment) by a power law [94].

5.2.2. Results

To get better results from training data, several factors can be adjusted empirically by
controlling the data preparation process. These include the format of audio portions of speech
corpora, the quality of each utterance, and the number and length of speech samples in each
corpus, each of which can have a significant effect on recognition accuracy of sentences. Before
| trained the model, 1 used 16 bits and arbitrary dynamic ranges across speech samples (from
about 22KHz to 44+KHz); this disparity resulted in a TensorFlow compatibility error. | therefore
needed to convert all = WAV files to a consistent bitrate and dynamic range (e.g., 16bits, 16kHz)

and monoaural sound instead of stereo, as used by DeepSpeech.

The quality of each utterance was sometimes poor because some people recorded the
phrases with insufficient interphase pauses; therefore, | need to edit some audio of overlapping
names by splicing in silence to better delimit them. Another problem is that some speakers vary
in pronunciation clarity and accent for each language spoken; for example, some do not
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enunciate the, English part clearly and some read Chinese names with nonstandard or
regionalized pronunciations. Moreover, the total length of recorded speech in the corpora was
only 48 minutes; as mentioned above, achieving high accuracy has often been shown to require
on the order of a hundred hours of speech or more [76] [74]. These requirements can be even
more stringent for code-mixed task: for example, for a Hindi-English mixed dataset that
contained 2000 hours of speech, and for which the experimenter achieved a test WER of about
0.24 and a CER of 13.90 [74], a Mozilla DeepSpeech developer advised her to collect more
hours of speech for training and hypothesized that that the reason her system could not yet

recognize certain words was because of less frequent usage in her existing training speech.

The number of hidden units and batch size can significantly influence the accuracy of the
model. | started the number of hidden units from 375, then increased them 512,1024, and finally
2048. | started the batch size from 4, then increased it to 48, and finally to 80. Raising the
number of hidden units translates directly into a higher number of trainable parameters; the
rationale for doing so is to attain the requisite capacity for the learning representation used.
Meanwhile, a higher batch size and exposes the RNN to a larger, more diverse set of
observations (combined across utterances and speakers) per training epoch. A higher batch size
can provide a stable enough estimate of what the gradient of the full data set would be, while a
lower batch size will jump around if the data is noisy [99]. The testing loss dropped from 2.3 to
0.19 when the number of hidden units increased from 1021 to 2048. The cumulative testing

WER decreased as the number of hidden units and batch size increased (Table 5.2).

Number of Batch size | WER CER Loss
hidden units (train, dev,

test)
375 80, 80, 40 0.019050 0.012940 2.181961
1024 48,40,40 0.039543 0.017363 2.364254
2048 48,40,40 0.009682 0.008435 1.375311
2048 80, 80, 40 0.002081 0.001976 0.198724

The WER varied for each test utterance: the observed range during testing was from 0.5

Table 5.2: The cumulative test scores for 8768 utterances

to 0.00, as shown in Table 5.3. Later, I recorded another 100 test sentences for speaker-
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independent validation (Table 5.4). This validation run was purely qualitative, without WER or

sentence-level accuracy measures. These two tables show that the model detects Chinese

personal names better than English command and service names; in most cases, the personal

names and service name are correct, but not the command, or the command and personal names

are correct but not the service name. Among the newer 100 utterances, there are about 21% with

0.00 WER, and more than half had the command wrong but not the personal name and service

names. As mentioned above, at least hundreds of hours of training speech would be needed to

achieve a WER suitable for industrial use. Thus, given the speaking time of my transcript, |

would need at least 5000 speakers, each recording the same lines, to attain a usable accuracy for

full sentence recognition on this code-mixed task.

Utterance transcript Test Utterance WER
who is 7, who is £ Z 7R 0.5
Find % on lastfm find 27K on lastfm 0.4
look up 5K on qq Look up 3k=:4 on qq 0.33
Find F8%% on kugou Find F@#5ES on kugou 0.20
Who is 5 Who is [E+H% on 0.167
Find 7\ on spotify Find Z)\{# on spotify 0.00
Look up & Afh Look up & A1h 0.00
Table 5.3: Test result example
Utterance transcript Test Result
Play E Z on Spotify play %, on spotify
Play 5% £ on spotify play Z¥F 48 on spotify
Play £ {28 on spotify Look E128) on lastfm
Play X345 #H on spotify Play X345 4 on spotify

Play tfboys on lastfm

play tfboys on lastfm

Play 3k 75 on lastfm

Look 7% on lastfm

Play F H X on spotify

play & H X on spotify
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Play j#@ gy # &2 on spotify Search Z==F#E on spotify

Table 5.4: simultaneous representative utterance test

The above results were collected using the original set of all utterances that were shuffled
and then split into three sets. | also applied 3-fold cross-validation across utterances, where each
fold had about 29226 utterances across all 42 speakers (who are represented in training,
dev/validation, and testing segments, still in the ratio: 70% train, 20% dev and 10% test). | also
tried 3-fold cross-validation by splitting the data set by speaker instead across speaker, so that all
the data from each speaker belonged to the training, validation, or testing segment (30 training, 8
validation, 4 testing), but this produced very poor results. The reason is that the error rate for a
fully speaker-independent system is much usually higher than that for a speaker-dependent or
speaker-adaptive system, and using speaker-independent training speakers usually produces less

initial training data [100].

The results of 3-fold cross-validation (splitting across speakers and by utterance) are
shown in Table 5.5 below. Compared with the holdout method for data splitting documented in
Section 5.1.3, the validation WER results is generally comparable® in trend to those for holdout-
based validation, but are not stable across folds (standard deviation: 1.098 (set 1), 0.17 (set 2),

0.38 (set 3)). This issue can be solved by increasing the number of speaking hours of the corpus.

To estimate the potential for scalability and continued improvement given larger corpora,
| also did an ablation study using 23 minutes of speech samples selected uniformly at random
from among the full set of utterances measuring 48 minutes in duration (Figure 5.13). Table 5.6
shows that the loss and WER achieved by training on 23 minutes of speech are higher than those

achieved using 48 minutes.

40 Set 1 dose not have full sentence correct ones, but it has about 37 out of 200 testing corpora that miss preparations
“on”, and other parts are correct. Set 2 has 97 out of 200 testing corpora fully correct, and this is higher than the
original set (21 out of 100). Set 3 has 139 out of 200 testing corpora fully correct, which is even higher than
original and set 2.
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Fold | Training | Training | Training | Testset | Testset | Test | Testset | Test set
set validation | validation | validation | WER CER set Highest | Lowest
loss standard | mean loss WER | WER
deviation (200 (200
count) | count)
1 4.13 1.098 1.69 0.00662 | 0.00395 | 0.68 | 0.75 0.14
2 1.84 0.17 0.54 0.00305 | 0.00262 | 0.42 | 0.67 0.00
3 0.48 0.38 0.81 0.00207 | 0.00231 | 0.39 |0.75 0.00
Table 5.5: three-fold training and testing
Minutes | Loss | Standard | Mean | Test | Test | Test | Testset | Test Test
deviation set set set Highest | set set
WER | CER | loss WER Lowest | Lowest
(200 WER | loss
count) | (200 (200
count) | count)
23 13.8 | 0.24 1417 1042 (017 |14 0.8 0.43 91.35
48 0.22 |0.18 0.54 |0.003 |0.002 |0.199 | 0.5 0.00 19.76

Table 5.6: ablation study comparison
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Figure 5.13: ablation study for different sets

5.2.3. Trade-offs
The main purpose of DeepSpeech is to align the transcript of a sentence with the

corresponding WAV of the recorded utterance, and then, through a process of training, to learn
the specific patterns of speech in the acoustical waveform. This learning approach entails
multiple trade-offs: one is that if the input utterance sample rate increases to 44.1kHz, the model
detection will fail due to sample rate is different as 16kHz. For example, as Table 5.4 shown
above, if the sample rate is 44.1kHz, the first example of the table would show “search & Z, on
spotify” instead of “play E Z on spotify”. After down sampled the speech recordings submitted
by participants in my study to 16kHz, the system successfully recognizes test cases with a WER
of between 0 and 0.5 (the mean WER over 8768 cases is 0.537411 and valid loss is 0.215866).
Another trade-off is that the pronunciations for some Chinese names are correct but not the
characters, such as in the sixth row of Table 5.4, where they utterance is fully and correctly
recognized, but not the characters. When a Chinese name contains four characters rather than the

more common two or three, sometimes the system fails to detect the full name due the reading
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errors by the training speakers. For example, the last example of Table 5.4 is incorrectly

recognized; this is because more than three people read the personal name (G i #\E2)
incorrectly as 8§ B2 #4, reversing the proper order of the final two characters are flipped. In the

process of cleaning the user-submitted speech data, | chose to reorder the recorded words to
correct these faulty training examples, but splicing these words into the right character order
resulted in some discontinuity in the speech waveform for independent characters. Furthermore,
some people did not pause and spoke too quickly, resulting in the blurring together of contiguous
spoken names; because recordings were unsupervised, and it was infeasible to contact
participants for do-over recordings, | used manual segmentation. This process thus involved
some tradeoffs to obtain distinct, recognizable names. Due to these tradeoffs, the model does not
attain higher accuracy than present competitors, such as Baidu DeepSpeech [76] and Lyu et al.’s
[9]; however, based on recommended practice, more training data (hundreds of hours or more of

recorded speech) should result in improved performance [74].
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Chapter 6 Conclusions and Future Work

This chapter will interpret key findings discussed in the experiment chapter and present
conclusions of the thesis that are drawn from these findings along with lessons learned that
indicate future directions for research. The future work section will describe tasks for scaling up,
extending, and improving the efficiency of problem solutions that were demonstrated using the
initial test bed I developed in this thesis. 1also discuss applications based on my proof of
concept system that connect the problem | have addressed with current interactive cognitive

services.

6.1. Conclusions

| investigated different approaches for code-mixed speech recognition and found that
deep learning ASR simplifies and streamlines the process of model development compared to
conventional ASR. For example, phoneme dictionaries, which are needed in traditional HMM-
based ASR, are elided in the deep learning-based system. | conducted some preliminary
explorations using conventional ASR with HMMs and phoneme dictionaries. | found that in
order to expand the existing pronunciation dictionary to incorporate Chinese names that occurred
in my speech task but which I did not already have in a phoneme dictionary, | would need to

enumerate and collect speech samples for all alternate pronunciations for every name.

For my task, this problem was restricted to personal names, but in general, it proliferates
with the set of named entities to be recognized. This cause higher WER and failure to correctly
detect sentences, making traditional ASR methods impractical to scale up for this task. However,
the DeepSpeech model uses pattern transcript alignment to force the machine learning system to
acquire the correct pattern for the utterance to achieve higher recognition accuracy. This
methodology does not need a dictionary or language boundary detection, but will treat the code-
mixed utterances as a new language and learn from observed patterns by training on large

corpora.

The system developed in this thesis does not do excellent job as a recognizer of code-
mixed speech due to lack of training data: the corpus I developed contained a total only 48
minutes of recorded speech. It does, however, achieve higher accuracy than reported for code-
mixed Hindi-English ASR, [74] [6] where a current model achieves a WER of about 60%. As a
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proof of concept for using deep learning to implement ASR on code-mixed speech for

multilingual cognitive service tasks, this demonstrates that an RNN approach has potential.

Another trade-off is that, as mentioned above, in order to acquire enough speech data, |
had to collect bilingual speech from speakers who knew just a few words of English, so that their
accents and pronunciation quality adversely affected data quality. In addition, some participants
in the study read names incorrectly from the transcripts | prepared, necessitating the culling of
three participants (out of 45) from among the training speakers. In summary, the deep learning
RNN method worked on a code-mixed speech recognition task, though it would need much more
training data to decrease the WER to less than 10% as DeepSpeech does for its original
monolingual task [82].

6.2. Current and Future Work

One major area of future work to make the kind of ASR system I have studied in this
thesis practicable for code-mixed cognitive service applications is improving the corpus size and
grammar complexity for the task. Currently, 1 only use very short, simple sentences for code-
mixed speech recognition; in future work, one of my goals is to find more participants to have
conversations recorded that consist of Chinese words mixed with English sentences. This will
facilitate a natural scaling up of complexity in grammar and word use (including word sense*!).
We can build a web site to ask people to contribute code-mixed speech for free narration, reading
of transcripts, or similar tasks. Because DeepSpeech needs large corpora (with a large number of
hours of speech, training speakers, and different utterances) to decrease error rate, a general
objective is to obtain least 100 hours of recorded speech for future experimentation.

A second major objective of future work is to build a talk app that can connect with
current popular home assistant products, such as Amazon Alexa and Google Home. | was
inspired by the Pikachu talk app to build a similar app that lets users can use bilingual code-
mixed language to perform some simple commands, such as play songs or search for Chinese

names on the web. Furthermore, 1 would also like to implement a reusable and extensible

41 In linguistics, word sense is the indented meaning of a word, where the correct meaning among multiple options
can be inferred from contextual information, [118]
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(especially speaker-adaptive) model that can train on different combinations of languages for

code-mixed speech recognition.

Last but not least, the training aspect of current work is only a preliminary experimental
use of deep learning. In future work on deep learning, my objective is to improve performance
on the transfer learning task by extending the current DeepSpeech library to incorporate transfer
learning algorithms for our scenario. A relevant further goal, for engagement of more researchers
in the deep learning community, is to develop a deep learning model inspired by DeepSpeech
that uses PyTorch rather than TensorFlow to make the training procedure more developer-

friendly for research domains such as code-mixed speech recognition.
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Appendix A — Survey

Learning to Detect Named Entities in
Bilingual Open Speech Corpora

Q1

Consent

Title:

Learning to Detect Named Entities in Bilingual Open Speech Corpora
Principal Investigator:

Professor William Hsu (Primary Investigator and Contact) Professor, Computer Science
Kansas State University, United States of America

With collaborators:

Yihong Theis, Graduate Student, Computer Science, Kansas State University

Purpose Statement:
The purpose of this research study is to improve the ability of Al home assistants to
recognize two languages used in the same sentence or successive sentences, specifically for

names of people, places, and things. This survey is intended for research with the intent of
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better understanding how many people speak more than one language to their smart

devices.

Study Procedure:
You will be asked to provide responses to several questions about demographics and
background and if you willing to join the recordings of your voices. This survey is expected

to take 10 minutes to complete. Please note that you can withdraw from this survey at any

time.

Confidentiality:
The information that you provide in this experiment will be anonymous. No personally -
identifiable information will be collected. Your responses are collected through this secure

website and will be stored with the collaborators for up to 5 years.

Funding:
This is an unfunded student-initiated project.

Contact Information:

If you have any questions or concerns about this research project, you may contact
Professor William Hsu. If you have any concerns or complaints about your rights as a
research participant and/or your experiences while participating in this study, you may
contact the Kansas State University Research Compliance Office:

203 Fairchild Hall

Manhattan KS, 66502

7855323224

comply@kstate.edu

Consent:
You consent to take this survey on a voluntary basis and agree with the terms above, by
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clicking to proceed.

I consent, begin the study (1)

I do not consent, | do not wish to participate (2)

Q1 Please enter your age:

Q2 Gender:

Male (1)

Female (2)

Other (3)
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Q3 Do you speak more than one language?

Yes (1)

Maybe (2)

No (3)

Q4 If you speak more than one language, what is your native language:

Q5 If you speak more than one language, what are other languages you speak except your native

language:
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Q6 Select the highest level of education obtained:

Primary (1)

Some High School (2)

High School (3)

Trade / Technical / Vocational Training or Degree (4)

Associate Degree (5)

Bachelor's Degree (6)

Master’s / Professional Degree (7)

Doctoral Degree (8)

Q1 If you speak Mandarin and English, please provide your e-mail below, so we can contact you
about collecting recordings(less than 5 minutes for each person) or read the file (which can found
here:https://docs.google.com/document/d/1GmLHhOhA-
a4JWOZyVUWXIKmTgXdlg9s9rxEEFSen3FQ/edit?usp=sharing) and recording by your phone
to email yihong@ksu.edu:
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Q1 Do you have any other comments regarding your home assistant or the project?

Q2 Thank you for completing the survey, we appreciate your efforts to contribute to the project!

This project is intended for research only. We are hoping to discover new insights about
bilingual speech understanding and smart home assistants. We anticipate synthesizing this
information for publication in journals and conferences. As a reminder, your data will be stored

on the collaborators' computers for up to 5 years, and your data is anonymous.

Contact Information and Questions

If you have any questions or concerns about the survey, please direct them to Professor William
Hsu (bhsu@ksu.edu).

If you have any concerns or complaints about your rights as a research participant and/or your
experiences while participating in this study, you may contact the Kansas State University

Research Compliance Office:

203 Fairchild Hall
Manhattan KS, 66502
7855323224
comply@Kkstate.edu
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Appendix B — Corpora Phrases

play

search for,
find,

look up,
who is

On Spotify,
On Pandora,

On Kugou,

On QQ,
10. on LastFM

11. RZ

12. HHFFE
13. E&31
14. 2R
15. A
16. #RRAR
17. XBEAH
18. X fE4E
19. 5k F &
20. TFboys
21. A

22. E15
23. F P

24. J]BR

25. REf%%H

26. REIE

© o N o gk~ wDh -
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27.
28.
29.
30.
31.
32.
33.
34.
35.
36.
37.
38.
39.
40.
41.
42.
43.
44,
45.
46.
47.
48.
49,
50.
51.
52.

PRzl
ReRE)

FRE
FE/Ot
ERTF
SR
EAR

B A
RRYY
ity

KT

IR

N E
LN
NEIES
Ihx
FFEHE
T
5K B
#EETH
liEsd

sKZ X
GSEF
(B

s o
FREX

E3E
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53.7

M
W

54.
55. {hfE
56. [R
57. X & &
58. X &
59. Z&4RMA
60. FR 24
61. fr/NE
62. 13
63. Z=1@
64. HB X
65. BheT
66. RIRL
67. EfE1E
68. #5R 46
69. ZFzh
70. EXEY
71. Kok fs
72. FtA%
73. HEE
74. IRIZ3E
75. IR
76. 3 F
1. RE=
78. Z=E )

IH
&

&
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79.
80.
81.
82.
83.
84.
85.
86.
87.
88.
89.
90.
91.
92.
93.
94. i
95. 1
96.
97.
98.
99.

U
W
WEE
XA
TTE
EATHRE
A
sKE LR
Gk
T
PhFEE
BT
Eg
EPN e

o
ET
A

100. g 3
101. B 2
102. SR
103. %58
104. BREB
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105. 5% %
106. & &
107. #)\ieg
108. &F4HJL
109. B S
110. BrAa
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