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Abstract

Deep learning (DL), a subset of Artificial Intelligence (AI), has introduced promising

methods for modeling, dynamic optimization, and advanced control of complex chemical

processes. More advanced DL approaches, such as Recurrent Neural Networks (RNNs),

offered a new perspective in modeling process dynamics by treating the modeling problem

as a time-series prediction task, allowing RNNs to learn and find temporal patterns in

process data. Several types of RNNs have been proven to be efficient in learning the temporal

correlations in chemical process dynamics. For instance, Long Short-Term Memory (LSTM)

networks, capable of handling long data sequences, offer a robust time-series modeling of

process data.

The application of DL methods is not only limited to data-driven system identification

but also are useful in complex multi-scale model reduction. In multi-scale modeling, the ther-

modynamic and kinetical parameters of the system are computed through non-continuum

modeling. Despite the efficiency of this approach, their high computational demands prevent

their applicability for real-time decision-making.

In this thesis, we present two distinct case studies to demonstrate the practicality of

deep learning in facilitating real-time decision-making. We aim to highlight the effective

application of DL methodologies in addressing large-scale challenges characterized by com-

plex nonlinear dynamics and stochastic behaviors. Through these investigations, the case

studies illuminate the versatility and efficacy of deep learning techniques in navigating and

solving complex problems within dynamic environments.



The first case study is focused on the critical aspects and importance of ammonia and

the need to decarbonize its production. This has motivated us to develop a real-time dy-

namic optimization and control framework based on deep learning for an industrial ammonia

synthesis packed-bed reactor aimed at sustainable green ammonia production.

The second case study is focused on the applicability of DL methods for the dynamic

modeling of soil water content. Precise dynamic predictions of soil water content are key

to managing the harmful effects of global warming and facilitating real-time agricultural

decision-making. In this study, we present a time-series data-driven perspective for predic-

tive modeling of soil water content that outperforms existing soil physics-based models and

is practical for real-time agricultural decision-making.
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Chapter 1

Introduction

1.1 AI-driven research in process systems engineering

Artificial Intelligence (AI) has revolutionized how computers solve problems by enabling

them to learn and making them more competent over time. At the heart of AI is machine

learning (ML), where computers learn patterns from data to make better decisions1. Deep

learning (DL) goes even more profound, using layers of calculations to understand complex

patterns, much like the human brain2. DL’s inherent data parallelism makes it agile, fast,

and suitable for real-time decision-making problems. Despite the algorithmic innovations,

DL methods need high computational powers to find and learn deep patterns in a large

dataset. The improvements and innovations in computer hardware, like GPUs and TPUs,

have pushed DL forward and made it possible to train big and complex models quickly,

opening up new possibilities for real-time decision-making scenarios3.

These promising innovations have revolutionized numerous industries, especially process

systems engineering (PSE). As a discipline deeply rooted in complex processes, reactions,

and multifaceted systems, PSE presents a vast array of challenges that can benefit from the

learning features of AI, especially DL. These methods are broadly applied for fault diag-

nosis4, molecular thermodynamics5, process design6, and process control7. These benefits
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accelerate research and development and pave the way for groundbreaking advancements

previously considered unattainable.

The early stages of AI emergence in addressing PSE problems started in the 1980s. The

primary focus was on the development and implementation of specialized expert systems.

Expert systems, characterized by their knowledge-based or rule-based methodologies, were

designed to emulate human problem-solving capabilities within computers. The ability

of expert systems in flexible execution of traversing the knowledge-based backward and

forward chaining8 algorithms was used in reaction design and chemical synthesis. Such

methodologies led to the development of MYCIN9, a diagnostic expert system for infectious

diseases; CONPHYDE10, which assesses the thermodynamic properties of intricate fluid

systems; and DECADE11, tailored for catalyst design. Expert systems heavily depended

on specialized knowledge, necessitating sophisticated data management solutions. The lack

of adequate storage systems management made expert systems impractical for addressing

more complex chemical process systems.

DL method’s capabilities in learning latent chemical process patterns present a practical

approach to modeling complex process systems compared to traditional methods. This

powerful strategy emphasizes layer-based algorithms inspired by the structure and function

of the human brain, known as artificial neural networks (ANNs)12,13. Backpropagation

facilitated the training of causal DL models based on ANNs. This novel method presented a

new perspective to general dynamic systems identification, allowing researchers to develop

casual data-driven models for specific process systems with known boundaries. This data-

driven approach is known as black box modeling14,15.Despite the advantages of early neural

networks. They were incapable of learning deep, complex data patterns. Therefore, the

early DL methods could not demonstrate reasonable performance for modeling complex

process systems.

Furthermore, Deep Neural Networks (DNNs)16, which are neural networks with more

than one hidden layer, emerged as a promising concept for learning deep data patterns.
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These could address the limitations of early ANNs in representing complex process systems.

However, due to the computational limits of that era, training DNNs was not practically

feasible17. Another drawback is that this method necessitates a substantial and dependable

amount of process data in process systems, which may not always be accessible. This led

to a halt in AI-driven research in this field, known as the AI winter18,19.

The challenges of training DNNs faded away the research’s interest in the application

of ML methods in process modeling and control, which is known as AI winter18,20. During

this period, methods such as white box21 and grey box modeling22 were investigated to

address the complexities of process model derivation. On the other hand, novel numerical

methods for solving dynamic process models attracted the attention of PSE researchers23.

However, traditional transport phenomena modeling systems, such as the Navier-Stokes

equations, are hindered by a lack of analytical solutions and the high computational de-

mands of numerical solutions24. Therefore, as various aspects of PSE research have evolved,

developing robust and fast models for process systems has become increasingly challenging,

necessitating accurate methods while requiring lower computational demands.

Introduction of Gradient descent optimization algorithm25, the emergence of data paral-

lelism26, and breakthroughs in hardware design technology, such as neural network acceler-

ators, enhanced the computational power of computers, made DNN training possible. This

not only marked the end of the AI winter era but also regained the attention of researchers

to tackle more advanced problems using DNNs.

Consequently, different types of DNNs, such as Feed-Forward Neural Networks (FNNs)

and Recurrent Neural Networks (RNNs), showed promising results in learning complex pro-

cess system nonlinearities that streamlined framework development for system identification,

dynamic optimization, and real-time decision-making using advanced control strategies, such

as Model Predictive Control (MPC). This shifted recent PSE research toward developing

data-driven dynamic system identification frameworks for different process systems.

In this context, Afram et al.27 demonstrated the application of a two-layer FNN in MPC
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for optimizing HVAC systems, focusing on a residential HVAC system case study. In another

work, A dynamic MPC system with an FNN was used to regulate a flotation column’s

interface level by adjusting tailings flow. The FNN predicted the interface level based on a

multi-time step state history. This approach outperformed PID controllers, showing faster

convergence and smoother trajectories28. While FNNs have successfully integrated with

MPC for different applications, the complexity of modeling long-term dynamic processes

remained challenging due to the one-way structure of FNNs.

RNNs are a more robust method for capturing complex long-term dynamics due to

their capacity to recognize temporal patterns and retain information from previous time

steps29.RNNs have gained attention as a practical data-driven process modeling approach,

bridging the gap between the uni-directional nature of FNNs and the demands of long-

term process modeling. For instance, Kaiser et al.30 utilized Long Short-Term Memory

(LSTM) networks, a type of RNN, for improved control of nonlinear chemical processes. In

another work, Alhajeri et al.31 Designed an RNN-based and Hybrid-based estimator(FNN),

for a nonlinear process system, and the estimators were further integrated into MPC which

resulted in optimal control of the process.

1.2 Problem statement

Recent research has highlighted the practical applications of DL-based data-driven modeling

techniques for dynamic system identification and real-time process control. These method-

ologies and their applications are comprehensively discussed in Chapter 2. Despite the

effectiveness of DL-based modeling techniques, their application is often specific to particu-

lar processes and constrained by the scale of those processes. In other words, the solutions

provided by DL-based models are typically limited to the scale of experiments. This limita-

tion arises from two main challenges: the scarcity of process data across multiple scales and

that data-driven models do not inherently understand the underlying physical principles of
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the processes they model.

In this thesis, we focus on developing and presenting efficient deep learning (DL)-based

strategies, enhanced by time-series modeling, to address the challenges of multi-scale and

stochastic process systems. We aim to overcome the inherent limitations of data-driven

system identification and real-time decision-making. This is achieved through a detailed

examination of two case studies, showcasing our contribution to bridging the gap between

theoretical modeling and practical application in complex process systems.

1.2.1 Case Study 1: Real-time dynamic optimization and control

of an industrial ammonia synthesis reactor

Ammonia, the world’s second most synthesized chemical compound, is used for various

applications such as energy transportation, fertilizer production, grain drying, and more32.

Additionally, with the advancement of technology, new applications of ammonia emerge,

leading to increased production demands. The importance of green ammonia extends beyond

its environmental benefits. According to MacFarlane et al. 33 , ammonia’s high energy density

and the existing global infrastructure for its production and distribution make it a viable

candidate for a wide range of energy applications, from power generation to vehicle fuel.

On the other hand, the industrial process of ammonia synthesis consumes a significant

amount of fossil fuels34, leaving a heavy carbon footprint on our planet. Using renewable

energies for green ammonia production is a possible solution to reduce greenhouse gas effects

while adequately responding to the proliferating demands for ammonia35,36,37.

Moreover, the green ammonia economy represents a promising pathway toward a more

sustainable and environmentally friendly energy system. Its role in facilitating the stor-

age, transport, and utilization of renewable energy underscores its potential to significantly

impact the global energy landscape, contributing to reducing carbon emissions and transi-

tioning towards a cleaner, more sustainable energy future.

Efficient green ammonia production at industrial scales hinges on an accurate process

5



model and a real-time dynamic optimization framework. In industrial settings, relying solely

on Computational Fluid Dynamics (CFD) requires significant computational power. Due to

the iterative approach of optimization algorithms, the computational bottleneck occurs when

the computationally demanding CFD models need to be executed repeatedly. This leads to

redundancy and delayed computations, especially for real-time decision-making. This case

study presents an efficient real-time dynamic optimization framework based on Sequence-to-

Sequence LSTM networks for a multi-scale ammonia synthesis process without considering

any simplifying assumptions in the model hierarchy. The LSTM-based surrogate model

learns the temporal correlations between the model outputs and the operational conditions

with a sequence-to-sequence architecture that treats this problem as a multivariate time-

series prediction task. The performance of the LSTM model offers a less redundant and

faster approach used in real-time decision-making algorithms, mimicking the CFD model.

Subsequently, the LSTM model is integrated with MPC forming a framework that the

interplay between the LSTM surrogate model and the multi-scale CFD model ensures op-

timal ammonia production with the haber-botch process. It is important to note that the

CFD model has not been eliminated in this frame, yet its presence in MPC implementations

advocates the robustness of this approach.

The results of this case study show that the DL models are applicable to industrial-scale

process systems and effective in providing faster and more reliable solutions for real-time

strategies. Finally, using deep learning for sustainable green ammonia production con-

tributes to possible economic opportunities and decision-making in the food and agricul-

tural sectors, offering a cheaper and cleaner method for supplying proper nitrogen-based

fertilizers.
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1.2.2 Case Study 2: Time-series modeling of soil water content

for agricultural decision making

Soil fertilizer absorption rate is a stochastic factor that implicitly affects agricultural yields

and crop growth38. Soil water content (SWC) is one of the principal measurable soil prop-

erties regulating fertilizer absorption rate. Therefore, predicting future soil water content

is essential in agricultural decision-making. The precipitation and soil physics play a major

role in determining soil water content values and its dynamic modeling formulated using

transport phenomena and hydrology concepts in the Richards Equations39. Stochastic vari-

ables and other soil properties that are not directly measurable hinder the applicability of

Richards’ model for real-time decision-making. To address this limitation, Markov Decision

Processes (MDP) have been used to develop a simplified model for soil water content estima-

tion40 known as the Markov-based model. In this model, the stochastic and immeasurable

parameters are reduced to one periodic variable that accounts for seasonal and stochastic

changes of the related variables, such as precipitation.

Despite the efficiency of the Markov-based model, its prediction accuracy drops as the

prediction horizon passes. Also, this model shows high prediction errors with extreme

weather regimes, indicating that some of the important trends and latent soil water storage

patterns are neglected in the Markov-based model.

Time-series modeling using RNNs offers an adequate avenue for soil-water dynamic mod-

eling. Therefore, this case study proposes an RNN-based soil water content modeling frame-

work as a new perspective to overcome the limitations of existing models. RNNs not only

excel in learning seasonality and trends but can also learn stochastic patterns in soil water

content dynamics, which makes them robust for precise predictions without suffering from

the limitations of the Markov-based model.

LSTM networks are particularly capable of considering long-term temporal correlations,

meaning that soil water content could be predicted more accurately by considering more

historical data. In this case study, the performance of data-driven LSTM models with single-

7



step and multi-step ahead predicting scenarios is inspected for soil water content values in

the state of Kansas.

Kansas Mesonet is a weather system monitoring network that measures different weather

and soil properties across several stations in Kansas41. Using the provided soil properties

data, the proposed models are trained on real data, making them practical for further real-

time agricultural decision-making.

Unlike the Markov-based models, the RNN-based models predict soil water storage for

several days ahead without relying on only last-day values. This capability of the RNN-based

models not only advocates for agricultural real-time decision-making but also is beneficial

for longer horizon agricultural planning.
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Chapter 2

Methods and background

The recent DL models’ effectiveness in capturing the deep behavior of nonlinear systems, as

highlighted by the universal approximation theorem42, has inspired researchers in PSE to

adopt DL-based solutions for dynamic system identification and real-time decision-making.

This chapter first explains the standard DL methods used for dynamic system identification.

Subsequently, the latest contributions in this area are reviewed.

2.1 Machine learning workflow

FNNs, various types of RNNs, and self-attention transformers are primarily used to represent

the dynamics of individual process systems within the control algorithm. Choosing an

efficient DL method depends solely on the nature of the process. Subsequently, the preferred

methods follow a sequential workflow for the robust development of DL models intended

to replace traditional numerical or analytical models. This workflow is referred to as the

machine learning workflow. In this section, we discuss the machine learning workflow and

provide a foundational overview of the machine learning methods frequently employed in

process systems.
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2.1.1 Problem definition

Generally, the problems or tasks in ML are divided into two categories: regression and

classification. Regression analysis, aimed at predicting a continuous outcome, models the

relationship between one or more predictors and a numerical response variable, facilitating

the prediction of quantities such as soil water content or temperatures43. On the other hand,

classification tasks predict categorical outcomes, assigning observations to discrete categories

or classes based on known data, such as diagnosing diseases or identifying spam emails44.

The critical distinction lies in the output: regression deals with continuous variables, while

classification handles categorical variables, each employing specific evaluation metrics and

methodologies tailored to their predictive objectives43,44.

Different ML algorithms are categorized based on a specific task objective. In Supervised

Learning, models are trained using labeled data, where input and desired output data are

provided45. Unsupervised Learning deals with unlabeled data, focusing on finding patterns

or structures within46. Semi-supervised learning combines labeled and unlabeled data for

improved model training47. Lastly, Reinforcement Learning involves an agent interacting

with an environment, aiming to maximize a cumulative reward function48.

For process systems modeling, the supervised learning method is a potential alternative

approach for addressing the limitations of traditional modeling. This type of ML model

adeptly captures the system’s dynamics. It acts as a surrogate model within a decision-

making framework. ML models’ rapid and low-cost computational features make them

an effective system identification strategy for real-time dynamic optimization and process

control challenges49.

The choice of ML algorithm varies based on the system’s scale and the complexity of

the problem. Usually, for complex process systems with nonlinearities, DL methods are a

better choice to learn the complex patterns of a process.
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2.1.2 Data Collection

The accurate performance of ML models depends on properly collecting the process dataset.

This dataset forms the foundation of the ML models, as the weights of each model are trained

based on the information within this data.

Several approaches exist for collecting rich data that contain the physical patterns of a

process’s dynamics. One approach involves collecting real-time measurements from precise

sensors, such as temperature and pH sensors, throughout the process. This real-time data

collection method yields robust process data. However, implementing and maintaining a

sensor network can be time-consuming and expensive. Also, in some cases, real-time sensing

of the desired variables is not feasible. Considering these limitations, another data collection

approach is presented through offline simulations of traditional first-principle modeling. The

simulation data is then used to train the ML models. This method is proper when no sensory

data is available for real-time measurement of process variables, such as concentration values.

Non-continuum space modeling is integrated with first-principle models for multiscale

process systems to form multiscale models. These models provide accurate predictions of the

process dynamics. However, their high computational demands make them impractical for

real-time optimization and control. As a solution, combining offline simulations of multiscale

models with ML models is a potential solution to address the computational bottleneck49.

2.1.3 Data Preprocessing

Data preprocessing is a crucial step in the machine learning workflow that determines how

the ML model can see the latent patterns in a dataset. Data is cleaned, adjusted, and

prepared for the training phase in preprocessing. This step is not merely about correcting

data; operations in this stage, such as normalizing or standardizing, ensure that the ML

model understands the patterns in the data equally, leading to enhanced accuracy and

reliability50.

Normalization and standardization are crucial preprocessing steps in the context of neu-
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ral network training, each serving to scale input features in slightly different ways. Nor-

malization rescales features to a fixed range between 0 and 1, using the formula xnorm =

x−xmin

xmax−xmin
, which is particularly beneficial for algorithms that are sensitive to the absolute

sizes of feature values. Standardization, on the other hand, transforms data to have a mean

of 0 and a standard deviation of 1, according to z = (x−µ)
σ

, ensuring that features contribute

equally to model predictions without being biased by their original scale. The choice be-

tween normalization and standardization depends on the model’s specific requirements and

the nature of the data. Standardization is generally preferred for neural networks as it

maintains the data structure without bounding it to a particular range, which is crucial

for the algorithm’s convergence. However, normalization might be more suitable for data

constrained within a specific range or when the algorithm benefits from uniformly scaled

input features1,51.

2.1.4 Model selection

Machine learning offers a wide range of algorithms and architectures for modeling prob-

lems. In statistical learning, where the size of the dataset is relatively small and the

present patterns are not complex, methods like Support Vector machines (SVMs), Random

Forests(RFs), and ensemble models are efficient43. However, for larger problems, layer-based

neural networks such as FNNs, RNNs, and CNNs are used to learn complex patterns in a

large dataset1.

In process system identification, RNN-based surrogate models address the limitations

of traditional modeling approaches, resulting in real-time decision-making frameworks for

efficient implementation of dynamic optimization and control algorithms such as MPC46.

2.1.5 Training

The proper ML model’s parameters are found and tuned in the training phase. For Neural

networks, the model parameters are the weights assigned to each neuron. Finding the proper
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weights that represent the deep data patterns is an optimization problem addressed by a

combination of gradient descent algorithm and backpropagation52,53.

Backpropagation and Gradient-Decent

Backpropagation is a systematic method for calculating the gradients of the loss function

for each weight in the network, effectively determining how changes to weights decrease the

error between the predicted and actual outputs. It relies on the chain rule from calculus

to propagate errors backward through the network, from the output to the input layer.

Gradient descent, on the other hand, is an optimization algorithm that iteratively adjusts

parameters (weights) by moving in the direction of the negative gradient of the loss func-

tion, aiming to find the minimum loss by following the steepest descent. Together, these

mechanisms enable neural networks to learn from data, adjusting their weights to improve

predictions and decision-making capabilities1.

Gradient-decent’s fundamental principles have paved the way for developing more sophis-

ticated optimizers like RMSprop, SGD, and Adam. These advanced algorithms build upon

the basic concept of gradient descent, introducing mechanisms to overcome its limitations,

such as slow convergence and susceptibility to local minima25.

RMSprop

Root Mean Square Propagation (RMSprop) proposed an adaptive learning rate for each

model parameter, resolving the problem of a monotonically decreasing learning rate in gra-

dient descent by dividing the gradient by a running average of its recent magnitude25.

SGD

Stochastic Gradient Descent (SGD) updates the parameters using only a single sample

or a small batch of samples at each iteration. This approach significantly reduces the

computational burden, making it feasible to train on large datasets. Moreover, the inherent
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noise introduced by the stochastic nature of the algorithm helps in escaping local minima,

potentially leading to better solutions in complex loss landscapes54.

ADAM

Adam optimizer combines the advantages of two extensions of stochastic gradient descent:

Adaptive Gradient Algorithm (AdaGrad) and RMSprop. Like RMSprop, Adam maintains

a per-parameter learning rate that improves performance on problems with noisy or sparse

gradients. Additionally, Adam incorporates the concept of momentum by keeping track

of an exponentially decaying average of past gradients. This combination allows Adam to

navigate the optimization landscape in a way that is both fast and stable, making it a

preferred choice for many deep-learning tasks55.

2.1.6 Validation and Hyperparameter tuning

Validation assesses the model’s performance on unseen data, ensuring it doesn’t merely

memorize the training data but can also generalize to new, unknown data. Common vali-

dation methods include cross-validation and hold-out validation56. Hyperparameter tuning

refines the model’s settings to achieve optimal performance. Grid Search, Random Search,

and Bayesian optimization are employed to determine the best architecture and training

configurations. This ensures the ML model is optimally trained and valid for further use in

process optimization and control57.

2.1.7 Evaluations

The evaluation step determines how well the trained model can predict and control real-

world process dynamics. By using metrics like Mean Absolute Error (MAE) or Root Mean

Square Error (RMSE), the model’s performance is evaluated against test data. A robust

evaluation ensures that the model not only captures the historical trends of the process but
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is also equipped to handle unforeseen disturbances and variations, guaranteeing stable and

optimized process operations58,59.

2.2 Artificial Neural Networks (ANNs)

Various deep learning algorithms have been developed and refined to address specific objec-

tives, each designed to uncover hidden patterns within datasets through distinct methodolo-

gies. This evolution has led to the creation of several pivotal neural network architectures,

each contributing uniquely to the field’s advancement. Notably, architectures such as Feed

Neural Networks (FNNs) for regression tasks29,1, Recurrent Neural Networks (RNNs) for

sequential data analysis60,1, and more recently, Transformer models for natural language

processing tasks61, are common neural network designs. These architectures underscore the

dynamic nature of deep learning research. In this section, the mechanics of these specific

neural networks are highlighted.

2.2.1 Feed Forward Neural Networks (FNNs)

FNNs are a class of ANNs where the connection of each neuron layer to the next layers

is one-directional. They are the simplest form of neural network architecture, designed

to recognize patterns and make decisions without holding any hidden state. The primary

components of FNNs are layers: an input layer, one or more hidden layers, and an output

layer. Each neuron in a layer is connected to every neuron of the subsequent layer through

weights and biases1.Figure 2.1 shows the architecture of FNNs

Mathematically, the output y of a neuron can be represented as:

y = f

(∑
i

wixi + b

)
(2.1)

Where:
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• xi are the input values,

• wi are the weights associated with the connections,

• b is the bias, and

• f is the activation function.

Figure 2.1: Feed Forward neural Network (FNN)

The activation function, such as the sigmoid or ReLU, introduces nonlinearity into the

model, enabling it to capture nonlinear relationships in the dataset29.

Training an FNN involves adjusting the weights and biases to minimize the difference

between the predicted output and target values. This is achieved using the backpropagation
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algorithm in conjunction with gradient descent. Backpropagation computes the gradient of

the loss function concerning each weight by applying the chain rule, which is then used by

gradient descent to update the weights and biases, minimizing the loss25.

2.2.2 Recurrent Neural Networks (RNNs)

Despite the efficiency and the rapidness of FNNs, they are not proficient in recognizing

patterns in sequential datasets. Time-series problems and natural language processing are

types of sequential tasks where each value(word) is sequentially dependent on the other

values(words) in the past.RNNs, as another type of ANNs, address sequential data by

creating hidden states through the additional recursive connection of each neuron to itself.

The core idea behind RNNs is to maintain the hidden state that captures information about

previous steps in the sequence.

Vanilla RNNs

Vanilla Recurrent Neural Networks (RNNs) represent the most basic form of RNN archi-

tecture, designed to process sequential data by capturing temporal dependencies through

an internal state (memory) that allows previous outputs to be used as inputs while hav-

ing hidden states. However, they are notably challenged by long-term dependencies due

to the vanishing gradient problem, where gradients can either grow or shrink exponentially

over long sequences, making it challenging to learn correlations between distant events29.

Despite this limitation, Vanilla RNNs have been successfully applied in various tasks such

as language modeling and time-series forecasting, demonstrating their capability to model

sequences effectively for shorter dependencies? . Their simplicity and the intuitive way they

mimic temporal sequences make them a fundamental step in developing more complex RNN

architectures like LSTMs and GRUs1. Figure 2.2 shows RNNs’ structure
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Figure 2.2: RNN structure

Mathematically, the hidden state ht at time t is computed as:

ht = f(Whhht−1 + Wxhxt + bh) (2.2)

Where:

• xt is the input at time t,

• Whh and Wxh are weight matrices, and

• bh is the bias.

Long Short-Term Memories (LSTMs)

Vanilla RNN’s limitation in learning long sequences inspired the development of LSTMs.

LSTMs are a more evolved version of RNN designed to capture long-term dependencies.

They introduce memory cells that can maintain information in memory for long periods.

The core idea of LSTMs is the cell state, along with three gates (input, forget, and output)

that regulate the flow of information.49,1. The input gate controls the extent to which

new information flows into the memory cell, the forget gate decides what information is

discarded, and the output gate determines what data is passed on to the next time step29.
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Figure 2.3 shows the architecture of an LSTM cell.

Figure 2.3: An LSTM Cell

The information flow between the gates is mathematically described below:

Given input vector xt, previous cell state ct−1, and previous hidden state ht−1:

Forget gate: ft = σ(Wf · [ht−1, xt] + bf ) (2.3)

Input gate: it = σ(Wi · [ht−1, xt] + bi) (2.4)

c̃t = tanh(WC · [ht−1, xt] + bC) (2.5)

Cell state update: ct = ft ⊙ ct−1 + it ⊙ c̃t (2.6)

Output gate: ot = σ(Wo · [ht−1, xt] + bo) (2.7)

ht = ot ⊙ tanh(ct) (2.8)

Where:

• ht−1: Previous hidden state at time step t− 1.

• σ is the sigmoid function.
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• ⊙ denotes element-wise multiplication.

• W matrices and b vectors are trainable parameters of the LSTM.

.

Despite their strengths, LSTM networks have limitations. They can be computationally

intensive and slow to train, especially with large datasets, due to their complex architecture

involving multiple gates and recurrent connections. LSTMs also struggle with very long

sequences, where their advanced memory management mechanisms may fall short, leading to

diminished performance. Furthermore, they require substantial tuning of hyperparameters

to optimize performance for specific tasks, which can be time-consuming and expertise-

demanding. Lastly, LSTMs might not always effectively handle non-sequential or time-

independent data, limiting their applicability across different types of machine learning

challenges1,29.

Gated Recurrent Units (GRUs)

GRUs address the complex nature of LSTMs and their computational challenges in train-

ing. GRUs are designed to improve the efficiency and simplicity of LSTM networks. They

combine the forget and input gates into a single update gate and merge the cell state and

hidden state1.

GRUs maintain the ability to capture long-term dependencies in sequence data through

a simplified gating mechanism consisting of only two gates: the update gate and the reset

gate. The update gate determines the degree to which the unit retains old state information,

and the reset gate controls the incorporation of new input information, making GRUs adept

at sequence modeling tasks with potentially faster training times and fewer parameters than

LSTMs. Chung et al.62 have underscored the efficacy of GRUs in diverse applications, from

sequence modeling to speech signal processing, showcasing their versatility and performance.

Figure 2.4 shows the architecture of a GRU cell.
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Figure 2.4: A GRU Cell

The following equations can represent the GRU cell computations:

Update Gate: zt = σ(Wz · [ht−1, xt]) (2.9)

Reset Gate: rt = σ(Wr · [ht−1, xt]) (2.10)

Candidate Hidden State: h̃t = tanh(W · [rt ∗ ht−1, xt]) (2.11)

Final Hidden State: ht = (1 − zt) ∗ ht−1 + zt ∗ h̃t (2.12)

Where the variables represent:

• ht−1: Previous hidden state at time step t− 1.

• zt: Update gate vector at time step t.

• rt: Reset gate vector at time step t.

• h̃t: Candidate hidden state vector at time step t.

• ht: New hidden state vector at time step t.
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• W matrices and b vectors are trainable parameters of the LSTM.

RNNs, especially LSTMs and GRUs, have shown great promise in time-series prediction, a

critical component in MPC. By predicting future process values, MPC can make informed

decisions to optimize and control processes, especially in scenarios where traditional control

strategies might fall short49.

2.2.3 Encoder-decoder architecture

The encoder-decoder architecture is robust for sequence-to-sequence learning tasks. The

encoder processes the input sequence into a fixed-length vector representation, capturing

the essence of the input data, while the decoder takes this representation and generates

the output sequence. This architecture effectively handles sequences of variable lengths,

making it highly versatile and powerful for various applications. Cho et al. 63 were among the

pioneers to introduce and elaborate on this concept, demonstrating its efficacy in machine

translation tasks. Sutskever et al. 64 further cemented the architecture’s significance by

showcasing its application in translating sequences with deep LSTM networks, achieving

remarkable performance improvements. The encoder-decoder framework’s adaptability has

since been enhanced with attention mechanisms, as illustrated by Bahdanau et al. 65 , which

enable the model to focus on specific parts of the input sequence when generating each word

of the output sequence, thereby resolving long-range dependency issues.

2.2.4 Attention Mechanism

RNNs are promising for time-series modeling. As explained in detail, each RNN architecture

demonstrates potential applications in system identification for real-time decision-making.

Despite the advantages of RNNs, their training is computationally demanding due to the

recurrence and complex structure. Moreover, the full advantage of captured information for

time-series problems in RNNs is often not realized. This is the main reason for RNNs’ capa-
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bility to process long sequences. This problem was first noted in NLP, where long-sequence

learning was necessary for natural language translation. In the time-series context, develop-

ing RNN-based models for multi-step prediction requires a strategy for taking advantage of

the hidden state information with a new approach. Therefore, Bahdanau et al.66 introduced

the attention mechanism to leverage the captured data in RNNs for enhanced sequence-to-

sequence modeling. The attention mechanism allows models to focus on different parts of

the input sequence when predicting each word of the output sequence, akin to how human

attention shifts to other parts of a scene when processing visual information. It addresses

the limitations of sequence-to-sequence models by enabling the model to dynamically as-

sign weights to different inputs at each step of the output generation, which is particularly

beneficial for processing long input sequences.

The correlation in the attention mechanism of a sequence-to-sequence model is quantified

by attention weights, which are computed as follows:

cj =
Tx∑
i=1

αijhi (2.13)

Where:

• hi is the hidden state of the input at position i.

• h̄j is the hidden state of the output at position j.

• score(hi, h̄j) is a function that computes the alignment score between hi and h̄j.

• αij is the attention weight for the input at position i and the output at position j.

• Tx is the length of the input sequence.

• cj is the context vector for the output at position j.

The general form of the attention weights can be represented as follows:
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A(q,K, V ) =
∑
i

p(a(ki, q)) × vi

where

• A(q,K, V ) is the output of the attention mechanism, a weighted sum of the values.

• q is the query, compared against each key in the set K.

• K is the set of keys, with each ki corresponding to an element in the input sequence.

• V is the set of values, with each vi associated with a key ki and representing the

information to be weighted.

• a(ki, q) is the compatibility function that measures how well the query q matches each

key ki.

• p(a(ki, q)) represents the probability distribution over the keys obtained by applying

a softmax to the compatibility scores.

Several compatibility functions are proposed from different perspectives. Choudhari et

al.67 have discussed each compatibility function in detail.

Finally, the attention mechanism enhanced the capability of RNNs for more extended

sequence modeling; however, the computational demands for training such models are still

high, thus making them computationally intensive for large datasets.

2.2.5 Transformers

Using attention-based RNNs for training sequential models on a large data corpus suf-

fers from heavy computational demands. To address this problem, Vaswani et al., in the

renowned paper titled ”Attention is all you need” introduced encoder-decoder-based trans-

formers61.
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Transformers mark a paradigm shift in sequence-to-sequence models by eliminating the

need for recurrent layers in favor of the self-attention mechanism. This mechanism enables

the model to consider the entire input sequence simultaneously, thereby improving compu-

tational efficiency and model performance on tasks requiring an understanding of long-range

dependencies.

Structurally, the transformer consists of two core components: an encoder that maps an

input sequence to a sequence of continuous representations and a decoder that generates an

output sequence from these representations. Both the encoder and decoder are composed

of a series of identical layers, with each layer in the encoder containing a multi-head self-

attention mechanism and a position-wise fully connected feed-forward network, and each

layer in the decoder adding a third sub-layer that performs multi-head attention over the

encoder’s output. The inclusion of residual connections68 and layer normalization69 around

each sub-layer facilitates deeper model architectures by mitigating the vanishing gradient

problem

The introduction of the Transformer model has facilitated advancements across a range

of natural language processing tasks, evidenced by its foundational role in the development

of models such as BERT70 and GPT71, which have set new benchmarks in language under-

standing and generation, respectively. On the other hand, the advantages of transformers

are crucial for time-series modeling.

In process systems, the potential of transformers lies in their ability to model complex

temporal sequences for large-scale sequences with reduced training time, which is crucial

for predicting system behaviors and implementing MPC. Their ability to capture complex

patterns in sequential data can be harnessed to enhance the precision and reliability of MPC

systems72.
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2.2.6 Model evaluations

Understanding several important evaluatory metrics is essential for evaluating the general

performance of DL-based models. In regression tasks, common evaluation metrics such as

Mean Squared Error (MSE), Mean Absolute Error (MAE), and Mean Absolute Scaled Error

(MASE) indicate the average performance of the trained model. Depending on the problem’s

configuration, each metric can show the effectiveness of the DL model. On the other hand,

visual evaluations such as parity and residual plots show the model’s performance for each

data point and also provide a critical understanding of its specific strengths and weaknesses.

Mean Squared Error

Mean Squared Error calculates the average of the squares of the differences between actual

and predicted values, offering a clear measure of model accuracy. The squaring of the

errors ensures that larger errors are penalized more heavily than smaller ones, making MSE

sensitive to outliers. The general formula for MSE is represented as

MSE =
1

n

n∑
i=1

(yi − ŷi)
2, (2.14)

where n is the number of observations, yi is the actual value, and ŷi is the predicted value

by the model73. This metric is beneficial in regression analysis and has been extensively

utilized for model evaluation and comparison74.

Root Mean Squared Error

Root Mean Squared Error is the square root of the MSE, providing a scale-sensitive accu-

racy measure that quantifies the standard deviation of prediction errors. In this context,

prediction errors are the differences between actual values and the predictions made by the

model. The RMSE is especially valuable because it gives the errors in the units of the

variable of interest, making the interpretation straightforward. The formula for calculating

26



RMSE is expressed as:

RMSE =

√√√√ 1

n

n∑
i=1

(yi − ŷi)2 (2.15)

This metric is advantageous for its sensitivity to outliers and its ability to provide a

clear indication of model accuracy in the same units as the observed data, facilitating easier

model comparisons and assessments75,74,73.

Mean Absolute Error

Mean Absolute Error (MAE) calculates the average magnitude of the errors between pre-

dicted and actual values, disregarding their direction. MAE is defined as:

MAE =
1

n

n∑
i=1

|yi − ŷi| (2.16)

One of the main advantages of MAE is its interpretability; since it is expressed in the

same units as the data, it is straightforward for practitioners to understand the error mag-

nitude. However, MAE does not penalize significant errors as heavily as other metrics like

Mean Squared Error (MSE), which can be both an advantage and a limitation depending

on the application context. However, MAE remains popular due to its simplicity and clarity

in conveying the average prediction error75,74,73.

Mean Absolute Scaled Error

Mean Absolute Scaled Error (MASE) is a highly regarded metric in time series forecasting,

renowned for its utility in evaluating the accuracy of predictive models. Unlike other metrics

that may not account for the data’s scale or the forecast context, MASE provides a normal-

ized error measure that is easily interpretable and comparable across different time series

datasets. The brilliance of MASE lies in its ability to measure the prediction error relative
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to a naive benchmark forecast, typically the naive method of using the last observed value

for one-step forecasts. This scaling ensures that the MASE is dimensionless and allows for

meaningful comparisons between models and across time series with different units or scales

of measurement.

The formula for MASE is given by:

MASE =
1
n

∑n
i=1 |yi − ŷi|

1
n−1

∑n
i=2 |yi − yi−1|

The denominator is the mean absolute error of the one-step naive forecast method,

serving as the benchmark for scaling the forecast error75,74,73.

Parity plots

Parity plots evaluate the performance of predictive models by comparing predicted values

against observed or actual values. These plots graphically depict the degree of agreement

between the model outputs and the corresponding observed data, with each point repre-

senting an observation-prediction pair. The diagonal line shows that the predicted values

match the actual values perfectly. When there is zero error and 100% prediction accuracy,

all the predicted points will align with this line.76,77.

Residual plots

Residual plots assess predictive models by illustrating the differences, or residuals, between

observed values and those predicted by the model. These plots offer a granular view of each

data point’s prediction error, facilitating the identification of patterns in the residuals that

might indicate potential problems with the model’s assumptions, such as nonlinearity or the

presence of outliers78,79.
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2.3 Model Predictive Control (MPC)

MPC is an advanced control strategy that computes control actions by solving an optimiza-

tion problem at each time step. The optimization aims to minimize a cost function over a

finite prediction horizon, subject to system dynamics and constraints. In nonlinear systems,

this optimization often involves a nonlinear quadratic cost function. The objective in MPC

for such systems is expressed as:

J(U) =

∫ t+N

t

(
x(τ)TQx(τ) + u(τ)TRu(τ)

)
dτ (2.17)

where x(τ) is the state of the system at time τ , u(τ) is the control input, Q and R are

positive definite weighting matrices, and N is the prediction horizon. This integral form

accumulates the cost over the horizon, with quadratic terms penalizing state deviations and

excessive control efforts. The optimization problem in MPC becomes:

min
U

∫ t+N

t

(
x(τ)TQx(τ) + u(τ)TRu(τ)

)
dτ (2.18)

subject to the nonlinear system dynamics:

ẋ(τ) = f(x(τ), u(τ)), τ ∈ [t, t + N ] (2.19)

and any constraints on states and controls. The solution provides a sequence of control

actions over the horizon N , of which only the first is typically implemented. The procedure

is then repeated at the next time step, using updated state measurements or estimates.

This approach allows MPC to handle multivariable systems, constraints, and nonlinearities,

making it particularly suitable for complex process control applications45,80.
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2.4 Time-series system identification and real-time de-

cision making

In this section, we highlight recent studies on data-driven deep learning approaches for

time-series modeling of process systems and their integration with Model Predictive Con-

trol (MPC). To better understand each deep learning architecture’s application, we have

organized the highlighted studies based on the specific architecture each employs.

2.4.1 FNN-based process system modeling

The FNN’s capability of capturing and predicting nonlinear functions advocated by the

universal approximation theorem81 has attracted process systems researchers to use FNNs

for complex processes. For instance, Çıtmacı et al.82 have leveraged this capability to

propose an MPC framework for the electrochemical reduction of CO2. They gathered

relevant process data from an experimental setup of an electrochemical reactor. Instead of

traditional modeling methods for this setup, an FNN with two hidden layers is trained based

on real process data. Furthermore, the trained FNN is integrated with MPC, successfully

optimizing the electrochemical reduction of CO2 and showcasing the potential applications

of FNNs in black-box system identification of natural processes for control purposes.

In another work, Dodhia et al.83 demonstrated the application of FNNs, combined with

the advantages of reduced-order models, to enhance MPC for diffusion-reaction processes.

First, they employed the Karhunen-Loève expansion84 to derive PDE systems from the

process data. Then, using theGalerkin’s model reduction framework85, they reduced the

Partial Differential Equation (PDE) models into several Ordinary Differential Equations

(ODEs). However, using the reduced-order model was still computationally intensive for

MPC. Therefore, they employed FNNs to approximate the reduced model, which was sub-

sequently integrated into MPC, underscoring the robustness of FNNs. Furthermore, Alha-

jeri et al.31 integrated FNNs into MPC by designing an FNN-based hybrid model for an
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extended Luenberger observer86. To demonstrate the efficacy of the hybrid model, they

applied the hybrid model to a nonlinear process, which was simulated using a first-principle

model. The process data was obtained from the simulation and further used in the train-

ing of the hybrid model. This hybrid model was encapsulated in the observer, successfully

implementing Lyapunov-based MPC87 for the nonlinear process.

2.4.2 RNN-based process system modeling

Despite their deep pattern-capturing capabilities, FNNs fall short of understanding the

sequential patterns inherent in data. FNNs are commonly used in process systems and

control to map manipulated inputs to the system’s states. Yet, their limitations prevent

them from observing the temporal effects between different states.

RNNs, by creating a recurrence in each neuron, manage to capture the temporal relation

between the steps. Xiao et al.88 leveraged this ability to propose an RNN-based MPC

framework for plasma etch processes on 3D materials. They combined a multiscale model

with kinetic Monte Carlo’s detailed substrate etching. Galerkin’s reduction method was also

applied to reduce the multiscale model85. Separate RNN models were subsequently trained

on both the multiscale and the reduced model simulations to understand the dynamics of

the plasma etch system. The RNN models were then incorporated into an MPC strategy,

and their performance was benchmarked against a conventional PI controller. The results

showed that the proposed RNN-based MPC outperformed the PI controller.

RNNs have also been helpful in Economic MPC (EMPC). Hu et al.89 employed an RNN

model to integrate EMPC for switched nonlinear systems. This work was extended to create

another RNN model for real-time hybrid nonlinear systems. Continuing the previous work,

Hu and Wu,90 adopted an online learning approach where the RNN network updates its

weights based on real-time data received from the process rather than relying exclusively on

offline simulated data. This method resulted in enhanced MPC performance when compared

to offline training approaches.
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2.4.3 LSTMs and GRUs in process control

Long Short-Term Memory (LSTM) is a type of recurrent neuron designed to alleviate the

vanishing gradient problem in simple RNN neurons. From another perspective, LSTMs

resemble human short-term memory. Because of the sequential learning capability of the

LSTM network, it has become one of the frequently used deep neural network architectures

for developing MPC for highly nonlinear process systems49. Alongside the proposal of an

FNN-based hybrid model for MPC, Alhajeri et al.31 further developed an extended Luen-

berger observer based on an LSTM network. The proposed network consisted of two stacked

LSTM layers with a hyperbolic tangent activation function, trained on a numerically simu-

lated first-principle model for a nonlinear reaction process in a CSTR. The results showed

that integrating the LSTM-based observer with LMPC outperforms the FNN-based hybrid

model. Furthermore, Çıtmacı et al.82 demonstrated the application of LSTM networks for

nonlinear modeling of electrochemical reduction of CO2. Consequently, the successful inte-

gration of the LSTM model with MPC emphasizes the effectiveness of sequential ML models

for carbon dioxide reduction.

Also, LSTM networks have proven promising for acting as a surrogate model for kinetic

Monte Carlo (kMC) multiscale simulations. Shah et al.91 introduced an LSTM-based model

predictive control system to optimize the Kraft pulping process to meet the growing demand

for diverse paper types. By merging multiscale models with a kinetic Monte Carlo algorithm

and training an LSTM- network, the proposed controller efficiently achieves target values,

demonstrating high accuracy and computational efficiency.

While the applications above are categorized as black-box modeling, Alhajeri et al.92

showcased the applications of RNN models in grey-box modeling. They developed a par-

tially connected LSTM network for implementing MPC on an Ethylbenzene (EB) production

process. This hybrid model incorporates process structural knowledge with its learning capa-

bilities, leading to a less oscillatory and more energy-efficient MPC than the fully connected

model.
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The computational burden of training LSTMs has prompted the investigation of GRUs

for process modeling and optimal control applications. Krzysztof and  Lawryńczuk,93 em-

ployed GRUs to develop faster process models for a polymerization reactor and a neutral-

ization (pH) process. They also trained LSTMs for the same processes and integrated GRU

and LSTM models into MPC. Their research showcased the efficiency of GRU-based models

compared to LSTM-based ones. They concluded that GRUs outperform LSTM models in

learning the process dynamics and MPC implementation while being faster and requiring

fewer model parameters to train. Similarly, in another work, Bonassi et al.94 used GRUs

to model an unknown plant with a nonlinear MPC framework. They have further tested

this control system with a neutralization (pH) process benchmark, resulting in an offset-free

control strategy.

Alongside the challenges of process modeling, MPC requires robust ML-based models and

is susceptible to local minimum problems, which often lead to sub-optimal control actions

and deviation from control objectives. On the other hand, traditional PI/PID controllers

necessitate adaptive parameter tuning that varies according to the setpoints. Sitapure and

Kwon,95 addressed these challenges by creating an LSTM-based controller framework for a

batch crystallization process. The proposed controller, LSTMc, is an LSTM network trained

on control data. This data is derived from executing multiple MPC scenarios on the process.

To underscore the significance of their contribution, they also introduced an LSTM-based

surrogate model for the same process and integrated it with MPC. Ultimately, their results

indicate that LSTMc outperformed the LSTM-MPC method and exhibited fewer set point

deviations in the presence of noisy sensor data.

2.4.4 Transformers in process control

The self-attention mechanism resulting in the transformer’s architecture revolutionized Nat-

ural Language Processing (NLP). This allowed models like BERT and GPT to outperform

RNNs in recognizing sequential data patterns, leading to the creation of ChatGPT.To ad-
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dress this breakthrough in process control, Sitapure and Kwon,72 developed time-series

transformers (TST) by integrating multiple attention blocks with a neural network. Using

batch crystallization data, they trained TSTs and found they predicted nonlinear dynamics

more accurately than RNNs. By merging TSTs with RNNs, they improved nonlinear pre-

dictions and demonstrated optimized control with MPC. In later research, they addressed

the system-to-system (S2S) transferability using TSTs. Their ”Crystal GPT” framework,

based on TSTs, tracks the temporal progression of crystals in the crystallization process,

resulting in superior MPC performance compared to the RNN-MPC approach96.

Park et al.97 highlighted the use of transformers in MPC, presenting a transformer-based

framework for multi-step ahead predictions. They evaluated the performance of single-

step and multi-step ahead transformer models against LSTM-based models in MPC. Their

findings indicated that, as process surrogate models, transformers perform more efficiently

than LSTMs in accuracy and optimization speed.
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Chapter 3

LSTM-based system identification on

ammonia synthesis process

Ammonia, represented as NH3, is a compound made of nitrogen and hydrogen that plays a

crucial role in agriculture and energy sectors. It is widely used as a fertilizer in agriculture

to enhance soil fertility and increase crop yields. In the energy sector, ammonia’s potential

as a sustainable energy carrier is gaining attention due to its high energy density and the

fact that it does not emit carbon when used as a fuel. The infrastructure for ammonia pro-

duction and distribution, which has developed over a century, along with advancements in

ammonia synthesis and decomposition technologies, supports the transition towards renew-

able ammonia production. This transition is driven by the need to reduce carbon emissions

and promote a sustainable energy landscape35,33.

The role of ammonia in achieving a sustainable future is underscored by its versatility

as an energy carrier and its potential to decarbonize various sectors, including transporta-

tion and power generation. The technological roadmap to the ammonia energy economy

highlights ammonia’s capacity to store and transport renewable energy, addressing the in-

termittency of renewable sources such as wind and solar98. However, realizing an ammonia-

based energy economy faces challenges, including developing efficient, low-cost, and green
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ammonia production methods and advancing technologies for the safe and effective use of

ammonia as a fuel. Overcoming these challenges is essential for leveraging ammonia’s full

potential as a critical component of a sustainable energy and agricultural system, leading

to a future where energy storage and supply are both sustainable and resilient.

Deep learning-based frameworks have the potential to address some of these challenges.

This case study presents an LSTM-based real-time decision-making framework that resolves

the computational difficulties of an ammonia synthesis reactor digital twin and presents an

efficient way of using deep learning methods for smooth and low-cost integration of renewable

energies in ammonia production.

3.1 Ammonia production

Ammonia is produced through a reversible reaction between nitrogen (N2) and hydrogen

(H2) gases under high pressure and temperature, using an iron catalyst99,34 known as the

Haber-Bosch process. this process has significantly impacted agricultural productivity and

global food supply. This method has been fundamental in producing nitrogen fertiliz-

ers, directly influencing agricultural yields and sustainability. The Haber-Bosch process

is renowned for its efficiency and scale, enabling the production of ammonia on an indus-

trial scale necessary to meet the global demand for fertilizers. This emphasizes the necessity

of real-time decision-making frameworks to meet global demands further while integrating

renewable energies and addressing environmental concerns.

3.2 Multiscale modeling of ammonia synthesis packed-

bed reactor

Dynamic optimization and optimal control hinge on an accurate process model that describes

the system’s nonlinear behavior. We defined a packed-bed reactor (PBR) as our ammonia
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Figure 3.1: Schematics of Haber-Bosch process inside a PBR

synthesis system in this case study (Figure 3.1). We use heat, momentum, and mass balances

to develop a detailed multi-scale model for this system. Combined with computational fluid

dynamics (CFD) tools, we created a digital twin of ammonia synthesis that replicates the

real process.

The implementation of digital twins facilitates a deeper understanding of systems, pre-

diction of failures before they occur, and testing solutions in a virtual environment, thereby

reducing costs and downtime while improving performance100.

Remark 1 : The development of the multiscale model is another topic of our research

group. We abstained from explaining the details of the multiscale model since this thesis

focuses on time-series modeling of the ammonia synthesis PBR using LSTM. However, the

details can be found in our recent paper

3.3 Problem Statement

The developed multiscale model is solved using the finite-element method incorporated in

COMSOL multiphysics101. Despite the robustness and accuracy of this method, it is slow

and cannot contend with the required response time of a real-time dynamic optimization

algorithm. These limitations primarily stem from the high computational cost of solving
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large-scale problems, which require significant memory and processing power, especially for

three-dimensional models and nonlinear material behavior102. Additionally, the iterative

nature of optimization processes and the detailed simulations required at each step exac-

erbate these computational challenges. As a result, the multiscale models are limited to

real-time decision-making103.

Deep learning’s unique learning capabilities offer a new perspective to bridge the com-

putational gap between multiscale modeling and real-time control and optimization. In this

case study, we propose an efficient real-time optimization and control framework empowered

by LSTMs. We employ time-series modeling using LSTMs to address the computational lim-

itations of the FEM methods, resulting in a fast and accurate surrogate model of the system.

Furthermore, we utilize both the surrogate and multiscale models in an MPC framework

to control maximum temperature (Tmax) and outlet ammonia concentration (CNH3) by ma-

nipulating removed heat (Q) and inlet flow (F). Integrating the surrogate model for MPC

optimization and the multiscale model for MPC implementation will result in successful

real-time control of the ammonia synthesis PBR.

3.4 Data generation

Gathering sufficient process data is crucial for training the surrogate model. Capturing

all possible nonlinear behaviors within the process data is key to ensuring the surrogate

model’s accurate optimization performance. We generated this dataset using offline CFD

simulations of the ammonia synthesis reactor executed in COMSOL Multiphysics across a

comprehensive array of input parameters. We discretized the removed heat Q in an array

varying from 0 to 100 kW/m2 in 5 kW/m2 increments, and the flow rate F from 50 to

1000 L/min, with each increment being 50 L/min. To ensure steady-state conditions, each

simulation was executed for 1000 minutes. This procedure generates a dataset containing 420

distinct dynamic simulations representing the complex dynamics of the ammonia synthesis
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process in the packed bed reactor.

Figure 3.2 shows the outlet ammonia averaged concentration under fixed inlet flow (600

L
min

). This figure emphasizes the thermodynamic and kinetic effects of the reaction on

ammonia production. The smaller removed heat values result in lower steady-state concen-

tration conditions.

For maximum temperature, similar dynamics are observed across different values of

removed heat; however, each decrease in removed heat is associated with higher maximum

temperature dynamics (Figure 3.3). This trend is explained by the reduced efficiency in

heat dissipation. As less heat is extracted from the system, the residual energy accumulates,

resulting in elevated maximum temperatures.

On the other hand, Figures 3.4 and 3.5 show the behavior of maximum temperature and

outlet concentration under different inlet flows and fixed removed heat. In concentration,

higher flow rates cause a faster steady-state with more steep concentration peaks. The

significant peaks observed in the outlet ammonia concentration result from the accumulation

of ammonia within the reactor before the bulk fluid arrives at the outlet. This is anticipated

due to the continuous production of ammonia and the fact that the outlet is not reached

instantaneously. In maximum temperature, higher values are observed with smaller flow

rates; this is due to the slower flow velocity that results in increased residence time.

3.5 Irregular time-series and bimodal data distribu-

tion

Statistical analysis of the offline simulation data is the first step in the data processing. The

offline simulation data is expected to have 4.2 × 105 data points; however, early analysis

shows that the generated dataset only contains 1.2 × 105 data points. We realized that

the temporal profiles of the generated dataset are not in constant time steps. This reveals

that the computational limitations of the FEM model not only make multiscale models
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Figure 3.2: Outlet Ammonia concentration values in fixed F = 600 L
min

Figure 3.3: Maximum Temperature values in fixed F = 600 L
min
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Figure 3.4: Outlet Ammonia concentration values in fixed Q = 20 kW
m2

Figure 3.5: Maximum Temperature values in fixed Q = 20 kW
m2
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Figure 3.6: Bimodal distribution of the control objectives in the ammonia production reac-
tor.

unsuitable for real-time decision-making but also introduce another limitation for proper

data generation for surrogate model training.

From a time-series perspective, the nonuniform timestep distribution is considered an

irregular time-series problem. Training LSTMs on irregular datasets would result in poor

and biased performance, depending on the statistical distribution of the data. As a result,

the simulation data display a dual-peaked distribution, known as bimodal distribution104,

depicted in the distribution plots for each controlled output in Figure 3.6. The initial peak

reflects the early dynamics of the reaction process, whereas the second peak represents

the phase where the system stabilizes into a steady state. These two patterns introduce

a notable bias in the training of LSTMs, potentially compromising the accuracy of the

surrogate model. This complication stems from the LSTM model’s attempt to concurrently

learn the sequential patterns evident in both peaks, which can obscure the distinctness of

each pattern. To facilitate effective training, validation, and evaluation of the LSTM-based

surrogate model, it is critical to transform this irregular dataset into a regular time-series

dataset where the time steps are consistent103,105.
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3.6 Gappy data regenerator

To create a uniform time-series dataset, we devised a data regeneration strategy known as

Gappy Data Regenerator (GDR), essentially an FNN trained on the simulated data. The

(GDR) model is structured with seven fully connected layers. To avoid overfitting, the

architecture includes two dropout layers and uses ”ReLU” and ”leaky ReLU” activation

functions106,107. The Mean Squared Error (MSE) is the loss function, with the ADAM

optimizer108,55 applied for model optimization.

3.6.1 GDR training

To reshape the time-series problem into a supervised learning challenge, the time variable

(t) is integrated alongside other parameters as an independent variable in the input vector.

Consequently, I = [t,Q,F] denotes the GDR’s input features, and O = [Tmax, CNH3,outlet] rep-

resents the output vector. The dataset is split into 80% for training and 20% for validation,

with all data standardized. For optimal training, we implemented k-fold cross-validation

(k = 5) for enhanced validation. The GDR is trained over 36 epochs, incorporating an early

stopping criterion to prevent overtraining.

Additionally, inferences are drawn using constant time steps (dt = 1) with the trained

GDR, generating a dataset of high temporal resolution, which aligns with the input pa-

rameters used in the COMSOL simulations. Despite being based on offline simulations,

the regenerated dataset presents uniform multivariate time series process data. The en-

tire data preprocessing pipeline, alongside the network’s configuration, training, and data

regeneration inferences, is executed using the TensorFlow library in Python.

3.6.2 Regularizing simulation data

Interpolating simulation data using the GDR method regularizes the time-series process

data. As depicted in Figure 3.7, the bimodal distribution of Tmax is normalized, whereas for

43



Figure 3.7: Regenerated distributions of the control objectives in the ammonia reactor.

CNH3,outlet, the principal peak illustrates the dominant dynamics of CNH3,outlet throughout the

synthesis process. Moreover, the regenerated dataset guarantees a normal data distribution,

representing the physical dynamics of the reactor. It adeptly balances the normalization of

data with the preservation of critical features. The regenerated dataset contains 4.2 × 106

time-series data points, thoroughly encompassing the full dynamics of the ammonia synthesis

reactor.

3.6.3 GDR evaluations

The performance of the GDR model is critical for further development of the real-time

control framework since the associated errors would be propagated through the surrogate

model training. Table 3.1 shows the error metrics of the developed GDR model.

Table 3.1: GDR Performance Metrics for System Outputs

System Outputs RMSE MASE MAE
CNH3,outlet 7.62 1.15 5.26

Tmax 2.85 0.85 2.12
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The error metrics show that the GDR model interpolates maximum temperature with

better performance compared to outlet concentration. As observed in Figure 3.2,3.4, outlet

concentration exhibits more nonlinear behavior than maximum temperature, making it more

challenging for the GDR model to interpolate. Overall, the scores show minimal propagated

error to surrogate model training.

For further analysis, Figure 3.8 shows the parity plots for the GDR model to visually

evaluate its performance. The parity plots show that the predictions are aligned with the

perfect prediction line.

(a) Parity plot for concentration (b) Parity plot for temperature

Figure 3.8: Parity plots of GDR model predictions.

Despite the parity plots exhibiting consistent model performance, pinpointing the precise

conditions under which the GDR model manifests suboptimal performance remains challeng-

ing. To address this issue, we employ residual analysis (Figure 3.9) as a strategic approach to

identify the instances of the GDR model’s poorest performance. This methodology enables

us to quantitatively assess the maximum error propagation affecting the surrogate model’s

training process, thereby enhancing the robustness and reliability of the model’s predictive

capacity.

Despite employing k-fold cross-validation, the residual analysis reveals outlier predic-

tions by the GDR model concerning maximum temperature and outlet ammonia concentra-
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(a) Residual plot for concentration (b) Residual plot for temperature

Figure 3.9: Residual plots of GDR model predictions.

tion. Further error calculations disclose the maximum percentage error propagated to the

surrogate model training under the worst-case scenarios of GDR predictions. Specifically,

this value for maximum temperature is 9.27%, and for outlet ammonia concentration, it

is 12.27%. It is important to note that these values account for only a single prediction,

representing the worst prediction of the GDR model.

3.7 LSTM surrogate model training

3.7.1 Network Architecture

By obtaining a regularized process dataset using GDR, we can train an LSTM-based sur-

rogate model that reduces the computational complexity of the multiscale models. We use

the encoder-decoder architecture (Figure 3.10), where stacked LSTM layers are used for the

encoder, and a fully connected layer is used for decoding the time-series predictions. The

LSTM layers in the encoder part include three stacked LSTM hidden layers activated by

the tanh function.

The encoder-decoder architecture learns the temporal patterns by processing previous

data (t− 1, t− 2, . . ., t− k) to predict future data (t+ 1, t+ 2, . . ., t+m). The number of
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Figure 3.10: Encoder-decoder architecture with LSTM and fully connected layers for multi-
step time-series prediction

the previous data points is often referred to as memory length (k), while the number of the

future predicted steps is called the prediction horizon (m) (Figure 3.11). Usually, models

with a prediction horizon of one (m = 1) are regarded as single-step ahead models, while

models with a prediction horizon exceeding one (m > 1) are known as multi-step ahead

models.

Figure 3.11: Time-series sequence with memory and prediction horizon

3.7.2 Single-step and multi-step ahead model configurations

we explored and analyzed the performance of single-step and multi-step ahead surrogate

modeling with varying memory lengths to achieve the most accurate settings for training

the LSTM-based surrogate model. we inspected the impact of varying memory lengths,

specifically k = [5, 10, 20], on the performance of both single-step (m = 1) and multi-step
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(m = [5, 10, 15]) predictive models. While single-step models are noted for their precision,

their integration with MPC necessitates dependence on values predicted in prior steps for

determining MPC prediction horizons. This dependency often results in unwanted error

propagation within the MPC framework. Conversely, multi-step models offer a solution to

this challenge by aligning the count of forecasted steps directly with the MPC prediction

horizon. For further analysis of these surrogate models, we trained all combinations of

memory lengths and prediction horizons under the constraint that the prediction horizons

would not exceed the memory lengths. Table 3.2 presents different model parameters.

Table 3.2: Model Parameters based on memory length and prediction horizon

Index Memory length (k) Prediction horizon (m) Trainable Parameters
1 5 1 638,702
2 5 5 644,710
3 10 1 640,202
4 10 5 652,210
5 10 10 667,220
6 20 1 643,202
7 20 5 667,210
8 20 10 697,220
9 20 15 727,230

3.7.3 Training

For smooth integration of the surrogate model and MPC, we transform the process data into

deviations from the steady-state conditions, and the data is normalized using MinMax scal-

ing109. Additionally, the LSTM model’s inputs are defined as ILSTM = [U ′
1, U

′
2, X

′
1(t−k), X

′
2(t−k)],

with outputs OLSTM = [X ′
1(t+1), X

′
2(t+1)], where U ′

1 = Q − QSS, U ′
2 = F − FSS, X ′

1 =

Tmax − Tmax, SS, and X ′
2 = CNH3 − CNH3,SS. the system states (X ′

1, X
′
2) are dependent

variables, indicating that their future values (t + 1) have a temporal correlation with past

sequence values (t−n).The LSTM-based surrogate model interprets this multi-input multi-

output (MIMO) system as a task of multivariate parallel time-series regression task.
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We employed the ADAM Optimizer55 alongside the mean squared error loss function with

30 epochs and a batch size of 32 for training each LSTM-based surrogate model. Further-

more, we used Hyperband optimization for hyperparameter tuning110. TensorFlow/Keras

with Optuna was used for training and inference implementations111,112.

3.8 Surrogate model performance evaluations

Precise dynamic optimization and real-time control of the ammonia reactor hinges on the

performance of the developed surrogate models. To find the best model, we first analyzed

each model’s general performance to identify the optimal memory length and prediction

horizon. We employed the standard metrics to find the best single-step and multi-step

ahead models.

3.8.1 Single-step ahead models

Table 3.3: Single-step ahead LSTM-based model performance metrics for Tmax − Tmax, ss

Memory Length RMSE MASE MAE
5 18.41 9.34 13.13
10 28.90 7.88 20.93
20 16.77 2.66 11.59

Table 3.4: Single-step ahead LSTM-based model performance metrics for CNH3 − CNH3,ss

Memory Length RMSE MASE MAE
5 34.86 9.32 23.78
10 28.18 4.38 19.71
20 55.70 6.34 40.09

Tables 3.3 and 3.4 present the error metrics for the prediction of maximum temperature

and ammonia outlet concentration steady-state deviations, respectively. MASE facilitates

the assessment of model performance across both targets on a unified scale. The analysis

reveals that the single-step model with a memory length of twenty (k = 20) exhibits the
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minimum average MASE value, indicating superior predictive accuracy. However, when

considering the RMSE, this superiority is not uniformly observed across both targets; it

registers the maximum RMSE value for the outlet concentration predictions. Considering

both the MASE for consistency in performance evaluation and the RMSE for predictive

accuracy, the model with a memory length of ten (k = 10) demonstrates overall better

performance.

3.8.2 Multi-step ahead model

Memory Length Prediction Horizon RMSE MASE MAE
5 5 8.07 5.06 4.95
10 5 13.64 6.41 11.06
10 10 9.31 3.53 6.09
20 5 4.55 1.24 3.44
20 10 11.36 3.02 8.38
20 15 8.86 2.16 5.99

Table 3.5: Multi-step ahead LSTM-based model performance metrics for Tmax − Tmax, ss

Memory Length Prediction Horizon RMSE MASE MAE
5 5 27.02 20.76 20.71
10 5 21.47 8.41 15.76
10 10 35.34 13.74 25.74
20 5 43.22 8.89 31.62
20 10 31.54 6.26 22.27
20 15 43.69 9.00 32.02

Table 3.6: Multi-step ahead LSTM model performance metrics for CNH3 − CNH3,ss

Tables 3.5 and 3.6 present error metrics for multi-step ahead LSTM surrogate models.

The MASE analysis indicates that the LSTM model with a memory length of twenty and a

prediction horizon of ten (k = 20,m = 10) outperforms the other multi-step ahead models.

However, when considering the RMSE, it becomes apparent that this model has a relatively

higher error for outlet ammonia concentration. Considering both MASE and RMSE metrics,
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the model with a memory length of ten and a prediction horizon of five (k = 10,m = 5)

demonstrates more effective performance for both outputs.

3.8.3 Parity plots

The parity plots demonstrate the overall accuracy of the LSTM models across all parallel

time series. Figure 3.12 displays the parity plots for single-step and multi-step ahead models

concerning the steady-state deviations of maximum temperature. The predictions from

the single-step ahead model closely align with the ideal prediction line, in contrast to the

multi-step ahead models, where the predictions diverge more significantly from the perfect

prediction. This divergence results from the multi-objective training phase inherent to the

multi-step ahead models, highlighting a trade-off between accuracy and the complexity

of forecasting over extended steps. The LSTM models demonstrate different behaviors

in predicting concentrations. Figure 3.13 showcases the parity plots for the steady-state

deviations of outlet ammonia concentration. The multi-step ahead model outperforms its

counterparts. In this context, the multi-objective training proves advantageous, effectively

capturing the complex dynamics of ammonia concentration. It is crucial to emphasize that,

unlike maximum temperature, the transient states of outlet ammonia concentration are

inherently complex, making predictive data-driven time-series modeling more challenging.

3.8.4 Residual plots

Figure 3.14 presents the residual plot for the steady-state deviations of maximum temper-

ature, corroborating earlier observations from the parity plots (Figure 3.12) that suggest

single-step models exhibit lower error margins for maximum temperature. Furthermore,

Figure 3.15 displays the residual plots for steady-state deviations of ammonia outlet con-

centrations. The residual analysis indicates that the multi-step model exhibits lower error

margins. This difference is attributed to the complex transient behavior of the ammonia

synthesis reactor, which aligns well with the multi-objective nature of the multi-step models,
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(a) Single-step ahead (k = 10). (b) Multi-step ahead (k = 10 ,m = 5).

Figure 3.12: LSTM models parity plots for Tmax − Tmax, ss

(a) Single-step ahead (k = 10). (b) Multi-step ahead (k = 10 ,m = 5).

Figure 3.13: LSTM models parity plots for CNH3 − CNH3,ss.

facilitating more accurate predictions. Additionally, the regenerated distributions (Figure

3.7) for outlet ammonia concentrations are not entirely Gaussian form, leading to increased

error propagation during LSTM model training for outlet ammonia concentrations.
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(a) Single-step ahead (k = 10). (b) Multi-step ahead (k = 10 ,m = 5).

Figure 3.14: LSTM models residual plots for Tmax − Tmax, ss .

(a) Single-step ahead (k = 10). (b) Multi-step ahead (k = 10 ,m = 5).

Figure 3.15: LSTM models residual plots for CNH3 − CNH3,ss

3.9 LSTM-MPC framework

The final step of the proposed real-time dynamic optimization framework for this case study

is the integration of surrogate models with Model Predictive Control. It is critical to mention

that relying solely on the surrogate model for MPC might raise safety concerns. As indicated

in the evaluation section, there is an error margin in the surrogate model’s predictions.

To address this, we proposed an LSTM-based MPC method, termed LSTM-MPC, for

ammonia synthesis reactor control that also leverages the multiscale model. The schematic

53



Figure 3.16: Multi-platform computational framework developed to control the ammonia
reactor in real-time.

of this framework is illustrated in Figure 3.16.

In MPC, the computational bottleneck occurs during optimization; thus, we utilized

the LSTM surrogate model as a rapid system replica for optimization purposes. This step

identifies the optimal manipulated inputs in the system space, used as the system input

in the implementation phase. This phase involves a singular computation of the system;

hence, it is not computationally demanding. This allows for using the multiscale model

to compute the outputs that determine the current system states. These states are further

assessed to conduct optimizations in the future. Maintaining the multiscale model alongside

the surrogate model corrects unintended errors by the surrogate model and ensures the safety

of the LSTM-MPC framework.

We conducted closed-loop simulations using LSTM-MPC with a sampling rate of one,

utilizing both single-step and multi-step models. Figure 3.17 illustrates the closed-loop

simulations of the single-step models with an MPC prediction horizon of 10. The system

outputs smoothly and moves toward a steady state. However, using single-step models with

an MPC prediction horizon of more than one causes more oscillations in the manipulated
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Figure 3.17: Closed-loop simulation with single-step LSTM model

inputs. Furthermore, employing the same MPC configurations with a multi-step model

resulted in less oscillatory manipulated inputs, as shown in Figure 3.18.

Figure 3.18: Closed-loop simulation with multi-step LSTM model
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3.10 Conclusion and future work

Sustainable ammonia synthesis using renewable energies depends on efficient real-time dy-

namics and optimal control frameworks to manage renewable energy sources while ensuring

continuous production. Developing these frameworks necessitates a detailed understanding

and analysis of the industrial-scale ammonia synthesis process. This advanced analysis is

achieved through CFD simulations of the multiscale model of the Haber-Bosch process for

a packed-bed reactor, known as the CFD digital twin of the ammonia synthesis process.

The multiscale model yields an accurate and robust analysis of the intricate behavior of the

system; however, its computational demands limit its real-time application.

In this chapter, we demonstrated how deep learning time-series modeling offers a promis-

ing approach to reducing the computational complexities of digital twins, further enabling

their integration for optimization and control purposes. For training single-step and multi-

step ahead LSTM surrogate models, we initially utilized offline CFD simulations from a

high-fidelity model across 420 different operational conditions. However, subsequent data

analysis revealed that computational limitations forced the FEM solver to simulate the reac-

tor with inconsistent time steps, resulting in an irregular time series dataset and a bimodal

data distribution. The statistical distribution indicated that the computational bottleneck

occurs when computing the transient states of the reactor, leading to data being more con-

centrated at the beginning of the reaction and at steady-state conditions. This concentration

could hinder the ability of LSTM models to observe and learn the transient dynamics of the

reactor. To address this issue, we introduced a gappy data generator to regularize the of-

fline CFD simulations. Furthermore, we trained the LSTM models for a multivariate parallel

time series task to predict the maximum temperature and outlet ammonia concentration

steady-state deviations.

The performance evaluations yielded intriguing results. The overall performance metrics

suggest that models with a memory length of ten (k = 10) provide better accuracy and

consistency. We also observed that the single-step ahead model outperforms the multi-step
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ahead model for maximum temperature steady-state deviations; however, the multi-step

ahead models demonstrate lower error margins for ammonia concentrations. Subsequently,

we integrated the surrogate models into MPC optimization, with the digital twin in MPC

implementation acting as the real process. The closed-loop simulations indicate smooth

convergence to the control trajectories.It is crucial to note that the presence of the multiscale

model in MPC implementation does not pose computational challenges and also corrects

any potential prediction errors, enabling safer implementations of the proposed real-time

dynamic optimization framework.

Adopting data-driven surrogate modeling techniques facilitates real-time control of am-

monia synthesis. However, there’s room for improvement in these models’ performance.

One potential avenue for exploration is hybrid modeling113,114,115. In this approach, instead

of training LSTM models to represent the entire process, we train them to mimic the non-

linear operators of the multiscale model. The existing data parallelization capabilities of

neural networks lead to a faster resolution of the nonlinear operators, thereby reducing the

computational demands of the CFD model.

Physics-informed neural networks (PINNs) present another robust approach to surrogate

modeling116,117,118,119. In this methodology, LSTM networks are trained not solely on process

data but also incorporate the physical principles governing the reactor. This is achieved by

including the model’s equations within the training phase and utilizing a cumulative loss

function that accounts for both the process data and the equations of the physical model.

This approach is anticipated to yield superior accuracies compared to purely data-driven

methods, owing to its integration of the system’s underlying principles.
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Chapter 4

Time-series modeling of soil water

content for agricultural decision

making

The impact of global warming has been imposing severe climatic patterns, causing extensive

droughts and water shortages, and exerting detrimental effects on ecological processes120.

Soil water content (SWC) is a crucial parameter for understanding the environmental and

hydrological processes within terrestrial ecosystems that are susceptible to the impacts of

global warming. SWC directly affects the soil’s physical and chemical properties, plant

growth, and microbial activity, thereby influencing agricultural productivity and environ-

mental quality121,122. Therefore, the unprecedented climatic patterns cause fluctuations in

SWC, which implicitly impact irrigation, crop growth, and agricultural productivity. The

accurate measurement and modeling of SWC are thus fundamental for water resource man-

agement, agricultural planning, and climate change adaptation strategies. In recent years,

advanced remote sensing techniques have significantly improved the spatial and tempo-

ral resolution of SWC measurements, offering new insights into SWC dynamics at global

scales123.
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4.1 Problem Statement

On-site SWC measurements and dynamic modeling are essential needs for real-time agri-

cultural decision-making. Several sensing methods have been proposed for SWC measure-

ments124. On the other hand, the combination of hydrological concepts with transport

phenomena has pioneered a modeling framework for SWC.

4.1.1 Richards Equation

The Richards equation, a fundamental partial differential equation in soil physics, describes

the movement of water in unsaturated soils. Developed by L.A. Richards in 1931, this

equation revolutionized the understanding of unsaturated zone hydrology by providing a

mathematical framework to describe the complex dynamics of water flow through soil pores

under varying water content conditions125. The Richards equation is based on Darcy’s law

and the conservation of mass, and it accounts for the non-linear relationship between the

soil’s hydraulic conductivity and the water content. This non-linearity poses significant

challenges for analytical and numerical solutions, making the equation a focus of research

for hydrologists and soil scientists aiming to model soil water dynamics accurately. The

importance of the Richards equation extends beyond theoretical hydrology; it is crucial

for predicting water movement in agricultural fields, managing irrigation efficiently, and

understanding the ecological impacts of water flow.126,127.

The general form of the Richards equation is given by:

∂θ

∂t
= ∇ · (K(θ)∇h) + S (4.1)

where

• θ is the volumetric water content,

• t is time,
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• K(θ) is the hydraulic conductivity as a function of water content,

• h is the pressure head,

• S represents sources or sinks of water (e.g., root water uptake, evaporation).

While the Richards equation provides a comprehensive mathematical framework for

modeling water flow in unsaturated soils, its practical application in real-time agricultural

decision-making faces significant limitations. The equation’s complexity, stemming from

its non-linear partial differential nature, requires sophisticated numerical methods for its

solution, making real-time analysis challenging127. Additionally, the accurate parameteri-

zation of soil hydraulic properties, such as hydraulic conductivity and soil water retention

characteristics, which are highly variable in space and time, poses a substantial hurdle128.

These properties are often difficult to measure directly in the field with the precision re-

quired for the Richards equation, leading to uncertainties in model predictions. As a result,

simpler models or empirical approaches are often preferred for operational use, where speed

and ease of use are important129. Despite its theoretical importance for understanding soil

water dynamics, these significant challenges limit the practical application of the Richards

equation in real-time agricultural decision-making.

To overcome this challenge, Markov Decision Processes (MDP) have been employed to

create a simplified model for estimating soil water storage40.

4.1.2 Markov-based soil water content estimation

The Markov-based model significantly simplifies the Richards equation, offering a more

practical approach to SWC predictions. By leveraging the principles of Markov chains to

model the stochastic nature of SWC dynamics, these models reduce the computational com-

plexity associated with the non-linear partial differential equations of the Richards model.

Markov-based models treat SWC as a random process, where the future state of SWC de-

pends only on its current state and not on the sequence of events that preceded it130,131,132.
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This simplification allows for faster computations and easier parameterization, making it

well-suited for real-time agricultural decision-making. Unlike the Richards equation, which

requires detailed information on soil hydraulic properties and extensive computational re-

sources, Markov-based models can provide quick and reasonably accurate SWC estimates

using readily available weather data and basic soil characteristics. As a result, Markov-based

models have become a valuable tool for farmers and agricultural managers, enabling them

to make informed decisions based on the predicted SWC levels with a greater emphasis on

operational practicality and less on computational intensity.

Equation (4.2) represents the conventional formulation of the Markov chain-based model

accounting for precipitation, seasonal water fluctuations, and climate impact on soil water

storage133.

St = min
(
Smin + α(St−1 − Smin) + Pt, Smax

)
(4.2)

where St describes water storage during time t, α is the loss coefficient, and Pt represents

total precipitation as a function of time, and Smin and Smax are the lower and upper bounds

of the water storage, respectively. The loss coefficient denotes all the water losses caused by

runoff and drainage, which can be estimated throughout the year

α = c + (1 − c) sin
(
2π

DOY − ϕ

365
+

π

2

)
(4.3)

where c is an empirical constant, ϕ represents a phase constant, and DOY is day of the

year.

Markov-based models face limitations due to their simplifying assumptions. These mod-

els assume SWC’s future state depends only on its current state, potentially overlooking

the soil’s water content memory effect, which can lead to inaccuracies, especially in water-

retentive soils or under unusual climatic scenarios. Furthermore, their simplified represen-

tation of soil-water-atmosphere interactions may not accurately capture extreme conditions

or spatial variability, limiting their precision for detailed agricultural applications130.
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4.1.3 ML-based SWC estimation

Addressing the shortcomings of Markov-based models, Researchers in the area have proposed

several ML-based techniques to enhance the SWC estimation. For Instance, Prakash et al.134

utilized the TAMU and OzNet SWC databases to create data-driven models for predicting

SWC. They implemented various algorithms, such as support vector machines (SVMs), and

multiple linear regression (MLR), training them on these databases to forecast SWC levels up

to a week in advance. In a similar work, Singh et al.135 developed predictive models for SWC

using techniques like gradient boosting regression trees (GBRT), random forest regression

(RFR), and elastic net regression (ENR), aiming to enhance intelligent irrigation practices.

Furthermore, Wyatt et al.136 employed Rosetta3137 to refine soil moisture predictions within

the Oklahoma Mesonet network. In another work, Karandish and Simunek138 explored the

efficacy of machine learning (ML) versus physical-based models in predicting soil water

content. Additionally, Nguyen et al.139 introduced data-driven soil moisture estimators for

precision farming, leveraging relative vector machines (RVMs) and SVMs with data from

micaZ and VH400 wireless sensor networks. Despite the robustness of the proposed ML

technical, they don’t consider the temporal correlations within SWC.

4.1.4 Proposed solution

In this case study, we utilize the time-series modeling perspective to propose a new ap-

proach for the dynamic modeling of SWC. By employing an encoder-decoder architecture

for the time-series modeling of SWC, we addressed the limitations of the Markov-based and

ML-based models. The proposed data-driven model considers the temporal correlations of

historical SWC data for more accurate SWC predictions, offering a more advanced DL-based

method that facilitates robust real-time agricultural decision-making.
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4.2 Data-driven LSTM-based time-series modeling of

SWC

For time-series modeling of SWC, we chose LSTMs as the encoder part and a fully connected

layer as the decoder section of the model. Training this model requires a dataset that

contains the full dynamics of soil water content. The dataset must include the full seasonality

of the SWC values.

4.2.1 Time-series SWC dataset

The Kansas Mesonet is a crucial network of environmental monitoring stations spread across

Kansas, providing real-time data on various atmospheric and soil parameters. Established to

enhance the state’s ecological monitoring capabilities, the Kansas Mesonet offers invaluable

information for weather forecasting, agricultural planning, and research. This study used a

Kansas Mesonet dataset for about 75 stations across Kansas. The dataset provides real-time

meteorological data, including temperature, humidity, wind speed, precipitation, and root

zone soil water content observations41.

This dataset encompasses average daily data of recorded soil properties. In this study, we

utilized the recorded data from January 2021 to February 2024, containing daily records for

each station. Preliminary analysis of the data revealed that SWC values were not recorded

for all stations. Therefore, we selected the stations where SWC data were available for the

entire period to avoid further prediction bias. With this consideration, the dataset has a

size of 5.2 ∗ 103 data points with 47 stations.

4.2.2 Data Preprocessing and feature engineering

The dataset analysis revealed missing SWC values in the daily sequence, resulting in irregular

time series. Removing the irregular time series would result in losing valuable information,

63



which could benefit time-series modeling. To address this issue, we adopted a method

of imputation that leverages available historical data. Specifically, we filled the gaps by

calculating the weekly average of SWC values and used these averages to impute the missing

data points. This approach ensures continuity and consistency within the dataset. Using

historical averages as a basis for imputation, we mitigate the potential bias that missing

values could introduce, ensuring a more robust model training.

The dataset comprises water content values at depths of 5 cm, 10 cm, and 20 cm.

We implemented an aggregation method to predict soil water content within a soil profile.

Equation 4.4 illustrates the correlation used to estimate soil water content at a depth of 20

cm:

S20 = 50VW5 + 50

(
VW5 + VW10

2

)
+ 100

(
VW10 + VW20

2

)
(4.4)

Where S20 signifies the soil water content at 20 cm depth, while VW5, VW10, and VW20

represent the soil volumetric water content at depths of 5 cm, 10 cm, and 20 cm, respectively.

The present features in this dataset are time, station name, precipitation, and SWC.

To include the time seasonality, we compute the day of the year (DOY) and include it in

the training features. Finally, the described models in the following section are trained to

predict SWC values over time for each station.

4.2.3 Network Architecture

The LSTM-based model follows the encoder-decoder architecture, where two stacked LSTM

layers with tanh activation functions comprise the encoder part, and the decoder part incor-

porates a fully connected layer. This case study aims to assess the efficiency of single-step

and multi-step ahead models for SWC estimation. Thus, we aim to predict future week

values by considering a week (k = 7) as the memory length. The models are trained over a

prediction horizon vector that ranges from 1 to 7, with one-step increments. Each model’s

configurations and sizes are detailed in Table 4.1. The encoder-decoder architecture is adept
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at learning the seasonality, trends, and hidden temporal patterns in SWC across all stations,

resulting in a model that is empowered by real measured data and incorporates historical

correlations.

# Prediction Horizon (days) Trainable parameters
1 1 201601
2 2 202498
3 3 203395
4 4 204292
5 5 205189
6 6 206086
7 7 206983

Table 4.1: SWC LSTM models’ configuration

We chose LSTMs because they can process long sequences, outperforming vanilla RNNs.

Moreover, within the scope of this case study, training the proposed LSTM model does not

present computational challenges140.

4.2.4 Training

The problem specifics indicate that the LSTM model should be trained for a multivariate

parallel time series prediction. Therefore, we considered encoded station codes, precipita-

tion, DOY, and previous SWC data as system inputs, and the model is trained for future

SWC outputs. The encoded station codes are independent variables determining each time

series, whereas the other features are dependent variables that contain meaningful patterns.

We split each time series present in the dataset into 70% training data, 10% for valida-

tion, and 20% for testing purposes. Furthermore, we employed the ADAM optimizer55 with

the MSE loss function and trained each model for a minimum of 15 epochs and a batch

size of 32. Also, we utilized early stopping141 and dropout techniques142 to prevent overfit-

ting. To ensure optimal training of the models, Hyperband optimization for hyperparameter

tuning with Optuna112,110 was used. Finally, we used PyTorch for training and inference

implementations.
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We employed the ADAM Optimizer55 alongside the mean squared error loss function with

30 epochs and a batch size of 32 for training each LSTM-based surrogate model. Further-

more, we used Hyperband optimization for hyperparameter tuning110. TensorFlow/Keras

with Optuna was used for training and inference implementations111,112.

4.3 Models Evaluations

The Markov-based model, empowered by soil physics for predicting SWC, has shown ac-

ceptable performance despite not incorporating historical data into its predictions. In this

section, we assess the performance of the Markov-based model by comparing it to real ob-

served SWC data from the Kansas Mesonet. Additionally, we compare the performance of

data-driven models with the Markov-based model, offering a comprehensive analysis of their

relative effectiveness in SWC prediction.

4.3.1 Overall performance metrics

The overall analysis of each model is conducted on the test dataset for all the stations. We

computed RMSE, MASE, and MAE to gain a general insight into the performance of each

model (Table 4.2).

Model Name RMSE (mm) MASE MAE
Single-Step (1 Day ahead) 5.84 0.50 4.46
Multi-Step (2 Day ahead) 6.72 0.53 4.71
Multi-Step (3 Day ahead) 7.86 0.59 5.23
Multi-Step (4 Day ahead) 9.52 0.81 7.12
Multi-Step (5 Day ahead) 9.34 0.64 5.63
Multi-Step (6 Day ahead) 11.32 0.89 7.87
Multi-Step (7 Day ahead) 10.04 0.79 6.99
Markov-based Model 17.54 1.50 13.27

Table 4.2: Comparison of Model Performances

Based on Table 4.2, The Single-Step (1 Day ahead) model exhibits the lowest overall error
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values, indicating it offers the most accurate predictions for a one-day horizon with the least

error. As the prediction horizon extends from one to seven days, the MSE and RMSE values

progressively increase, highlighting a trend where longer-term forecasts become less precise.

Notably, the Multi-Step models show a gradual degradation in accuracy as the forecast

horizon extends, with a significant spike in error rates observed for the 6-day and 7-day

ahead predictions. However, while distinct in its approach by considering soil physics, the

Markov-based Model shows considerably higher error metrics across all evaluated categories,

suggesting its performance is substantially inferior to the data-driven models for the time-

series SWC forecasting. This analysis underscores the challenges in multi-step forecasting

and highlights the trade-off between forecast horizon and accuracy.

4.3.2 Parity plot comparison

For a more comprehensive analysis, the parity plots illustrate the dispersion of the predic-

tions versus actual values. This visual comparison underscores the integrity and robustness

of each model. Figure 4.1 presents the parity plots for each model, emphasizing the superi-

ority of the data-driven approach. Specifically, Subfigure H depicts the parity plot for the

Markov-based model, revealing a higher incidence of outliers in its predictions. It can fur-

ther be inferred that incorporating historical data into data-driven models (Subfigures A-G)

yields more precise predictions with fewer outliers, highlighting the significance of historical

context in enhancing model accuracy and reliability.

Focusing on the parity plots of the data-driven models (Subfigures A-G), the trade-off

between prediction horizon and accuracy becomes more evident. The training phase evolves

into a multi-objective optimization problem as the prediction horizon extends. With the

increased dimensions, model accuracy is reduced, as expected.
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Figure 4.1: Parity plots for each SWC predictive model

Figure 4.2: Residual plots for each SWC predictive model
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4.3.3 Residual plot comparison

Residual analysis for each model assesses the discrepancies between observed values and

predictions, quantifying under-predictions and over-predictions. Figure 4.2 presents the

residual plots for each model. Notably, the residuals of the Markov-based model (Subfigure

H) demonstrate a tendency towards more significant under-predictions compared to the

data-driven models. Conversely, within the data-driven models, it is observed that the

magnitude of prediction errors grows as the prediction horizon increases.

4.3.4 Time-series prediction visualization

Time-series prediction plots illustrate the Soil Water Content (SWC) values forecasted by

the models compared to the actual SWC values over time. These plots reveal the dynamics

of SWC and evaluate the performance of each SWC predictive model over time. Real-time

agricultural decision-making relies on the dynamic predictions of each model; thus, we can

determine which model is more effective and robust using time-series plots. Figure 4.3 , 4.4

display the time-series plot for two stations: Butler and Gypsum. The dynamics presented

in the figures underscore the superiority of the data-driven models and highlight the trade-off

between accuracy and prediction horizons.

4.4 Conclusion and future work

In this case study, we developed time-series deep learning models to predict Soil Water

Content (SWC) values across 47 stations in the Kansas Mesonet. Traditionally, the Richards

model offers a dynamic approach to SWC prediction. However, its computational demands

and variable limitations restrict this model’s practical applications. Simplifying assumptions

and Markov chain processes have reduced the Richards model into the Markov-based SWC

predictive model. While the Markov-based model does not pose limitations for practical

applications, their neglect of historical SWC data often leads to inaccurate predictions, which
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Figure 4.3: Time-seris plot for Butler stations

Figure 4.4: Time-seris plot for Gypsum stations
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could adversely impact real-time decision-making. To address this issue, we introduced data-

driven LSTM time-series models as a new perspective for the dynamic modeling of SWC.

These proposed models are designed to consider average daily SWC values for a week to

predict future values. Model evaluations revealed the overall superiority of data-driven

models compared to the Markov-based model, benefiting further real-time decision-making

applications. This is attributed to the temporal learning capabilities of the data-driven

models, which enable them to uncover hidden sequential SWC patterns overlooked by the

Markov model.

Despite the robustness of the data-driven model, as observed in residual plots (Figure

4.2 ), they include some outlier predictions. This arises from the fact that the data-driven

models are now aware of soil physics. Conversely, the Markov model is derived from soil

physics principles. Therefore, a more robust and accurate model could be developed us-

ing physics-informed neural networks, where the models learn from data and soil physics

principles. Additionally, in creating the data-driven models, we did not consider the spatial

features of each station. The spatial features offer more insight into the SWC values across

states and can be beneficial for developing a more accurate data-driven model.
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[54] Léon Bottou. Large-scale machine learning with stochastic gradient descent. In Pro-

ceedings of COMPSTAT’2010, pages 177–186. Springer, 2010.

[55] Diederik P Kingma and Jimmy Ba. Adam: A method for stochastic optimization.

arXiv preprint arXiv:1412.6980, 2014.

[56] C. Nalini F. Amenta S. Tayebati G. Battineni, G. Sagaro. Comparative machine-

learning approach: A follow-up study on type 2 diabetes predictions by cross-

validation methods. Machines, 2019. doi: 10.3390/machines7040074.

[57] Ryan Turner, David Eriksson, M. McCourt, J. Kiili, Eero Laaksonen, Zhen Xu, and

Isabelle M Guyon. Bayesian optimization is superior to random search for machine

learning hyperparameter tuning: Analysis of the black-box optimization challenge

2020. NeurIPS, 2021.

[58] A. Mesbah, K. P. Wabersich, Angela P. Schoellig, M. Zeilinger, S. Lucia, T. A. Badg-

well, and J. Paulson. Fusion of machine learning and mpc under uncertainty: What

advances are on the horizon? ACC, 2022. doi: 10.23919/ACC53348.2022.9867643.

[59] Tim Salzmann, Elia Kaufmann, Jon Arrizabalaga, M. Pavone, D. Scaramuzza, and

Markus Ryll. Real-time neural mpc: Deep learning model predictive control for

quadrotors and agile robotic platforms. IEEE Robotics and Automation Letters, 2023.

doi: 10.1109/LRA.2023.3246839.

78



[60] Sepp Hochreiter and Jürgen Schmidhuber. Long short-term memory. Neural Compu-

tation, 9(8):1735–1780, 1997.

[61] Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N.

Gomez, Lukasz Kaiser, and Illia Polosukhin. Attention is all you need. In Advances in

Neural Information Processing Systems, 2017. URL https://arxiv.org/abs/1706.

03762.

[62] Junyoung Chung, Caglar Gulcehre, Kyunghyun Cho, and Yoshua Bengio. Empirical

evaluation of gated recurrent neural networks on sequence modeling. arXiv preprint

arXiv:1412.3555, 2014.
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