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Abstract

Aging is a complex biological process influenced by various biomarkers, such as choles-

terol and blood sugar levels, which serve as measurable indicators of health and disease.

However, the vast amount of biomarker data presents challenges in identifying meaningful

relationships. To address this, we developed Aging Biomarkers Ontology (ABO), a structured

network that formally defines biomarkers from an aging perspective, organizes and connects

different biomarkers, making it easier to analyze their relationships. We first applied statisti-

cal methods to detect significant differences between biomarkers across various groups. Then,

we built a biomarker knowledge graph using Neo4j, a graph database that helps to represent

and explore these complex relationships. To further explore aging biomarkers and provide

a more complete knowledge graph, we used two approaches to uncover hidden connections:

Depth-Limited Search (DLS) and Machine Learning-Based Embedding Search. The DLS

approach searches the knowledge graph by traversing the nodes connected to a given node

within a specified depth, whereas the embeddings-based method converts biomarker rela-

tionships into numerical representations and applies cosine similarity to predict potential

associations. To compare the effectiveness of these two approaches, we analyzed how well

DLS-based reasoning and embeddings-based search detected known and new relationships.

By combining statistical analysis, graph-based knowledge graph completion approaches, and

machine learning, this study provides a structured way to explore patterns between biomark-

ers. By integrating statistical analysis, knowledge graph completion approaches, and machine

learning, this study provides a structured framework for aging biomarker analysis, improving

data exploration, and aid biomedical research in longevity and aging.
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Chapter 1

Introduction

A biomarker1 is defined as a specific feature that researchers measure to show normal bio-

logical processes, harmful processes, or the response of the body to various factors. These

factors can include environmental exposures or medical treatments. Biomarkers are different

from clinical outcome assessments (COAs), which measure how a patient feels, functions, or

survives in daily life.

Several key categories of biomarkers exist1. Diagnostic biomarkers help detect or confirm

if a disease is present. They can also identify different types (subtypes) of a disease. Mon-

itoring biomarkers are used to make repeated measurements over time so that we can see

how a disease changes or how well a treatment is working. Safety biomarkers show whether

someone is likely to experience toxic or harmful effects from a treatment or if they are already

experiencing toxicity. Susceptibility or risk biomarkers tell us if a person is likely to develop

a disease in the future. Prognostic biomarkers help predict how a disease might progress in

people who already have a condition, including the chances of future clinical problems or

events. It is important to note that a biomarker can belong to more than one category, but

evidence must be collected to prove its usefulness in each category.

Biomarkers are important tools in both research and healthcare. They help us mea-

sure and track normal biological processes or detect diseases in their early stages. The use of

biomarkers as early warning systems2 in the evaluation of disease risk has increased markedly
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in the last decade. Biomarkers are indicators of typical biological processes, pathogenic

processes, or pharmacological reactions to therapy. The application and identification of

biomarkers in the medical and clinical fields have a huge impact on society. In addition,

biomarkers can be targeted to improve diagnosis, prognosis, and therapeutics. The iden-

tification of ideal biomarkers holds the key potential for personalized medicine and overall

improved clinical outcomes. This is further supported by the fact that protein biomarkers

can be used as indicators of the evolution of inflammation, immunity, and stress or related

diseases, such as cancer, diabetes, cardiovascular, neurological, and other syndromes.

However, one major problem is that these biomarkers are not well organized or classified.

This means that even though there is a lot of information about biomarkers in the literature,

it is still difficult to organize it in a clear way and understand the full picture.3. Different fields

of study may focus on different types of biomarkers without a common system or language to

link them. As a result, researchers and healthcare professionals may miss connections that

could be very important for understanding diseases, evaluating treatments, or preventing

health problems before they begin.

This problem becomes even clearer in the area of aging research. Aging is a very complex

process that occurs at many levels, from our genes and cells to our entire bodies. Scientists

use different ”aging clocks”, such as epigenetic clocks4 (focusing on DNA methylation),

transcriptomic clocks5 (focusing on RNA), and proteomic clocks6 (focusing on proteins) to

measure the biological age of a person and predict how their body might change over time.

These clocks are helpful, but they typically look at only one type of data and can miss

important information.

At the same time, research4 shows that different parts of the body can age at different

speeds and that even individual cells in the same tissue can vary a lot. For example, as

we get older, our blood cell composition changes, our immune system changes, and certain

cells can gain a competitive advantage. Due to these differences, relying on only one type

of measurement may not capture the whole picture of aging. To truly understand why some

people age faster or develop diseases more quickly, we need to study many types of data

together and pay attention to the wide variation among cells.
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For example, molecular data from our genes or proteins7 (often called OMICS data)

might show that someone is at risk for certain age-related conditions, such as heart disease

or dementia. Meanwhile, functional biomarkers, such as walking speed or memory tests,

could confirm whether this risk is present in real world abilities. If we do not have a clear

system to combine OMICS data with functional biomarker data, we lose the opportunity to

see the full picture of how a person is aging and what might be done to slow or improve that

process.

One major reason for this gap is that there is no clear and organized way to classify and

connect different biomarkers in a computer-operable format. Without a consistent system

to name and categorize them, machine learning struggles to find patterns or connections.

This brings us to an important point, If we could organize all the data in a way that is

easier for computers to process, it might help machine learning identify useful patterns and

relationships more effectively.

In this research, we aim to showcase that by building a more structured and systematic

approach to organizing biomarker data, we can reveal hidden connections or new biomarkers

that would otherwise remain unnoticed. Therefore, we present our novel approach to classi-

fying and formalizing biomarker data which aims to enhance the discovery of these markers

and allow the accelerated and accurate discovery of their relationships.

With the research question and hypothesis mentioned above, we present here our pro-

posed solution which focuses on three main steps: developing a comprehensive biomarker

ontology (a structured, computer readable classification system), using statistical methods

to filter out noise and highlight the most meaningful biomarkers, and building a knowledge

graph to visualize and explore how these biomarkers connect to one another. By unifying

different kinds of data in this way, we aim to speed up discovery, improve understanding of

these biomarkers.
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Chapter 2

Literature Review

Biomarkers are characteristics objectively measured8 that reflect biological processes or re-

sponses to treatments. They are becoming increasingly important in drug discovery and

personalized medicine, but only a few have been confirmed to reliably predict how patients

will respond. Proper study design and rigorous statistical methods are crucial, especially be-

cause small studies often exaggerate the results. Multiple large studies are usually needed for

reliable validation, and issues such as confounding factors and multiple statistical tests must

be carefully addressed. Biomarkers can be grouped into categories such as prognostic, pre-

dictive, pharmacodynamic, and surrogate endpoints. Prognostic biomarkers indicate likely

outcomes regardless of treatment, while predictive biomarkers help identify which treatment

will work best. Both standard randomized trials and biomarker adaptive designs are useful

for studying these markers, but they are prone to the same types of bias found in therapeutic

research. Strong statistical approaches are essential, and confirmation across several studies

is typically required to ensure that a biomarker is valid.

In recent years, large collections of biomedical data have greatly increased our under-

standing of human health and disease. One major resource is the National Health and

Nutrition Examination Survey (NHANES)9, which has become essential to study popula-

tion health and chemical exposures in the United States. Through its extensive collection of

biological samples and health data from thousands of volunteers, NHANES gives researchers
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valuable ways to explore how different biomarkers are related to human health, identify risk

factors, and uncover potential treatments. During recent years9, more and more researchers

have used these data for exposure assessments and health association studies, investigating

how various biomarkers relate to health issues such as heart disease, obesity, diabetes, and

immune dysfunction. This wealth of information helps us better understand population-

level health risks, supports the discovery of promising treatment strategies, and advances

our general knowledge of how the environment affects human health.

By combining thorough data preparation, statistical analysis, structured knowledge rep-

resentation, and specialized algorithms, researchers aim to gain deeper insights into how

these biomarkers interact10. Data preparation is a critical stage that typically takes around

80 percent of total data engineering effort11. This is because real-world data is often in-

complete, noisy, or inconsistent, and high-performance analytical systems need clean, high-

quality data to function effectively. During data preparation, missing values are handled,

errors are removed, conflicts are resolved, and the data are reduced to only the most rel-

evant information. This process prevents hidden patterns from going unnoticed, ensures

better system performance, and leads to more reliable output.

This chapter reviews the research supporting each step of the method described above,

placing it in the wider field of biomedical informatics and data science.

2.1 Biomarker Based Analyses in Large Scale Studies

Large data sets now allow us to study health differences and clinical outcomes on a broad

scale. Previously, one of the biggest challenges in health research was having too few partic-

ipants, which limited the reliability of the findings. Now, thanks to large-scale surveys such

as NHANES, researchers can explore various definitions of normal health with more preci-

sion. For example, the 2013–2014 NHANES survey found that 62 percent of participants

had no diseases, 16 percent considered their health excellent, and 35 percent were defined by

specific age categories12. In addition to NHANES, other large data sets, including electronic

health records and insurance claims, help determine healthy reference ranges and link them
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to clinical outcomes. As more countries develop national research biobanks, these growing

data sources become essential to define what is considered healthy in different populations.

They also allow for more rigorous testing of whether increasing precision in defining health

actually leads to better healthcare.

Long-term large cohort studies are particularly valuable because they provide insight

into how lifestyle, environment, and genetics together influence serious diseases13. One

clear example is the UK Biobank, which recruited 500,000 participants and collected diverse

information, including surveys, physical measurements, laboratory test results, and health

outcomes. This massive scale ensures that even relatively rare diseases, those affecting a few

thousand people, are captured in sufficient numbers to uncover strong connections between

risk factors and health outcomes. By merging participant data with national health databases

over time, researchers can follow the development of various health conditions. This approach

gives a clearer picture of disease progression and the factors that could contribute to it,

helping scientists and healthcare professionals make more accurate predictions and targeted

recommendations.

Biomarkers play a critical role in health research by providing measurable indicators of

normal body processes, diseases, and the effectiveness of treatments14. These markers are

often used to study conditions related to heart health, infections, immune function, and

metabolism. However, it is important to remember that biomarker levels can be influenced

by individual characteristics such as diet habits. For instance, dietary fat can affect how well

certain fat-soluble vitamins are measured. Researchers must also think about the stability

of biomarkers, because some, like certain vitamins, are light-sensitive and can degrade over

time if not stored or handled properly.

Careful preparation of complex biomedical data is essential before starting any in-depth

analysis15. The first step is to identify and record missing data without trying to guess or

remove those values, while also documenting why they are missing. This transparency helps

maintain data integrity. Next, using a tidy data structure, where each variable is placed

in its own column and each observation appears in a separate row, makes analysis and

sharing simpler. Any data preprocessing steps should be explained with a clear pseudocode,
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detailing every transformation applied to the raw data. In addition, noting specific software

versions, system configurations, and providing assurances that the same process produces

consistent results ensures reproducibility. A comprehensive code book that outlines the

variables, measurement units, and any summaries or transformations is invaluable, especially

for collaborations or future re-analyses. By following these practices, researchers reduce

errors and strengthen the validity of their findings.

Together, these paragraphs highlight the powerful role that large data sets and well-

managed studies play in understanding health outcomes. They highlight how studies such

as NHANES and the UK Biobank have successfully gathered extensive data to clarify the

influence of genetics, lifestyle, and the environment on disease. These resources also demon-

strate the central importance of biomarkers in interpreting various health conditions and

their responses to treatment. Finally, they emphasize the need for meticulous data man-

agement, from identifying missing values to using tidy structures, to maintain data quality

and ensure reproducible results. Recognizing and applying these insights in our research un-

derscores why the work is timely and critical. By adopting these approaches, we can make

a more robust contribution to our understanding of disease processes, allow more nuanced

interpretations of biomarker data, and ultimately help improve healthcare outcomes.

Although large-scale studies help to understand disease processes, translating these in-

sights into clinical practice remains a complex challenge. Currently, it takes approximately

17 years to translate new biomarker knowledge into clinical practice, highlighting the need

for more efficient systems. Recent research demonstrates that composite scores that use mul-

tiple layers of information provide deeper insight into the mechanism of aging. The paper16

shows how computational analysis, including LASSO regression and cluster algorithms, has

already successfully revealed new relationships between biomarkers and aging profiles. Fur-

thermore, the complexity of biomarker validation requires addressing accuracy, specificity,

and reproducibility, which could be significantly improved through better data organization

and computational approaches.

Current research17 addresses the growing use of the term ”biological age” in scientific

discussions and calls for a more precise language when describing aging biomarkers. The au-
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thors propose three main recommendations. First, aging clocks should be named according

to the type of data they use, such as epigenetic age for clocks based on epigenetic markers.

Second, the authors argue that aging cannot be represented by a single metric because it

occurs in multiple dimensions and differs between tissues. Third, they suggest that aging

biomarkers are referred to as ’indicators of biological age’ rather than direct measurements

of biological age. According to the authors, most scientists (86 percent) agree that aging

cannot be quantified by one measurement alone, and this consensus emphasizes the need for

careful terminology. By distinguishing validated aging biomarkers from the complex pro-

cess of aging of the entire body, researchers can better assess how different factors influence

health and longevity. The paper also highlights the variety of aging clocks developed using

biological markers such as proteins, DNA methylation, microRNA, metabolites, and micro-

biota. Despite these advancements, no single method can fully capture the multifaceted

nature of biological aging. The authors illustrate this using grip strength: although it can

predict mortality and age-related outcomes, it does not ensure overall biological youth. An

individual may have strong grip strength, but still participate in unhealthy behaviors such

as smoking or drinking, underscoring the importance of multiple biomarkers. This perspec-

tive is supported by a survey of longevity researchers, who generally agree that no single

biomarker can fully measure biological age.

Building on these insights, reorganizing biomarker data in a more computer-operable

format could enhance the speed and accuracy of discovering biomarkers and understand-

ing their interrelationships. This approach involves creating a systematic way of classifying

and formalizing biomarker data, potentially through the use of ontologies, which can help

standardize terminology, improve data sharing, and enable complex analyses between differ-

ent tissues and biological processes. By embracing such a structured framework, scientists

can more effectively reveal patterns in aging processes, test the multidimensional aspects of

biological age, and ultimately refine both clinical and research applications.

Researchers measure aging18 using certain markers, especially in blood. Although these

markers are promising for showing how our bodies age, there are still a few hurdles before

they can be used in clinics. One major problem is that studies often get different results,
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in part because researchers use different methods and analyze data in different ways. The

authors say that we need standard rules and better methods that work for different groups

of people. They also suggested more teamwork, clear reporting guidelines, and a thorough

testing of various markers in multiple large groups. The paper18 stresses the importance

of making all computer code and data available so that others can repeat and confirm the

findings.

2.2 Statistical Methods for Identifying Significant Dif-

ferences

For this research, we performed statistical analysis to identify patterns and significant differ-

ences between biomarkers. For this we have looked into the different review of the methods

and selected the ones which are appropriate for our work flow from the feedback given by

the domain expert.

The Jacobson-Truax(JT)19 method is the most commonly used way to measure mean-

ingful clinical improvement, appearing in 35 percent of studies on clinical significance. It

defines improvement as a change from a dysfunctional score before treatment to a functional

score after treatment, along with a statistically reliable change. The JT method is popular

because it is easy to calculate, has established cut-off points for many commonly used tests,

and provides a balanced approach compared to more extreme methods. It closely matches

the findings of the Gulliksen-Lord-Novick(GLN) method, both reporting similar moderate

rates of clinically significant change (18.9 percent). However, for the JT method to work

correctly, data from the patient and non-patient data should come from comparable groups.

The GLN (Gulliksen-Lord-Novick) method was introduced by Hsu (1989) as an alternative

to Jacobson’s approach. Its main idea is to handle the regression to the mean, the tendency

for very high or very low scores to move closer to average over time. The GLN method

uses a hypothetical average (mean) and standard deviation of a suitable comparison group

to adjust for this effect. Studies show that GLN agrees with the JT method more than 90
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percent of the time, and both methods find a moderate level of clinically significant change

(18.9 percent). The Expected Norms (EN) method gives the highest estimates of clinically

significant change. It decides if a person has improved by looking at their post-treatment

score compared to a confidence range around their estimated pre-treatment true score. In

studies, it labels the fewest people as unchanged (42 percent) and the most as improved (46

percent). The High Accuracy (HA) method, on the other hand, is the strictest. It rarely

classifies people as improved, but is more likely to say that they have worsened. It also

marks the highest number of clients as unchanged (67 percent). Lastly, the Hierarchical

Linear Modeling (HLM) method uses multiple data points for each person and calculates

empirical Bayes estimates. It is the only method that does not depend on reliability scores,

but is often impractical in regular clinical settings because it is complex and requires frequent

testing.

A clustered Mann-Whitney U-test20 can analyze clustered or grouped data, such as

paired eyes in a clinical trial comparing nutritional supplements for retinitis pigmentosa.

It addresses the correlation between measurements within the same cluster while preserving

the non-parametric benefits for data that do not follow a normal distribution. This approach

often provides greater statistical power than a standard Mann-Whitney U-test, especially

when the intraclass correlation is low. However, there are some important limitations. The

test is not valid for unbalanced designs, and it assumes measurements taken at different time

points are exchangeable - a condition that may not hold in longitudinal studies. In highly

skewed distributions, outliers can distort the average values within a cluster. Despite these

drawbacks, the method is particularly useful for continuous data or categorical data with

many levels.

Researchers frequently use correlation coefficients, such as Pearson’s correlation, to mea-

sure how strongly two continuous variables move together21. Although Pearson’s correlation

only captures straight-line (linear) relationships, it is widely used because it is straightfor-

ward to understand and easy to calculate. Scientists often pick a cutoff value to focus on

only those correlations that are strong and meaningful, filtering out weaker, less reliable

ones22. Additionally, methods to correct for multiple comparisons, like controlling the false
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discovery rate, are commonly employed to reduce the chance of mistakenly identifying links

that are not really there.

Once the data are properly prepared, they can be used to find links and noticeable

differences between groups of individuals, defined by their traits, environments, or medical

conditions23. Basic statistics such as medians and interquartile ranges are helpful in showing

typical values and the spread of these values, especially since biological data often do not

follow a normal distribution24. These measures also reduce the impact of very unusual values

(outliers), which are common in health data.

2.3 Knowledge Graphs in Biomedical Informatics

Knowledge graphs organize information25 so that different systems can work together, reason

about data, and answer questions. They include entities (things), relations (connections

between these things), and attributes (additional details). They can be created from many

sources, such as databases, text, or images, using methods such as manual annotation, rule-

based extraction, or machine learning.

Knowledge graphs (KGs) are particularly valuable in public health research, allowing

scientists to structure and formalize extensive information from diverse sources for better

analysis and decision making26. In KGs, important elements like biomarkers, diseases, genes,

and metabolites are shown as ’nodes’, while their connections can be shown as ’edges’. This

approach makes it possible to combine different types of data into one unified structure that

can be easily searched. Due to this, KGs have been successfully used in areas such as finding

new uses for existing drugs27, describing diseases in detail, and discovering new biomarkers28.

Knowledge Acquisition and Representation Methodology (KNARM)29 is a structured

way to build knowledge graphs by creating detailed and consistent ontologies. Ontologies

define the main ideas and relationships in a specific area, acting as the framework for a

knowledge graph. KNARM has nine steps: sub-language analysis, unstructured interview,

sub-language recycling, creating metadata and modeling knowledge, structured interview,

validation of knowledge acquisition, building the database, semi-automated ontology cre-
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ation, and ontology validation. Each step offers guidelines for involving domain experts and

knowledge engineers, as well as tools for simplifying ontology development. KNARM has

been applied to several biomedical ontologies, such as the Drug Target Ontology (DTO),

which focuses on drug targets; the LINCS Information Framework (LIFE) ontology, which

examines different types of cellular responses; and the BioAssay Ontology (BAO) 2.0, which

describes screening assays and their data. This method not only explains how to build knowl-

edge graphs collaboratively and systematically but also how to maintain them by updating

and validating with new data and expert feedback. Moreover, KNARM shows how knowl-

edge graphs can be utilized for data integration, analysis, visualization, and discovery, and

the methodology can be adapted to other fields where complex, ever-changing data sources

must be integrated and analyzed.

The Open Biomedical Ontologies (OBO) Foundry30 is an initiative to organize and stan-

dardize biomedical ontologies for more effective data integration. It includes several mature

ontologies, such as Cell Ontology, Gene Ontology, and the Foundational Model of Anatomy.

However, based on existing tables and descriptions, there does not appear to be a specific

biomarker ontology among them. The Foundry focuses on ensuring that ontologies are open,

well-structured, and do not overlap. Participating ontologies must follow certain principles,

including collaborative development, using shared relationships, and clearly defining their

scope. We decided to create our own biomarker ontology using the KNARM methodology.

Graph structures are an intuitive way to represent data31 because all information about

an entity can be stored in a single node, with links showing the relationships. This model

is especially useful when the connections and layout of the data are just as important as

the data itself. It has been applied in various specialized areas, such as spatial data, web

systems, and document management. Graph-oriented operations allow data to be manipu-

lated directly in this form, and integrity constraints can be set to maintain consistency (5).

Furthermore, graph views can be customized for different management and querying needs

without affecting the underlying implementation.
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Figure 2.1: The steps of KNowledge Acquisition and Representation Methodology

2.4 Algorithmic Exploration of Knowledge Graphs

Drug2ways32 is a new computational method that looks at causal paths in biological net-

works to find potential drug candidates. It uses an efficient algorithm to handle networks

containing drug-protein, protein-protein, and protein-disease connections. The system can

identify single-target drugs, multi-target drugs, and combination therapies. Tests using

clinical trial data showed that it could reliably find known drug-disease pairs. However,

Drug2ways depends on well-structured biological networks that already have clear causal

relationships, which makes it better suited for drug discovery rather than for building and

studying knowledge graphs.
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BFS and DFS algorithms are effectively used to analyze protein-protein interactions

(PPI) within biological networks33. They are applied to protein knowledge graphs, where

they help navigate complex relationships between proteins and their functional annotations.

These graphs capture intricate interactions involving the roles of proteins in various biological

processes and signal transduction pathways. Both the BFS and DFS methods showed strong

performance on the SHS27K and SHS148K datasets, highlighting their value in the study

of protein-protein interactions. By revealing complex biological contexts, these algorithms

play a key role in protein structure prediction and drug development.

However, both BFS and DFS have limitations. BFS can become inefficient if the graph is

very large, because it explores all possible neighbors at each level. DFS can get lost exploring

deep paths, particularly if the graph is highly connected, and it might not quickly find all

the relevant nodes you care about. This is where depth-limited search (DLS) can be helpful,

because it prevents the algorithm from going too deep. DLS sets a specific depth beyond

which the search will not continue, making it easier to control the scope of exploration and

focus on the depth of interest.

Beyond just searching, KGs can be used to infer new relationships by applying specific

rules that reflect expert knowledge of the field. Combined with searching, these rules can

lead to new discoveries almost automatically34. If the connections (edges) in the graph have

weights reflecting their importance, probabilistic approaches can highlight the strongest or

most likely paths35. In biomedical contexts, these methods can uncover hidden links between

biomarkers, potentially revealing indirect associations that could shed light on how diseases

work or suggest possible points for intervention.

A probabilistic approach to knowledge graphs has several important benefits36. First,

it helps measure how certain or uncertain we are about the predictions being made, which

is key to understanding how reliable the connections in the graph are. Instead of treating

connections as simply true or false, this method uses probabilities, calculated through logistic

regression, to represent the likelihood of a connection.

This approach is especially useful for exploring hidden patterns in the data and adding

new information to the graph more effectively. It also allows us to make better decisions
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about which connections to focus on, by considering both what we already know (exploita-

tion) and what we still need to discover (exploration). Overall, this makes building and

expanding knowledge graphs smarter and more flexible compared to traditional methods

that treat all data as definite.

2.5 Graph Embeddings

Graph embeddings refer to methods that transform nodes, edges, or entire subgraphs into

a continuous vector space while preserving the structural properties of the original graph37.

These embeddings aim to create low-dimensional representations that maintain important

graph relationships, making them useful for machine learning applications such as link pre-

diction, community detection, and node classification.

Figure 2.2: Graph Embeddings

Singular Value Decomposition (SVD) is a matrix factorization technique widely used in

data compression, dimensionality reduction, and feature extraction. In graph embedding,

SVD transforms the adjacency matrix into a lower-dimensional representation while pre-

serving key structural information. This approach has been extensively applied in various

domains, including biomedical networks, where it helps uncover hidden patterns in biomarker

interactions and other biological relationships37.
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SVD has been used in multiple graph embedding techniques because of its ability to

efficiently extract latent features from network structures. Traditional matrix factorization

methods, such as Laplacian Eigenmaps and Graph Factorization, often rely on SVD to re-

duce high-dimensional representations while maintaining important connectivity patterns.

Compared to more recent approaches, such as DeepWalk and Node2Vec, SVD-based em-

beddings offer a more direct and computationally efficient way to capture node relationships

without requiring extensive random walk sampling37. Studies have shown that SVD-based

embeddings can achieve competitive or even superior performance in link prediction tasks

compared to deep learning-based methods37.

A key advantage of SVD in graph embedding is its ability to reduce the dimensionality

of large adjacency matrices while preserving essential structural information. By project-

ing high-dimensional data into a lower-dimensional space, SVD facilitates visualization and

downstream machine learning tasks. Various studies have demonstrated that embedding

dimensions can be adjusted based on specific use cases, with lower dimensions improving

interpretability and higher dimensions enhancing predictive performance in link prediction

and classification tasks37. The ability to capture important patterns while filtering out noise

makes SVD an effective tool for embedding biomedical networks.

In biomedical graph analysis, link prediction plays a crucial role in identifying potential

relationships between biomolecules, such as drug-disease associations and protein-protein in-

teractions. SVD-based embeddings have been found to improve link prediction performance

by capturing latent features that may not be immediately observable in the raw adjacency

matrix. Since SVD effectively groups nodes with similar connectivity patterns, it enhances

the ability to predict missing or unknown links in biological networks. Research has indicated

that SVD-based methods outperform traditional similarity-based techniques in biomedical

link prediction tasks, highlighting their utility in uncovering novel biomarker relationships37.

SVD is often preferred over other graph embedding methods due to its computational

efficiency. Unlike approaches such as Node2Vec and DeepWalk, which rely on random walks

and stochastic optimization techniques, SVD provides a direct matrix factorization, reducing

the need for hyperparameter tuning and extensive sampling. This efficiency makes it partic-
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ularly suitable for smaller to medium-sized graphs, where computational resources may be

limited. Additionally, studies have shown that SVD-based embeddings require less time for

training while maintaining competitive performance in predictive tasks38.

Truncated SVD is a specialized variant of SVD that focuses on retaining the most signif-

icant singular values while discarding lower-rank components. This method is particularly

effective for graph embedding as it allows for efficient compression of adjacency matrices

without significant loss of structural information. Compared to other dimensionality re-

duction techniques, Truncated SVD performs well in applications where adjacency matrices

are sparse, such as in biomedical graphs. Additionally, its ability to preserve global struc-

tural properties while reducing computational overhead makes it a suitable choice for link

prediction and clustering tasks in biological networks37.

Many biological associations exhibit linear dependencies, making SVD an effective tech-

nique for graph embedding in biomedical applications. Unlike deep learning-based methods

that are optimized for capturing complex nonlinear interactions, SVD is well-suited for sce-

narios where relationships follow a more structured pattern. Prior research has demonstrated

that SVD-based embeddings perform well in biomedical network analysis, particularly when

the primary goal is to identify associations based on well-defined mathematical relation-

ships rather than complex hierarchical structures. The ability to efficiently capture linear

dependencies further reinforces the relevance of SVD in biomarker discovery and disease

association studies37.

This literature review highlights the critical components that form the basis for our

research and how they connect to the methodology presented in the next chapter. By ex-

ploring a wide range of studies and techniques, we identified key challenges and opportunities

in biomarker research, statistical analysis, and knowledge graph construction.

The first component focuses on biomarker-based analyses in large-scale studies. Resources

such as NHANES and UK Biobank have shown the value of extensive datasets in uncovering

patterns in health and disease. These studies highlight how factors such as genetics, lifestyle,

and environment interact to influence outcomes, emphasizing the importance of biomarkers

in understanding and predicting health conditions. However, a recurring challenge in these
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studies is the lack of a unified framework to organize and analyze biomarkers effectively.

Next, we review statistical methods for identifying meaningful differences and relation-

ships between biomarkers. Techniques such as the Jacobson-Truax and Mann-Whitney U-

tests have been commonly applied in clinical and biological research, but their effectiveness

depends on well-prepared datasets. These methods, while powerful, often struggle when the

data is incomplete or irregular, which is a frequent issue in real-world biomarker datasets.

We then examine the role of knowledge graphs in biomedical informatics. Knowledge

graphs provide an intuitive way to organize and link diverse types of data, allowing re-

searchers to visualize relationships and uncover hidden patterns. Methods such as the

Knowledge Acquisition and Representation Methodology (KNARM) have demonstrated how

structured ontologies can enhance data integration and enable reasoning in complex domains.

Despite these advancements, there is a gap in the application of such frameworks specifically

to biomarkers.

Finally, we explore the use of algorithmic approaches for graph-based reasoning and dis-

covery. Depth-limited search has shown promise in navigating large and complex knowledge

graphs, allowing for efficient identification of meaningful connections. These techniques also

help balance the trade-off between exploration (discovering new insights) and exploitation

(focusing on known relationships), making them particularly valuable for biomarker research.

After that, we explored the applications of embeddings on Knowledge Graphs. Graph em-

beddings have been widely used in knowledge graphs to enhance representation learning,

making it easier to perform reasoning tasks, infer missing links.

Together, these components lay the foundation for a methodology that integrates best

practices from multiple disciplines. In the next chapter, we describe how our research brings

these elements together through a systematic approach. First, we collect and prepare the

data to address issues such as missing values and irregular distributions. Next, we apply

statistical tools to identify significant relationships between biomarkers, guided by domain

expertise. Using these insights, we constructed a detailed and flexible knowledge graph

to represent biomarkers and their connections. Finally, we used algorithmic approaches to

enable us to uncover hidden patterns and prioritize meaningful relationships.
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By combining these components into a cohesive framework, our research aims to overcome

the existing challenges in biomarker analysis. The methodology presented in the next chapter

builds on the lessons from this review, demonstrating how these methods can work together

to advance biomarker research.

19



Chapter 3

Methodology

In this chapter, we outline the methods used to explore and analyze the biomarker data.

The methodology was carefully designed to combine statistical analysis, knowledge graph

construction, and algorithmic approaches to uncover meaningful patterns and relationships

in the data. The process involved the following broad steps, which are detailed in the sections

of this chapter:

• Data Collection and Preparation: We started by collecting biomarker data and

preparing them for analysis. This included cleaning the data, organizing them into

meaningful categories, and handling missing values to ensure that the dataset was

ready for further exploration.

• Statistical Analysis: Using statistical methods, we analyzed the data to identify

significant relationships between biomarkers based on domain expert feedback and

guidance. Pearson’s correlation coefficient was used to quantify the strength of these

relationships, helping us uncover patterns that could guide subsequent steps.

• Knowledge Graph Construction: A knowledge graph was built to represent the

biomarkers and their relationships. The biomarkers were classified according to the ex-

pert’s input and their relationships were weighted by the strength of their correlations,

creating a powerful tool for reasoning and exploration.
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• Algorithmic Exploration of the Knowledge Graph: To further analyze the

graph, we use a depth-limited search (DLS) algorithm. This allowed us to identify

direct and inferred relationships between biomarkers, prioritizing stronger connections

while maintaining computational efficiency.

• Graph-Based Analysis Using Embeddings: To make biomarker analysis more

efficient, we used embeddings to group related biomarkers based on the relations.

Figure 3.1: Methodology

3.1 Data Collection and Preparation

The first step was to organize the NHANES dataset, which includes biomarker data collected

from a large number of individuals. Each file in the original dataset contained values for a

specific biomarker, with rows corresponding to individual patients. Each patient was identi-

fied by a unique patient id, along with their age and the associated biomarker value. All
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biomarker measurements were collected in the same laboratory, which helps ensure consistent

and comparable results.

Figure 3.2: Resulted combined data of the biomarkers datasets

To prepare the data for analysis, we merged all biomarker files into a single dataset using

patient id as the key. The resulting dataset includes 113,438 patients and 184 biomark-

ers. Patient ages mostly range from 0 to 120 years. However, a small subset (273 entries)

contained implausible age values above 120, likely due to data entry errors or placeholder

values. These entries were excluded from age-based analysis. Additionally, none of the

patient records contain complete data for all biomarkers, which highlights the challenge of

working with missing values in large-scale biomedical datasets. The dataset was sorted by

age to support the analysis of biomarker trends across different age groups.

We created an application to visualize the data that made it easy to recognize the patterns

in the data. In that application, users were able to interact with the dataset by selecting

specific biomarkers of interest for further analysis. In addition, we introduced a “filter

biomarker” as a criterion to divide individuals into two distinct groups. For example, if

BMI was chosen as the filter biomarker, Group 1 included individuals with Body Mass
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Index (BMI) levels within a specified range (range 1). Group 2 consisted of individuals

with BMI levels within another predefined range (range 2). This grouping allowed us to

perform comparative analyses between the two sets of individuals. By this application, we

can compare the graph patterns of the filtered biomarker dataset which we want to compare.

It was easier to find the initial differences between the biomarkers selected.

Figure 3.3: Streamlit application to analayze the data

3.2 Statistical Analysis

After visualizing various biomarker patterns in the application, we focused on comparing

certain biomarkers such as, “dxasubcutfatmass” against a filtered “BMI” dataset. We chose

these specific biomarkers for our initial analysis based on guidance from our domain expert.

By manually reviewing the plots, we noticed that some biomarkers appear to be strongly

dependent on each other.

To further analyze these relationships, we developed a statistical approach that looks at

how the values of one biomarker change when another biomarker’s values shift.
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3.2.1 Significant Differences

Based on the feedback of the domain expert on the filtered dataset, we define two biomarkers

as having a significant difference if the first biomarker’s plot (range 1) shows a significant

increase or decrease compared to the second biomarker’s plot (range 2).

Figure 3.4: DXAVisceralFatMass plot for the filtered BMI range of 0 to 25

We want to compare different filtered biomarker datasets in a way that mathematically

identifies when the values of a particular biomarker differ significantly from the filtered

range, based on the plotted data. We performed statistical tests, including the T-test and

the Mann-Whitney U test, to identify significant differences between groups.

A t-test is used to compare the average values of two groups to see if they are significantly

different from each other. It works by calculating a t-statistic, which measures the difference

between the group means relative to the variation in the data. The result is compared to a

critical value or turned into a p-value, which tells us the likelihood of seeing the observed

difference if there is no real difference (the null hypothesis). If the p-value is small (for

example, less than 0.05), suggests that the groups are significantly different.

Whereas, Mann-Whitney U test is used to compare two groups to determine if their values

are significantly different, without assuming that the data follow a normal distribution. It
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Figure 3.5: DXAVisceralFatMass plot for the filtered BMI range of 26 to 100

works by ranking all the values from both groups together and then comparing the sum of

the ranks between the groups. The test calculates a U-statistic, which is used to determine

a p-value, showing whether the difference between the groups is statistically significant.

However, both tests produced results that appeared unreliable, with several false positives

observed in the significance levels. This was likely due to the high proportion of missing

values in the dataset and the lack of normal distribution. Filtering the data without properly

handling the missing values may have introduced bias and led to unrepresentative groupings,

ultimately affecting the validity of the statistical outcomes. Additionally, the Mann-Whitney

U test, though more flexible, assumes that the samples accurately reflect the bigger groups

they belong to. If the group sizes were too small, uneven or had very different distributions,

the results could also be unreliable.

Hence, we want to come up with a different approach to find these significant differences

mathematically. As previously discussed, two biomarkers are considered to have a significant

difference if the plot of the first biomarker (range 1) shows a notable increase or decrease

compared to the plot of the second biomarker (range 2). For example, as shown in the figures

3.4 and 3.5, the two plots demonstrate significant differences when filtered by BMI (range
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1: 0–25, range 2: 26–100).

We calculated the Interquartile Range (IQR) for each biomarker, which represents the

range between the 25th and 75th percentiles of the data. This helped us assess how the

middle 50% of values varied between groups. Specifically, we observed that in several cases,

the IQR of one group did not fall within the IQR of the other indicating a notable shift in

distribution. Compared to traditional methods like the T-test and Mann-Whitney U test,

this approach proved to be more conservative. The statistical tests often reported a large

number of significant differences. However, upon visual inspection of the plots, many of those

biomarkers did not appear meaningfully different between the two groups. This suggested

that the tests have produced false positives likely due to the presence of missing data. By

contrast, the IQR-based method aligned more closely with the visual trends, helping us

filter out potentially misleading results and focus on more differences. This mathematical

observation provided a clear indication of the significant differences between the two groups.

In contrast, when the IQR of one group was within the IQR of the other, no significant

differences were identified.

To further evaluate central tendencies, we calculated the median values for each biomarker

within both groups. The median, being less sensitive to outliers, provided a robust measure

of central tendency. A key part of our comparison was determining whether the median of one

group fell within the IQR of the other group. If this condition was met, we concluded there

was no significant difference between the groups, based on domain expert interpretations.

Although this approach effectively identified patterns, it occasionally produced false pos-

itives. To address this, we introduced a threshold value to define the minimum difference

required for classification as significantly different. This threshold was determined in collab-

oration with domain experts to ensure that the results were statistically robust and clinically

meaningful.
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3.2.2 Automation of Analysis

To efficiently analyze a large number of biomarkers and potential comparisons, we developed

an automated system to detect significant relationships between biomarkers. Using Python

as the primary programming language, we used libraries such as pandas for data manip-

ulation, numpy for numerical computations, and scipy for statistical testing. These tools

allowed us to process and evaluate the datasets with ease.

The script is implemented to calculate key statistical metrics, including medians and

interquartile ranges (IQRs), for selected biomarkers across defined groups. It identifies sig-

nificant differences based on a comparison of these metrics, using automated workflows to

ensure consistency and accuracy. The integration of Streamlit enabled us to create an inter-

active interface for selecting biomarkers, filtering data, and dynamically visualizing results.

The interactive interface built using Streamlit, starts by loading a dataset containing

various biomarkers. This allows users to easily select biomarkers for analysis and apply

filters to the data. Users can choose a specific biomarker to filter by and define custom

value ranges for two groups (Range 1 and Range 2). This flexibility enables customized

comparisons based on specific criteria. The code calculates key statistical metrics such

as, median and interquartile range for each selected biomarker in both ranges. For each

biomarker, the script checks whether the median of one group falls within the IQR of the

other group. If it does, it concludes that there is ”no significant difference” between the

groups. If not, it identifies a ”significant difference.” This mathematical approach ensures

consistent and objective analysis. The results are displayed in a clean and interactive table,

showing the median, IQR, and comparison results for each biomarker. In addition, users can

export the results as a downloadable CSV file, making it easy to share or further analyze

the findings.

This automation reduced the need for manual analysis and ensured a comprehensive

examination of the dataset with a significant time difference, the runtime of the program is

5 to 10 seconds for the given dataset, while it took the domain expert to identify this for

one biomarker, a couple of hours, with inconsistent results at times.
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Figure 3.6: Application to Find the Significant Differences for the selected biomarkers and
filter biomarker ranges

3.3 Knowledge Graph Construction

After identifying significant differences between biomarkers, the next step involved structur-

ing these insights into a knowledge graph. This graph provided a robust and intuitive way

to represent relationships between biomarkers, allowing efficient querying and visualization.

The first step of constructing a knowledge graph was to create an ontology which acts as

a skeletal structure for the knowledge graph. We followed the KNARM methodology to

design the knowledge graph. KNARM consists of nine steps: sub-language analysis, un-

structured interview, sub-language recycling, meta data creation and knowledge modeling,

structured interview, KA validation, database creation, semi-automated ontology building,

and ontology validation.

3.3.1 Design and Structure of the Knowledge Graph

The first steps involved analyzing the language used in the field and conducting unstructured

interviews to identify key pieces of information and how they are connected within existing
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knowledge about biomarkers. We consulted with a domain expert to understand the type

of data they work with and their initial goals. This included learning what they were trying

to analyze in the data and any early findings they had, which helped guide the direction of

our analysis.

As discussed in section 2 we checked for the existing ontologies to integrate the data

or modeling. However, we did not find anything related to our biomarker dataset. The

Biomarker Ontology Model was created with input from a domain expert to structure and

organize knowledge about biomarkers in a clear and systematic way. This model helps clas-

sify biomarkers and establish relationships between their characteristics, making it easier

to understand their roles and applications. At the core of the model is the concept of a

biomarker, which is linked to several key attributes. These include the FDA categorization

that classifies biomarkers based on their regulatory status, the invasiveness level indicating

whether the biomarker identification method requires invasive procedures, and the identifi-

cation method, which details the technology or process used to detect the biomarker. The

model also categorizes biomarkers based on their sample sources. Biomarkers can be derived

from blood, with specific components like blood serum and blood plasma, or from urine, cere-

brospinal fluid, and other bodily fluids. Furthermore, the model links biomarkers to their

functions or roles. For example, some biomarkers are used to study aging, others serve as dis-

ease indicators, assess risk, or aid in diagnostics. To provide additional structure, the model

organizes biomarkers into subcategories based on their attributes. For instance, biomarkers

are classified as invasive or non-invasive depending on the complexity of their identification

methods. Similarly, sample types like blood serum or urine are presented as subcategories

under broader sample sources, creating a clear hierarchy. Relationships such as “is a” or “has

part” help map connections between biomarkers and their attributes. This structured ontol-

ogy provides a flexible and detailed framework for exploring biomarkers, making it useful for

research and clinical applications. It can also be extended as new biomarkers or attributes

are discovered. The figure 3.7 is the created model.
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Figure 3.7: Biomarker model

3.3.2 Database Creation

As part of the knowledge graph construction, we need to create a database backend for

the model to help store the data. For our database backend we used Neo4j. Neo4j is a

database designed to work with graphs. Instead of storing data in tables like traditional

databases, it uses nodes (representing entities) and relationships (showing how those entities

are connected). This structure is useful for handling connected data, such as social networks,

recommendation systems, or organizational hierarchies.

For our model, we used the following nodes to store our data:

• Central Node: A central node labeled Biomarkers served as the root of the graph,

representing the overarching concept.
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• Category Nodes: Each biomarker category, such as Metabolism, Fatty Acids, Iron,

and Antioxidants, was represented as a node connected to the central node via the

HAS CATEGORY relationship.

• Biomarker Nodes: Individual biomarkers were represented as nodes within their

respective categories and linked to category nodes using the HAS BIOMARKER rela-

tionship.

Data Loading into Neo4j

The data was loaded into the Neo4j database using Cypher queries. Below is an outline of

the process:

• Creation of the Central Node: The central Biomarkers node was created as the

root of the graph.

• Category Nodes and Relationships: Nodes for each biomarker category were cre-

ated and linked to the central node. For example:

CREATE (:Central {name: ’Biomarkers’});

CREATE (m:Metabolism {name: ’Metabolism’}),

(f:FattyAcids {name: ’Fatty Acids’}), ...;

MATCH (b:Central {name: ’Biomarkers’})

CREATE (b)-[:HAS_CATEGORY]->(m), (b)-[:HAS_CATEGORY]->(f), ...;

• Biomarker Nodes and Relationships: Nodes for individual biomarkers were cre-

ated within their respective categories. These were linked to category nodes using

queries like:

MATCH (c:Metabolism {name: ’Metabolism’})

WITH c UNWIND [’Plasma Fasting Glucose’, ’LDL Cholesterol’, ...]
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AS biomarker CREATE (b:Metabolism {name: biomarker})

CREATE (c)-[:HAS_BIOMARKER]->(b);

To maintain data integrity, unique constraints were applied to nodes to prevent duplicate

entries. For example:

CREATE CONSTRAINT FOR (b:Metabolism) REQUIRE b.name IS UNIQUE;

CREATE CONSTRAINT FOR (b:FattyAcids) REQUIRE b.name IS UNIQUE;

3.3.3 Graph-Based Representation of Biomarkers

The final knowledge graph with a database provided a hierarchical structure in which the

Biomarkers node was linked to various categories, and each category contained its associated

biomarkers. For example:

• (Biomarkers)-[:HAS CATEGORY]→(Metabolism)

• (Metabolism)-[:HAS BIOMARKER]→(Plasma Fasting Glucose)

3.3.4 Applications of the Knowledge Graph

This knowledge graph served multiple purposes:

• Querying and Reasoning: Users could efficiently query relationships between biomark-

ers, categories, and their significance using Cypher.

• Visualization and Insights: The graph structure made it easy to visualize the

biomarker relationships, making it easier to identify patterns and associations.

• Integration with Machine Learning: The structured data in Neo4j could be inte-

grated with machine learning models to infer new relationships and provide reasoning

for existing associations.
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Figure 3.8: Biomarkers Categorization in Neo4j

3.4 Algorithmic Exploration of the Knowledge Graph

After loading the biomarker data into Neo4j, the relationships were transferred into a graph-

based structure using NetworkX, a Python library for graph analysis. This allowed us to

perform algorithmic approaches on the graph to infer new relationships and query the data

efficiently.

3.4.1 Graph Construction

To represent the biomarker relationships as a graph, we used a directed graph structure

DiGraph where:

• Each node in the graph represented a biomarker or an entity (e.g., BMI, DXA visceral

33



fat, hsCRP).

• Each directed edge represented a relationship between two nodes. For example, the

edge (BMI, ASSOCIATED WITH, DXA visceral fat) indicated that BMI is associated

with DXA visceral fat.

The relationships were encoded using labeled edges, where the edge label ASSOCI-

ATED WITH described the nature of the connection between two nodes. This structure

was implemented effieciently by iterating over a list of relationships and adding them to the

graph using NetworkX.

For example:

• Relationships such as BMI being associated with CRP and hsCRP were represented

as edges.

• These edges were added to the graph with attributes, making it possible to store and

query relationship specific metadata.

3.4.2 Testing Reasoning Capabilities with a Rule-Based Graph

In addition to the biomarker graph, a separate graph was constructed to test the rea-

soning capabilities of the system. This graph incorporated relationships between various

biomarkers, conditions, and treatments, such as ASSOCIATED WITH, INDICATES, and

RESPONDS TO, and was designed to infer relationships that were not explicitly present in

the graph but could be derived using predefined rules.

The test graph was represented as a directed graph, where: Each node represented a

biomarker, condition, or treatment (e.g., CRP, Diabetes, Metformin, etc.). Each directed

edge represented a relationship between two nodes, labeled with the type of relationship

(e.g., ASSOCIATED WITH, INDICATES).

For example, the following relationships were encoded:

• CRP (C-Reactive Protein) is ASSOCIATED WITH Inflammation.
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• Inflammation RESPONDS TO Corticosteroids.

• HbA1c (Hemoglobin A1c) INDICATES Diabetes.

• HbA1c is ASSOCIATED WITH Cardiovascular Risk.

• Metformin RESPONDS TO Diabetes.

These edges were added using NetworkX and encoded with their respective relationship

labels.

Reasoning Rules for Relationship Inference

We also used a set of rules was defined to infer relationships that were not explicitly present

in the graph. For example: A condition could be inferred to RESPONDS TO a treatment if

a biomarker ASSOCIATED WITH that condition is INDICATED by the treatment. Addi-

tional rules could infer complex relationships, such as a treatment’s effectiveness on multiple

conditions if shared biomarkers are present. For instance, Corticosteroids may indirectly af-

fect conditions linked to Inflammation, such as Arthritis or Asthma, through its relationship

with CRP.

The reasoning mechanism applied these rules dynamically during graph traversal, allow-

ing the system to infer indirect relationships.

3.4.3 Depth-Limited Search Algorithm

The depth-limited search algorithm was implemented to query the graph and infer relation-

ships within a specified depth limit. The depth limit controlled how far the algorithm could

explore from the starting node, making it computationally efficient and focused.

Overview of Depth-Limited Search

Depth-limited search is a variation of the depth-first search (DFS) algorithm, where the

exploration of nodes is restricted to a specific maximum depth. In our case:
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• The start node is the entity from which the search begins (e.g., BMI).

• The target relationship is the type of edge we want to find or infer (e.g., ASSOCI-

ATED WITH).

• The depth limit specifies how many layers (hops) of relationships can be explored

from the start node.

Key Steps in the Depth-Limited Search Algorithm

• Initialization: The algorithm initializes a set of visited nodes to keep track of explored

nodes and avoid revisiting them, thereby preventing infinite loops. A results dictionary

is also initialized to store nodes and paths that satisfy the target relationship.

• Graph Traversal: Starting from the specified node, the algorithm iteratively explores

its neighbors (nodes directly connected by outgoing edges). For each neighbor, the edge

label is checked to determine whether it matches the target relationship.

• Matching Relationships: If a direct match is found, the algorithm records the path

from the start node to the target node in the results dictionary.

• Applying Reasoning Rules: If the target relationship has a predefined reasoning

rule, the algorithm attempts to infer the relationship by following the sequence of

relationships defined in the rule.

• Applying the Depth Limit: At each step, the algorithm tracks the current depth

of traversal. If the depth exceeds the predefined limit, the exploration of that path is

terminated.

• Results: After completing the traversal, the algorithm compiles all valid nodes and

paths that satisfy the target relationship and returns them as the output.

Example Execution

For instance, consider the query:
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• Start Node: BMI

• Target Relationship: ASSOCIATED WITH

• Depth Limit: 4

The algorithm starts at BMI and explores its direct neighbors (e.g., DXA visceral fat,

CRP) and their successors, up to a depth of 4. If it encounters nodes that satisfy the target

relationship, they are recorded, along with the paths leading to them.

The depth-limited search helped to infer both direct and indirect relationships. Direct as-

sociations such as BMI being ASSOCIATED WITH DXA visceral fat. Indirect associations

such as connections mediated by intermediate nodes.

This algorithm proved particularly useful for Identifying clusters of biomarkers related

to a specific entity (e.g., BMI), Identifying patterns, Supporting efficient and focused graph

traversal within computational constraints.

The depth-limited search algorithm complemented the knowledge graph’s capabilities,

allowing users to query and reason over biomarker data effectively.

3.4.4 Calculating Weights Between Relationships

To find the strength of relationships between biomarkers, we used Pearson’s correlation

coefficient, a statistical measure that captures the linear relationship between two variables.

This analysis allowed us to assign weights to the relationships in the knowledge graph,

reflecting the degree of association between biomarkers.

Pearson’s Correlation Coefficient

Pearson’s correlation coefficient is a statistical measure used to quantify the strength and

direction of a linear relationship between two continuous variables. It provides a value

between -1 and 1, where a value of 1 indicates a perfect positive relationship (as one variable

increases, the other also increases proportionally), -1 indicates a perfect negative relationship

(as one variable increases, the other decreases proportionally), and 0 indicates no linear

37



relationship (changes in one variable do not predict changes in the other). In this study,

Pearson’s correlation was used to evaluate the relationships between various biomarkers,

helping to uncover significant associations.

The formula for Pearson’s correlation coefficient (r) is expressed as:

r =

∑
(xi − x̄)(yi − ȳ)√∑

(xi − x̄)2 ·
√∑

(yi − ȳ)2

In this formula, xi and yi are the data points for the two variables being compared, while

x̄ and ȳ represent their respective averages (means). To calculate r we first determine how far

each data point is from its mean (known as the deviation). Then, we multiply the deviations

for each pair of data points (xi and yi) and sum these products. This measures how the

two variables change together. Next, we calculate the squared deviations for each variable,

sum them, and take the square root, which provides a measure of the overall variability (or

spread) in each variable. Finally, the sum of the products is divided by the product of the

variability for the two variables, resulting in the correlation coefficient.

The value of r indicates not only the strength but also the direction of the relation-

ship between the two variables. A strong positive correlation (close to 1) implies that as

one variable increases, the other also increases. A strong negative correlation (close to -1)

means that as one variable increases, the other decreases. A value near zero suggests no

linear relationship. By analyzing these values, we could identify biomarkers with significant

correlations and focus on these relationships in our knowledge graph.

In this study, Pearson’s correlation was crucial for assigning weights to relationships

between biomarkers. The correlation coefficients served as indicators of relationship strength,

enabling us to prioritize stronger connections and refine the reasoning in our depth-limited

search algorithm. This allowed us to not only represent the relationships between biomarkers

visually but also explore them analytically based on their statistical significance.
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Data Preparation

The initial step involved preparing the biomarker dataset. The dataset combinedDataframe.csv

was used and filtered to include only numerical columns, as Pearson’s correlation requires

continuous variables. Non-numerical columns, such as identifiers patient id, were excluded.

Missing values were handled by replacing them with the mean value of the respective column,

ensuring a complete dataset for correlation calculation.

Correlation Matrix

Using the cleaned dataset, a correlation matrix was computed to evaluate pairwise Pearson’s

correlation coefficients between all biomarkers. This matrix represents the correlation coef-

ficients as values ranging from -1 to 1. Here, 1 is perfect positive linear relationship, 0 is

no linear relationship and -1 is perfect negative linear relationship. This correlation matrix

captures the direction and magnitude of relationships between biomarkers.

The matrix was visualized as a heatmap using the seaborn library to provide an overview

of correlations, where the color intensity indicates the strength and direction of relationships.

To focus on meaningful relationships, a correlation threshold of +-0.4 was applied.

Biomarker pairs with absolute correlation values above the threshold were considered to

have significant relationships. For each biomarker, correlations meeting this criterion were

extracted and sorted in descending order of magnitude. All this data was created in a csv

file.

After calculating the Pearson correlation coefficients to measure the relationships between

biomarkers, the next step was to load this data into the Neo4j knowledge graph. This

process involved categorizing biomarkers, creating nodes for them, and assigning weighted

relationships based on their correlation coefficients.

To organize the data meaningfully, each biomarker was categorized based on expert

knowledge. These categories were, Metabolism, Fatty Acids, Iron, Antioxidants, Damage,

Folates, Cell Count, Thyroid, Caffeine, PFAs, Nicotine, Metals and Orphan Biomarkers.

This categorization helped structure the graph and made the relationships more interpretable
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Figure 3.9: Correlation Matrix

for querying and reasoning. For each biomarker, a node was created in Neo4j and assigned

to its respective category. Using the correlation coefficients calculated earlier, relationships

were established between biomarker nodes. The correlation coefficient served as a weight on

the relationship, indicating the strength and direction of the association between the two

biomarkers.

3.4.5 Weighted Depth-Limited Search

We combined the correlation data with the depth-limited search algorithm to identify and

infer stronger relationships between biomarkers in the knowledge graph. By doing this we

prioritized the connections and only traversed through the relations which weigh more.
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Figure 3.10: Neo4j graph with Weighted Relations

Key Concepts of the Weighted Depth-Limited Search

• Cumulative Weight: The probability of reaching a node along a path was calculated

by multiplying the weights of all edges in the path.

• Weight Threshold: A minimum cumulative weight was set to filter paths and include

only those with sufficiently strong relationships.

• Depth Limit: The maximum depth of traversal restricted how far the algorithm ex-

plored from the starting node, ensuring computational efficiency.

The algorithm started from a given node. For example we will give the starting node as

BMI. The algorithm explored its neighbors up to a depth limit of 3. It evaluated each edge’s

weight to calculate the cumulative weight of reaching a neighbor. If the cumulative weight

exceeded the threshold, the algorithm recorded the path and its cumulative probability

and continued exploring the neighbor nodes recursively as long as the depth limit was not

exceeded.
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The algorithm produced paths showing how nodes (biomarkers) were connected in the

graph and their cumulative probabilities. For example, a path like bmi → hsCRP → Triglyc-

erides with a cumulative probability of 0.6 indicated that these biomarkers were strongly

related through direct and indirect correlations. Paths with lower probabilities (below the

threshold) were ignored, focusing the analysis on meaningful relationships.

From the Neo4j figure above we can see that as per our expert categorization Weight

comes under the category Metabolism and BMI was not categorised and put them under

orphan Biomarkers. As per the correlations bmi is related to Weight with strong correlation

0.809 and it is related to Metabolism. We can also infer bmi is also Metabolism.

3.5 Graph-Based Analysis Using Embeddings

In this section, we describe how we used graph-based methods and machine learning tech-

niques to analyze biomarker relationships. Our approach involves constructing a biomarker

knowledge graph, converting it into a numerical representation using embeddings, and then

using machine learning to predict new associations. We also validate these predictions using

scientific literature. This process helped us to speed up the analysis.

3.5.1 Building the Biomarker Knowledge Graph

The first step was to create a Knowledge Graph where each biomarker is represented as a node

(point), and relationships between biomarkers (such as ”Associated With”) are represented

as edges (connections between points). We extracted relationships from an ontology file

(OWL format), which contains structured biomedical information.

A knowledge graph helps in representing complex relationships between different biomark-

ers in an intuitive and searchable format. For example, if biomarker A is linked to biomarker

B, and biomarker B is linked to biomarker C, we can infer potential indirect relationships

between A and C that were not explicitly defined in the data.

To create this graph, we used a Python package called NetworkX, which allows us to
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work with complex graphs and analyze their properties. After constructing the graph, we

visualized it to understand how different biomarkers are connected. This helped us identify

clusters of closely related biomarkers and recognize which ones might play a crucial role in

aging-related studies.

3.5.2 Building the Adjacency Matrix

A graph can be converted into a mathematical structure called an adjacency matrix. This

is a table (or matrix) that represents which nodes (biomarkers) are connected to each other.

In this table:

• Each row and column represents a biomarker.

• If two biomarkers are connected, the corresponding cell in the table contains a 1.

• If they are not connected, the cell contains a 0.

For example, if we have three biomarkers A, B, and C, and only A is connected to B, the

adjacency matrix would look like this:

A B C

A 0 1 0
B 1 0 0
C 0 0 0

Table 3.1: Adjacency matrix representation of a simple graph

This means that A is connected to B, but neither A nor B are connected to C. Converting

a knowledge graph into an adjacency matrix allows us to apply mathematical operations and

machine learning techniques that are not possible with just a list of connections.
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3.5.3 Reducing Complexity with Singular Value Decomposition

(SVD)

The adjacency matrix of a large biomarker graph can be very high-dimensional, meaning it

has a lot of information but is difficult to process efficiently. To make this data more man-

ageable, we use a dimensionality reduction technique called Singular Value Decomposition

(SVD).

SVD is a mathematical method that compresses the information in the adjacency matrix

while keeping the most important patterns. It reduces the number of columns and rows but

retains the essential relationships between biomarkers. This allows us to visualize biomarker

relationships in a 2D or 3D space, making it easier to detect patterns.

Figure 3.11: Result of Graph Embeddings

For example, if two biomarkers are often found together in biological studies, their em-

beddings (reduced representations) will be close to each other in the new space. This helps

us group similar biomarkers and find potential new associations.
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3.5.4 Using Cosine Similarity to Predict New Associations

Once we have the reduced biomarker embeddings from SVD, we need a way to measure how

similar two biomarkers are. A commonly used method for this is cosine similarity.

Figure 3.12: Cosine Similarity

Cosine similarity is a mathematical measure that checks how close two numerical vectors

(representations of biomarkers) are in space. If two biomarkers have a high cosine similarity

score (close to 1), it means they are likely to be biologically related, even if they were not

explicitly connected in the original graph. If their score is low (close to 0 or negative), they

are not likely to be related.

For each biomarker, we computed the five most similar biomarkers based on their cosine

similarity scores. These newly identified connections represent potential new relationships

that were not directly present in the original dataset.
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3.5.5 Validating Predictions

As a preliminary step toward automating the validation process, we retrieved abstracts from

Google Scholar using search queries composed of the two biomarker names which were po-

tentially related to each other. This allowed us to gather contextual information about

whether a relationship between them has been discussed in the scientific literature. We

then manually reviewed the abstracts to check for any meaningful connection. If at least

two abstracts mentioned both biomarkers in a relevant biological context, we marked the

relationship as tentatively supported. While this approach does not replace domain expert

validation, it provides an initial, scalable method to highlight potentially meaningful associa-

tions for further investigation. In future work, we plan to refine this process by incorporating

more specialized databases such as PubMed to improve the accuracy and reliability of our

literature-based checks.
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Chapter 4

Conclusion and Future Work

This chapter presents the results obtained from the analysis and methodologies detailed in

the preceding chapters. The findings are structured around key aspects of the study: the

statistical analysis of biomarker data, the construction and utility of the knowledge graph,

and the application of the depth-limited search algorithm for predictions of new biomarkers

and their connections, as well as the use of graph embeddings to predict new biomarker rela-

tionships faster. These results highlight the effectiveness of combining statistical approaches

with knowledge graphs and machine learning techniques to extract meaningful insights from

biomedical datasets.

To achieve these results, we first collected and preprocessed biomarker data from NHANES

dataset, ensuring data consistency by handling missing values and structuring the dataset

for analysis. We used an approach based on the Interquartile Range (IQR) to identify sig-

nificant biomarker differences. This method compared the IQR and medians of different

biomarker groups to determine whether significant differences existed, ensuring robustness

against missing data and non-normal distributions. By applying this method, we discov-

ered several biomarkers that were related to one-another based on statistical significance

differences.

The analysis process was significantly improved through the development of an interactive

user interface, which introduced advanced filtering options and visualization tools, making
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it easier to explore biomarker relationships and gain insights from the data. Throughout

the development process, our industry collaborator actively used the interface and provided

continuous feedback, helping refine its functionality. According to their feedback, the inter-

face significantly streamlined their workflow, accelerating their findings by months. While

this represents limited feedback, it suggests that this tool could be valuable for broader re-

search teams working on biomarkers of aging. Furthermore, through presentations at the

Biomarkers of Aging Symposium and AAAI, positive feedback was received from the research

community regarding the potential impact of our tools and methodologies. Researchers ex-

pressed interest in applying our approach to their own biomarker discovery efforts, further

validating the usefulness and relevance of our work in the field of aging research. Using

this approach, we identified 715 statistically significant relationships between 171 biomark-

ers. These findings provided a foundational set of biomarker relationships that were used to

construct a structured knowledge graph for further exploration.

After identifying statistically relevant biomarkers, we constructed a biomarker knowl-

edge graph using Neo4j, categorizing biomarkers into structured ontological classes based

on domain knowledge. This knowledge graph served as a structured framework for query-

ing and exploring biomarker relationships. As part of this effort, the Biomarkers of Aging

Ontology was developed, which is a novel model for defining biomarkers of aging that pro-

vides a systematic approach to organizing and categorizing aging-related biomarkers. This

helped managing the aging biomarker data and improving the interpretability of associa-

tions. To support this ontology-driven model, we implemented methods to automate the

database back-end generation using Neo4j using Python, significantly increasing the effi-

ciency of ontology-based knowledge graph construction.

To further analyze biomarker relationships efficiently, a Depth Limited Search (DLS) al-

gorithm was used, which allows traversal of the biomarker knowledge graph while restricting

exploration to a predefined depth. This method allowed us to discover additional 499 indi-

rect relationships with depth limit of 3 that were not immediately visible through statistical

comparisons alone. The DLS algorithm works by initializing a traversal from a starting

biomarker, keeping track of visited nodes to avoid redundant searches. By applying weight-
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ing mechanisms based on statistical correlations, we ensured that stronger connections were

prioritized. This method ensures that searches remain computationally efficient, preventing

excessive expansion into less relevant connections while still identifying both direct and in-

direct relationships. DLS starts from a given biomarker node and explores its immediate

neighbors, following relationships within the graph up to a specified limit. This approach

prioritizes stronger, localized associations while maintaining the ability to uncover indirect

connections that might not be immediately visible through statistical analysis alone. DLS

revealed deeper biomarker connections, expanding upon the statistically identified relation-

ships by uncovering previously unknown interactions in the structured knowledge graph.

Figure 4.1: Biomarkers which shows Significant Differences for BMI

To enhance the analysis, we applied graph embeddings to uncover hidden relationships be-

tween biomarkers that were not explicitly present in the knowledge graphs. We transformed

the adjacency matrix of the biomarker knowledge graph into a lower-dimensional numeri-

cal representation using Singular Value Decomposition (SVD). This technique reduced the

complexity of the data while preserving key structural relationships, allowing us to analyze

49



biomarker associations more effectively. By computing cosine similarity between the em-

bedded representations, we identified an additional 147 biomarker associations that had not

been previously detected by either statistical methods or the DLS algorithm. These newly

uncovered relationships suggest potential indirect connections between biomarkers that were

not explicitly represented in the structured graph but were inferred through numerical simi-

larity analysis. This approach helped to find new connections between biomarkers that were

not known before, giving important insight into how they interact. This is a new method

used in this research and the findings have not been published yet. This approach improved

the overall biomarker discovery process, providing a complementary perspective to both

statistical analysis and graph traversal.

Figure 4.2: Results obtained when traversing through BMI

A key observation from this comparison is that DLS identified explicit biomarker rela-

tionships that were structurally connected in the graph but did not necessarily have high

similarity scores in the SVD-based embeddings. For example, DLS discovered relationships

such as:

• Body Mass Index → DXA Total Fat → Fatty Acid-Palmitoleic → Fatty Acid-cis-

Vaccenic

• Body Mass Index → DXA Total Fat → Weight → DXA Total Bone Mineral Content
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These associations were not found using SVD similarity scores, indicating that SVD,

while effective in capturing indirect associations, may overlook explicit relationships present

in the knowledge graph due to its reliance on numerical similarity measures rather than

direct connectivity.

Biomarker Relation Predicted Biomarker Similarity Score
Body Mass Index Potentially Associated With Weight 0.954
Body Mass Index Potentially Associated With DXA Total Fat 0.8954
Body Mass Index Potentially Associated With Alpha-1-Acid 0.8625
Body Mass Index Potentially Associated With Cholesterol HDL 0.8577
Body Mass Index Potentially Associated With DXA Subcutaneous Fat Volume 0.8145

Table 4.1: SVD-Predicted Associations for Body Mass Index

In contrast, SVD was able to capture relationships that were not explicitly present in the

graph but were inferred through latent semantic patterns. Identified biomarker pairs with

strong similarity scores despite lacking direct graph connections, suggesting an alternative

perspective on biomarker associations that might require further validation.

The similarity scores presented in the 4.1 table reflect the strength of association between

biomarkers based on their embedding proximity, without considering the direction (positive

or negative) of the relationship. Specifically, we used the absolute values of correlation-based

similarity measures, meaning both positive and negative associations appear as high similar-

ity. For instance, although Body Mass Index (BMI) is known to have a negative relationship

with HDL cholesterol (“good cholesterol”), our method identified a strong connection based

on embedding similarity, not directionality. Incorporating the direction of correlation into

the similarity calculation is a potential improvement for future work.

The predicted relationships from the embeddings were further validated using Google

Scholar searches. For each newly predicted pair of biomarkers, we retrieved scientific articles

discussing their relationship. If multiple research studies supported the predicted association,

it was considered validated for initial results. Further validation studies are part of our future

research plans. We aim to partner with our industry collaborator for support and feedback

in the validation steps going forward.

As described above, the combination of biomarker ontology, statistical methods, knowl-

edge graph, and graph embeddings allowed deeper exploration of connections through a
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depth-limited search algorithm. This approach uncovered additional relationships among

biomarkers by efficiently navigating the structured graph and prioritizing meaningful con-

nections. This combined approach might be particularly useful for studying aging biomark-

ers, where the relationships between different biological factors are complex and difficult

to analyze using traditional methods. Aging often defies simplification, as other compu-

tational methods tend to overlook subtle, multidimensional relationships. By addressing

these challenges, our framework demonstrated the value of integrating structured ontolo-

gies, graph-based reasoning, and machine learning algorithms. Collaboration with a domain

expert further validated the findings, confirming that this approach provides an accurate

and interpretable understanding of biomarker relationships. The contrast between DLS and

SVD highlights the necessity of using multiple analytical approaches to ensure comprehensive

biomarker discovery and validation.

As part of our future research plans, we aim to conduct further validation studies to

ensure the accuracy and reliability of our findings. We plan to collaborate with our industry

partner to refine and validate our biomarker predictions, using expert feedback to enhance

the usability and effectiveness of our approach. This partnership will play a crucial role in

evaluating the real-world applicability of our knowledge graph and machine learning method-

ologies, ensuring that the identified biomarker relationships are biologically meaningful and

clinically relevant. A key aspect of our ongoing work is the integration of aging biomarkers

into the broader biomarker research community.
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